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The official opening of the 
Northern Ireland nodes 
The N.I. Starlink nodes at Armagh Ob-
servatory and Queen's University, Belfast 
were formally opened on 5th May by the 
Northern Ireland Minister for Education, 
Dr. Brian Mawhinney, in the presence of 
the Archbishop of Armagh and Chair of the 
Governors of the Observatory, Dr. Robin 

 and the Starlink Project Scientist, 
Dr. Gordon Bromage. The opening took 
place at Armagh Observatory with about 
thirty invited guests. A small exhibition 
was mounted on the work being carried out 
at the nodes and a demonstration of their 
abilities was given. 
Included in the photograph are: Dr. Brian 
Mawhinney (seated), and, from left to 
right, Dr. Brendan Byrne (Chair of the 
N.I. AMC), Dr. Robin Eames, Dr. Mart 
de Groot (Director of the Observatory), 
Dr. Gordon Bromage (Starlink), Profes-
sor Philip Burke (Chair of the School of 
Mathematics and Physics at QUB) and 
Dr. Philip Dufton (reader in Physics at 
QUB and one of the signatories of the orig-
inal grant application). 
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Editorial 

This will be a year of metamorphosis for Star-
link with major hardware upgrades and the widespread 
adoption of the ADAM software environment. Most 
of the original  VAXs will be replaced with Mi-

 VAX 3500 based Local Area VAX Clusters (LAVCs); 
also disappearing from these sites will be the old ARGS as 
the Digisolve Ikon becomes the principal image display. 

This comes ten years after the idea of co-ordinating 
the computing activities of the UK astronomical commu-
nity was first mooted. Those pre-natal days of Star-
link are remembered by Professor Mike Disney in the 
article which follows. Many Starlink users will be sur-
prised to learn that a centralised computing facility with 
only remote access or occasional visits for users was con-
sidered! (Actually the first  machine, the RAL 

 MicroVAX, began operating a 
user service only this year.) It is instructive to look at 
some of the proposals for national data-analysis facili-
ties which were forerunners of Starlink. For example, 
funding of £40,000 initially with £10,000 annually was 
requested for computer enhancements at RGO to provide 
a spectral reduction service. The hardware recommenda-
tion was based on a single Interdata 10 computer with a 
64KByte memory and a total of 5MByte of disc! 

Once again, it is a pleasure to thank all the contrib-
utors to the Bulletin, and invite our readers to contribute 
to forthcoming editions. Please send such contributions 
via electronic mail to: Jo Murray, Starlink, RAL 

RLVADr.JM, JM@UK.AC.RL.STAR 

Ten years ago ... 

Starlink was conceived almost exactly ten years ago 
today, so a word or two on its conception and infancy, 
with some reflections on its progress, may be forgiven. 

The committee funding UK  astronomy 
in those days became aware, through requests coming 
before it, of an urgent and growing need for image pro-
cessing machinery in the community. The committee, in 
the best traditions, decided to set up a  to look 
into the whole problem across the widest spectrum. As 
the loudest grumbler who had already made a deservedly 
unfunded proposal for a central UK CODA ('Centre for 
Optical Data Analysis'), I was naturally sentenced to 
chair it (actually I was to have a whale of a time). Some 
soberer heads were co-opted to keep me in check and off 
we went. There were three other astronomers, Alec Bok-
senberg, Richard Ellis and Bob Fosbury, two computer 
experts, Jim  (Liverpool) and Igor  both 
very wise men, and Peter Casey our secretary, a real live 
wire from Central Office. 

We began by inviting active astronomers from all 
wavelengths to come and  us what sort of information 
they needed to handle, how much there would be of it in 
the conceivable future, what they wanted to do with it 
and how they liked to work. Two things became immedi-
ately clear: optical/UV would present the most immedi-
ate problem, and people needed to work informally and 

interactively at their home institutes — if possible that 
was where the terminals at least would have to be sited. 

We next turned to the computing community and 
looked for helpful models. The SRC's Interactive Com-
puting Facility, which had been set up earlier for engi-
neers and others, looked very interesting, being a net-
work of large minis run from RAL. We borrowed three 
things from them: the idea of networking, software shar-
ing and, ultimately, their very competent manager, Cliff 
Pavelin, who was to manage Starlink through its very 
sudden birth. Once networking became an option the 
question of feasible line-speeds and costs within our time 
horizon became crucial. Had 1 Mbaud been available (as 
it is today) instead of 10 Kbaud, Starlink might have been 
very different. 

At this stage we had sized up our own require-
ments on processing-power, word-length, storage capac-
ity, transfer rates, image displays and soon . The high 
transfer rates required meant that the processors had to 
be installed around the community, while the Interactive 
Computing Facility could be of no direct use to us. On 
the other hand, the emerging 32-bit minis and the avail-
able 10 Kbaud lines pointed  towards the adopted 
design. By now we knew there was to be an 'underspend' 
during the coming year, perhaps a unique opportunity to 
turn our academic dreams into reality. I can't imagine 
now how we managed to telescope all our work into 6 
months and emerge not only with recommendations, but 
also with a detailed and by now necessary purchasing, 
siting and manpower plan, but we did. Of course we 
had a lot of help and I think particularly of Ed Kibble-
white who benchmarked possible computers for us, and 
Ken Hartley who went round the world with our (then 
unique) image display requirements and came back from 
Horsham with the ARGS. 

Paradoxically, although it was all very frenetic the 
chairman's job became easier; for instance I could justi-
fiably allow each of the panel no more than 30 seconds 
to come up with a good name for the project, otherwise 
they would have to accept mine. Of course they couldn't 
agree on  UKAIPS,  HOTLIPS or what-
ever and so I had my  way. Other amus-
ing moments included: being hauled up to the SRC for 
a personal dressing down from The Chairman because 
we hadn't bought British — we tried very hard but 32 
bits into 16 didn't go; having to turn down, in the dead 
of night, a bribe for  from a certain computer 
manufacturer; and being told that the whole scheme was 
completely mad and unworkable by a certain gentleman 
who subsequently joined us in a very senior position. 

Has Starlink been a success or not? It is certainly 
widely used (900 UK users) and well supported from all 
corners of the wavelength spectrum, which particularly 
gladdens me. It has attracted excellent staff and been im-
itated abroad, both usually healthy signs. Looking back 
with the benefit of hindsight it would be hard to claim 
that we could have chosen the design both differently and 
wisely. I'm sorry that we never managed to construct the 
promised machine-independent Software Environment — 
but that will always be a much harder task than we 
naively imagined. I'm disappointed that we do not share 
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more software with ESO and AURA, and disappointed 
that more UK astronomers have not contributed general 
user packages. By the way, have you? 

However, as a recent addict myself (ironically Cardiff 
did not have proper Starlink facilities until 1986) I cannot 
now imagine life without it. By reducing those awful 
computing chores it has enormously increased my own 
enjoyment and research output, creating time for Great 
Thoughts About The Universe. So, in the next issue... 

Mike Disney, Cardiff 
  

 the early years 
In years to come, those involved in the early devel-

opment of ADAM will look back and remember — even 
when they'd prefer to forget... 

"Come on in, young fellow, take a seat. Over by 
that old PC in the corner. What's that? Oh yes, I collect 
antiques — isn't that what you wanted this article on? 
Really? Early days with ADAM. Well, I can  you 
about that. Don't sit on the mouse! Yes, that 's what 
they looked like. Never? Well, you've seen one now. Yes, 
silly idea; glad they never caught on. 

"Now, ADAM. Yes, that got really big, in the end. 
No, hard to say whose idea it was in the first place. 
You see, when it was just starting, most people con-
nected with it were falling over themselves to deny hav-
ing thought of any of it. Like claiming you'd designed 
the Hindenburg, or the Tay Bridge, or the M25. But 
then they were trying to run it on VAX 730s — that 
was back when a VAX took a whole cabinet. Hard to 
believe, eh? Well, it ran like a snail with all its legs tied 
together.. . They don't? You don't say. 

"Mind you, ADAM really started at the LPO. Well, 
when it started, it was called the LPO — the next week it 
was the NHO and the fortnight after that it was some un-
pronouncable bit of Spanish that nobody could remem-
ber. Yes, the place in the Canaries — I suppose you 
wouldn't remember, but that was where the WHT was 
before they moved it to the new site. Well, the RGO 
people running La Palma computing had been thinking 
about how you should handle instruments, and they de-
vised the scheme where  ('Device' tasks) each 
controlled separate instruments, with a formalised com-
mand structure supporting the four basic commands: 
GET a parameter, SET a parameter, OBEY an action, 
CANCEL an action. So they were thinking about modu-
lar instrument processes with carefully defined interfaces. 
At about the same time the UCL IPCS group was push-
ing the idea of treating data acquisition as a subset of 
data reduction, using a command language to sequence 
separate data acquisition programs. And the two ideas 
came together, sort of, except that the two sides both 
saw things differently: they could never quite agree on 
what the difference was between an  and a 'D-
task'. They couldn't even agree on what the 'A' stood 
for, but they agreed it wasn't quite a 'D-task'. 

"OK, I'll not get too technical. RGO thought of 
the name "ADAM", by the way. The first ADAM sys-
tem had a version of the command language from  

(which is what UCL called the DRUGS data reduction 
system when the public were listening), and this loaded 
and then sequenced D-tasks. Then you got command lan-
guage procedures, which got very long and very slow, but 
were easier to write than sequencing programs in Fortran 
('C-tasks', ' C for 'Control', and that 's where the whole 
zoo of task types began). All this ran on Perkin-Elmer 
computers. No, you wouldn't have; they've changed their 
name a few times since then. 

"And it all worked, although it was a bit slow, and 
people weren't quite sure how best to program using this 
sort of system. The big jump forward came when ROE 
(that was back when they were actually in Edinburgh) de-
cided to use the ADAM design for their VAXs at UKIRT. 
So they ported ADAM from the  to the 
VAX, and gave it a good shakeup as they did. What's 
more, they pulled in another thread that was hanging 
loose: Starlink had just designed their all-singing, all-
dancing, tea-making, shoe-cleaning Starlink Software En-
vironment. Now this was a splendid design, but they were 
wondering how to handle the fact that it took four CPU 
hours to scratch its nose and then fell over from the ef-
fort. ROE built a lot of the SSE interfaces into ADAM, 
and made use of those parts of the SSE that Starlink — 
which had almost no programming effort in those days, 
remember — had really got going well, like HDS and 
GKS graphics. Now, ADAM was starting to look like a 
proper data reduction system too. 

"What made it all go was that everyone was using 
VAXs now. RGO were, for the WHT, and so were AAO. 
They joined in too, and a workshop in Australia defined 
some new sets of ADAM system routines. Finally, Star-
link came in as well, realising that ADAM really was the 
SSE, if you looked at it the right way and squinted a bit. 
What happened to the fellow who was running Starlink 
back then? You don't say! Well, I'm not surprised. 

"Can you imagine what it was like trying to coordi-
nate all this? All these different organisations, all find-
ing things missing from the original system, all filling 
the gaps with their own one-off solutions? Two differ-
ent noticeboard systems, two screen interfaces, even a 
new command language. But because ADAM really was 
modular, you could plug in a new command language; 
that was easy. Still it was. . . No, 'chaotic' wasn't the 
word I wanted. But it will do. 

"But order did get imposed on things. There was 
a Steering Committee (which had been a 'Management' 
committee, but it had an attack of realism), and a se-
ries of workshops where things could be thrashed out. 
And Starlink started to take over the system coordina-
tion; fortunately, it eventually got enough staff to handle 
the job. And the data reduction tasks started to appear 
once the data structures were thrashed out. But it was 
amazing to see a system come together from so many 
different roots, and to see the same system used in so 
many places... What's that? Your pocket memo thing's 
overflowed its memory? You should use pen and paper, 
young fellow, like I do . . . " 

Keith Shortridge, Epping, Sydney 
RLVADr.AAOMAIL, AAOMAIL@UK.AC.RL.STAR 
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Dave Pearce 

People who remember the formative years of Starlink 
were shocked to learn of the death on 17th February 1988 
of Dave Pearce at the tragically early age of 36. Dave's 
contribution to the Starlink environment software was 
enormous and his work is destined to be used well into 
the next century. 

Dave joined the Starlink Project at RAL on 4th 
March 1980 and almost immediately started work on 
the  Starlink software environment — now called IN-
TERIM. At this early stage of the Project there was an 
abundance of ideas on what this environment should be 
like, but little in the way of working software. Soon after 
he joined Starlink, the first 'Draft of Application Pro-
grammer Environmental Description'  was is-
sued which contained the first usable environment spec-
ification to emerge. It was Dave's great contribution to 
translate this specification into the solid working code 
that now forms the basis for ASPIC and other data anal-
ysis software. Dave designed the internal data formats, 
and implemented the programmer routines and user com-
mand language (RUNSTAR) in under six months, which 
seems incredibly rapid in the light of the protracted devel-
opment time scales of later Starlink environments. The 
first release of this software took place on 23rd September 
1980. He refined and developed this initial implementa-
tion for another year, providing the solid software base 
that has been in use ever since. 

In 1981, ideas for a much more advanced and com-
prehensive software environment arose. These included 
a system for storing data in dynamic hierarchical struc-
tures. This was originally called SDS, but the name was 
later changed to HDS. Dave started the design of this 
software in August 1981 and was joined in the task by 
Anton Walter in October 1981. They split the task up 
so that Dave worked on the user-callable routines (DAT 
module) and Anton worked on the physical  routines 
(REC  The initial version was released for test-
ing in June 1982 — once again it seems amazing that 
such a complex piece of software written in the recondite 
BLISS language should have been designed and imple-
mented in 10 months. Tragically, Anton himself died on 
22nd November 1982, and Dave took over the develop-
ment of the complete HDS system. In addition to the 
normal development and documentation work, he made 
important changes to the design specification of HDS, in-
cluding vital simplifications in connection with 'locking' 
without which the system would probably have been an 
operational failure. A major new version was released in 
August 1983, and this was essentially the functional form 
in which HDS exists today as one of the key parts of the 
latest Starlink environment — ADAM. Dave then con-
centrated on writing the user manual and completed this 
just before he left Starlink and RAL on 31st December 
1983 to work for DEC. Later on he went free-lance and 
did some work for Harwell. 

Although INTERIM and HDS were Dave's great-
est contributions to Starlink, he also wrote a number 
of invaluable system software utilities which are still 
in use today. These include magnetic tape handling 

routines (TAPEIO), format conversion utilities (FORM-
CON), and an ARGS driver. 

When Dave left Starlink, I took on the task of trans-
lating HDS from BLISS to C. I therefore got to examine 
Dave's work in minute detail and developed a great ad-
miration for its quality. It was of the highest profes-
sional standard — well organised and commented, lucid 
and elegant, a model of programming style. This is the 
sort of quality which is not visible to users of software, 
but which makes its subsequent maintenance and support 
very much easier — an aspect of vital importance. 

Dave was a pleasant colleague; he had an instinctive 
aversion to pretentious waffle and unproductive debate, 
and was himself modest and quiet. He worked for Star-
link for less than four years, but during that time he 
made a vital and lasting contribution to the Project. 

Mike Lawden, Starlink, RAL 
RLVADr.MDL,  

Software and documentation news 

There have been 17 software releases in the last six 
months (which is lower than average). 

A new  version of PGPLOT has 
been issued. This is the result of a collaboration be-
tween Starlink and Tim Pearson at Caltech, who was the 
author of the original version. PGPLOT is a high-level 
package for plotting x,y graphs, functions, histograms, 
bar charts, contour maps, and grey-scale images. Com-
plete diagrams can be produced with a minimal number 
of routine calls, and control over colour, line style, char-
acter font  is available if required. The package was 
written with astronomical applications in mind and has 
become a de facto standard for graphics in astronomy 
world-wide. Documentation is in  and in a sepa-
rate manual written by Tim Pearson. 

About 20 documents have been issued since the last 
Bulletin was prepared. Some of these were revisions of 
existing papers, but there have been several significant 
new ones. Pride of place should be given to the first 
of a new series of documents called 'Starlink Guides'. 
These are intended to  people how to use Starlink 
software effectively, instead of just specifying facilities. 
Some Starlink User Notes already do this job, but others 
are inadequate. SUN/23 on ASPIC is one of these, and 
the first guide,  (written by Chris Benn, RGO) 
deals with this large collection. 

A number of new facilities have been documented. 
The  Uniform Low Dispersion Archive (ULDA) and 
the software which provides access to it are described in 
SUN/20. SUN/30 describes how to use the new Starlink 
Database  VAX. SGP/37 is a Site Managers' Guide 
specifically aimed at the minor Starlink nodes which have 
been springing up. SGP/38 describes the Standard Data 
Structures to be used by Starlink ADAM applications. 

A big effort has been made to identify and classify 
those miscellaneous documents which do not fit into the 
Starlink document classification system (SUG, SG, SUN, 
SGP, SSN, LUN, LGP, LSN), but which contain valuable 
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Software Items > 0.5 MByte (39 smaller items are not shown) 

reference material for users of Starlink software. These 
have been listed under the title 'Miscellaneous User Doc-
umentation' (MUD) and the index is stored in file DOCS-
DIR:MUD.LIS. At least one copy of each document listed 
is available for reference at every Starlink site. 

There is a lot of on-line information available to 
help you find appropriate documents and keep abreast 
of changes and new issues: 

• DOCSDIR:DOCS.LIS lists the current project-wide 
documents in numerical order. Recent changes are 
flagged with an asterix in column 1; it specifies the 
latest version number of each paper — users too of-
ten work from obsolete copies. 

• DOCSDIR:NEWS.LIS lists the latest document and 
software releases. 

• DOCSDIR:ANALYSIS.LIS shows the documents as-
sociated with each Starlink software item, and in-
dicates if supplementary documentation or on-line 
HELP information is available. This is the list which 
I find most useful — I always have a copy pinned up 
in front of my desk. 

These files really work, so do try using them. I continu-
ally come across users who are struggling with inadequate 
or obsolete documentation and whose problems could be 
alleviated or solved by spending five minutes studying 
the files mentioned above. 

Finally, if you have spotted some local or private 
documentation that might be valuable for other users at 
other sites, don't just sit on it. Send it to me and, if suit-
able, I will prepare it for release as a Starlink document. 
All I need is an on-line file containing some text and — 
if necessary — some (good quality) diagrams. 

Mike Lawden, Starlink, RAL  
  

Hardware update 

During financial year 1987/88, Starlink central man-
agement at RAL placed a total of 63 orders for 199 items 

of new hardware and proprietary software for Starlink's 
Nodes throughout the UK. Each item in this total is 
a substantial piece of equipment or a software licence; 
dozens of minor items such as distribution kits have not 
been counted. The purchases included: 

• 9 VAXstation 2000 machines, each with VAXset pro-
ductivity software 

• 9  VAX II or 2000 machines 
• 15 Mbytes of memory, divided between 8 nodes 
• 7 magnetic tape drives, all with 6250 bpi capability 
• 8 Ikon image displays 
• 14 DECserver 200 terminal servers 
• upgrades to the disc systems at 5 nodes 
• 4 Canon laserprinters and 2 Honeywell cameras 
• Ethernet equipment at 7 nodes (DESPRs, DESTAs 

etc.) 
• 17 Pericom  graphics terminals 
• Local Area VAXcluster (LAVC) licences for 18 ma-

chines (see the article on page 14) 
• Rabbit-7 disc optimising software for 15 machines 
• VAXnotes conferencing software for all 18 Major and 

Minor nodes, (see the article on page 6) 
• 16 more NAG licences 

The VAXset productivity software mentioned at the top 
of the list includes six tools to aid the development of 
large-scale software. Among these are the Source Code 
Analyser, Performance and Coverage Analyser, Code 
Management System and Module Management System. 
The Rabbit-7 disc optimising software enhances the effi-
ciency of the VMS file system. As files are created and 
deleted, the free space on the disc becomes fragmented; 
VMS writes succeeding files as disjoint pieces, the read-
ing and writing of which slows the disc system. Rabbit-7 
runs overnight and re-arranges files to occupy contiguous 
areas of disc. 

John Sherman, Starlink, RAL 
RLVADr.JCS, JCS@UK.AC.RL.STAR 
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VAXnotes — electronic conferencing 
For most users of Starlink, electronic mail is part 

of daily life; it is convenient, quick, reliable and reaches 
most astronomers, both in the UK and overseas. 

For one-to-one communication it is close to ideal, 
but if you want to converse with a group of people, life is 
not so easy. Distribution lists allow you to send the same 
message to several people, but as the list gets longer it 
gets increasingly unlikely that you can mail the whole list 
successfully in one attempt. Then you have the problem 
of ensuring that everyone involved is using the same dis-
tribution list; all too often someone gets to see only 90% 
of the conversation which leads to misunderstandings and 
delays in reaching decisions. 

One solution to these problems is a computer con-
ferencing system, and Starlink recently purchased such 
a system from DEC, called VAXnotes. This system is 
available at all sites on the Starlink DECnet. 

A VAXnotes conference is organised into topics; a 
topic is introduced by one of the conference participants 
who writes some introductory text; other participants 
can then add replies to this topic. All the material con-
tributed to a conference remains stored on disc so that 
you can review existing material at any time. (There is 
only one copy stored, in contrast to mail messages sent 
to a distribution list.) Every conference has a person 
called the moderator whose job it is to keep the confer-
ence in order, for example by keeping the discussion from 
wandering too far from the subject. 

Participation in a conference is voluntary in that you 
decide which conferences to follow and when you want to 
access a conference to look at new material. The system 
keeps track of which conferences you are participating in, 
and what you have and haven't read, in your personal 
notebook. Your notebook also allows you to tailor your 
notes environment by, for example, setting your default 
editor and your personal name (again, very like MAIL). 

A conference can be completely open, so that anyone 
can read and contribute material, or it can be restricted 
in various ways. For example, only certain people could 
be allowed to introduce new topics or even read the con-
ference material. Thus VAXnotes can be used for every-
thing from a general discussion on some area of astron-
omy to the confidential business of an SERC committee. 

To help you find out what conferences have been set 
up on Starlink, a conference called CONFERENCES has been 
set up on RLVAD : : each topic of which is an introduction 
to a conference somewhere on the Starlink network. 

The easiest way to find out how to use VAXnotes is 
to type the NOTES command and when you get the  
prompt, type h e l p  When you have read the 
New-User help, open the SAMPLE-CONFERENCE conference 
(which you will find already entered in your notebook); 
this contains lots of useful advice on using VAXnotes 
as well as being a place to practise navigating around 
a conference. You can also get a two page 'mini-guide' 
by printing SYS$HELP :  MEM. Finally, 
there is the VAXnotes user manual, available at each 
site, which you will need to read if you become a confer-
ence moderator; it also contains a chapter on conference 

etiquette which is well worth reading before you start 
contributing to a conference. 

If you want to set up (and moderate) a conference 
you should see your site manager. Conferences will be 
allowed on any Starlink related topics within reason, the 
only important restriction being that the subjects should 
not overlap too much. 

Dave Terrett, Starlink, RAL 
RLVADr.DLT,  

Not the Starlink Pie Chart 

The diagram below summarises the Starlink man-
agement structure and finance in a national context. The 
abbreviations have the following meaning: AMC: Area 
Management Committee, APSB: Astronomy and Plane-
tary Science Board, BNSC: British National Space Cen-
tre, DES: Department of Education and Science, GDP: 
Gross Domestic Product (UK), RAL/SSD: RAL Space 
Science Department, SUC: Starlink Users' Committee. 
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Of a total Laboratory budget of  million. 

Mike Lawden, Starlink, RAL 
RLVADr.MDL,  

The fashionable "pie-chart" format would be less 
than ideal;  budget would be represented by a 
slice subtending 0.77  of the UK GDP  

Statistics packages on Starlink 

I suspect everyone reading this article has at some 
time in the past written routines to carry out basic 
(and complex) statistical tests and to draw scatter di-
agrams and histograms with varying levels of sophistica-
tion. Many 'off the shelf statistics packages do just this 
and much more. Starlink has now taken up the challenge 
and is obtaining three such packages — GENSTAT 5, 
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CLUSTAN and ASURV. The need for advanced statis-
tics packages is highlighted by the introduction of the 
new database  VAX at RAL. In fact, large data sets 
are becoming more accessible than ever before with in-
creasing amounts of data being generated by: machines 
such as COSMOS and the APM; the coming on stream 
of the new Observatory on La Palma and of the  
and the availability of new instruments such as  AM. 
A staggering daily average of 4 GByte of information is 
also expected from the Hubble Space Telescope alone, 
once it is launched. The need for proper software tools 
to take advantage of this wealth of information led to 
the setting up by Starlink of a working party to review 
statistics packages. This article gives a brief summary 
of the selected packages. (These will become available 
in the next three months — Ed.) Other packages may 
also be considered for use on Starlink, although any such 
proposals should complement the existing software. 

GENSTAT 5 — this is the new, radically revised 
version of the original GENSTAT package developed 
at Rothamsted (Agricultural Research Centre) and dis-
tributed by NAG. It comprises a major revision of the 
command language (something Starlink users are used 
to by now) and new documentation. Needless to say, 
the new GENSTAT 5 command language and documen-
tation is a great improvement on the old version and 
will doubtless lead to its adoption by many more users 
than before. Both 'GENSTAT 5 Reference Manual' and 
'GENSTAT 5: An  will be provided at each 
Starlink site, and further documentation describing the 
GENSTAT Procedure Library will be kept online in a 
help library. 

Unlike some statistics packages (e.g. SPSSx), GEN-
STAT 5 is programmable, so the command language can 
be used to build up more complex procedures which can 
be called by other procedures and so on. GENSTAT 5 
is interactive, although procedures can be submitted in 
batch if preferred. Graphics facilities are also provided 
and make use of the NAG Graphical Supplement routines 
which interface to GKS; therefore all standard Starlink 
devices can be used. The worksheet size (i.e. maximum 
dataset size) is set at installation. Users requiring very 
large worksheets should discuss requirements with their 
local system manager before  

The extensive statistical facilities are divided into 
four main areas: regression, analysis of variance, multi-
variate and cluster analysis, and time series analysis. A 
standard GENSTAT Procedure Library is distributed by 
the developers and will be updated from time to time. 
The old GENSTAT macro library contained many more 
items which were not immediately transferrable to GEN-
STAT 5 due to the new command language. Many of the 
old facilities are therefore not available. One of the ca-
sualties is the non-parametric macro set. It is expected 
that this can be converted without too much difficulty 
(any volunteers?), although no  can be given. 

It is hoped that at some time in the future a Star-
link Procedure Library can be provided. This library 
will contain documented procedures written by Starlink 
users which would be of use to others. Potential entries 
should be sent to the Starlink Software Librarian (RL-

VAD::STAR) in the first instance. Library updates will 
then be distributed as part of the usual SSCs. The con-
tent of such a library will depend wholly upon user con-
tributions. So, if anyone develops a useful GENSTAT 
procedure, please contact the Starlink Librarian so that 
it can be added to the Starlink Procedure Library and 
distributed to all Starlink sites. 

CLUSTAN — with the ready availability of large 
data sets, suitable automatic techniques must be devel-
oped to facilitate the analysis and reduction of the data to 
a manageable form. Multivariate techniques, and cluster 
analysis in particular, are an appropriate means of per-
forming an initial survey of the data in this respect for 
many applications (see Murtagh F. and Heck A., Multi-
variate Data Analysis, published by D.Reidel, Dordrecht, 
Holland, 1987). A limited set of such techniques are avail-
able in GENSTAT 5. CLUSTAN, however, provides a 
special environment for doing cluster analysis. 

Cluster analysis is a modern statistical technique for 
separating an observed sample into homogeneous classes, 
which may be overlapping or distinct, to produce a work-
ing taxonomy or classification. Simply put, the aim is to 
sort out a sample of objects or cases under consideration 
into groups such that the degree of association is high 
between members of the same group and low between 
members of different groups. The way in which this is 
carried out depends on the particular choice of clustering 
option (of which there are a great many). 

CLUSTAN has a well-defined command language, 
an online HELP facility, and is well documented — the 
current manual even has a picture of the Pleiades on 
the cover, so it must be good stuff! Graphics facilities 
include dendrograms or 'tree' diagrams, cluster diagrams, 
minimum spanning trees and so on. A GKS interface has 
been produced by Clive Davenhall at ROE. 

As CLUSTAN is a specialised package, it has been 
classified by Starlink as an associated software item and 
will only be distributed to those sites that have a demon-
strable need for it. 

ASURV — observational astronomers frequently 
encounter the situation where data contains upper lim-
its (referred to as 'censored' data points) as well as ac-
tual values. Astronomers have recently recognized the 
existence of statistical methods (frequently referred to as 
'survival analysis') to deal with these problems. ASURV 
is a menu-driven package designed to assist astronomers 
in using some of these methods as described by Feigelson 
and Nelson (Astrophys. J., 293, 192, 1985), and  
Feigelson and Nelson (Astrophys. J., 306, 490, 1986). 

ASURV is available to the astronomical community 
without charge (courtesy of the above authors). Once 
converted for use on Starlink machines it will be dis-
tributed to all sites. In the meantime, any queries should 
be directed to Peter Allan (MAVAD::PMA). 

Bob Thomson, Cardiff & Quentin Parker, UKSTU 
CARDIFr.RCT,  
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 news 
Two new Starlink Special Interest Groups  

the Solar Astrophysics and the Volumetric-imaging SIGs, 
have been created since the last Bulletin. A list of the 
current memberships of all SIGs is maintained on-line in 

 on Starlink machines. 

SpecSIG and IUESIG 

At the risk of overstating the case, the last year has 
been a formative one for both the Spectroscopy and the 

 Special Interest Groups. However, the full reali-
sation of the past year's work will not come for some 
months yet. To justify these remarks it is necessary to 
review the issues discussed at the joint meeting of the 
Spectroscopy and IUE Special Interest Groups in March 
1987 — the first SIG meeting I attended — chaired by 
Phil Hill. 

By early 1987 the spectroscopic data-reduction soft-
ware on Starlink seemed to be driven by two main is-
sues: software standards and new instrumentation. The 
focus of attention on the software standards side ap-
peared to be graphics. There was a need to move to 
GKS 7.2-based graphics in all packages in order to use 
new plotting hardware being acquired by Starlink. The 
program  was at that time undergoing a conver-
sion to GKS 7.2 graphics at the hands of Jo Murray 
and Ian Howarth. A similar conversion of  was 
considered a high priority for the newly appointed Spec-
troscopy Applications Programmer. The data-reduction 
package FIGARO caused some difficulty because the 
Tech plotting library PGPLOT was not GKS 7.2 based. 
In addition, at that time there were three different ver-
sions of PGPLOT in the UK, which made life even more 
complicated. 

Coming a close second to graphics on the software 
front was the development of the ADAM Software En-
vironment and the design of the Starlink Standard Data 
Structures to be used by ADAM. The deliberations over 
the latter were quite remarkable. It has been the long-
term aim for FIGARO on Starlink to replace  as 
the main package for spectroscopic data-reduction and 
for it to run in the Starlink Environment. At the time of 
this meeting, however, a fair number of users were still 
running SPICA. This caused some concern and a move 
was made to investigate the reasons for such devotion to 
the old package. 

On the instrumental side, three new instruments 
prompted discussion: the James Clark Maxwell Tele-
scope (JCMT) in Hawaii; the UKIRT Cooled Grating 
Spectrographs (CGS) III and IV, the latter under de-
velopment at ROE; and the UCL Echelle Spectrograph 
(UCLES) currently under construction for the AAT. Soft-
ware for reducing data from these instruments was dis-
cussed in some detail: SLAP and SPECX for JCMT data, 
reported by Richard Prestage; SPAN (not to be confused 
with the SPAN network) and SPREAD for CGS III and 
a new package (PARIS) for CGS IV, reported by Alan 
Bridger; the ESO data-reduction package MIDAS for the 

UCLES, reported by Chris Hirst. There was some dis-
cussion of  spectrum-extraction algorithms, 
prompted mainly by the UCLES report. 

Since that joint meeting there have been a number 
of releases of the GKS 7.2 version of DIPSO. IUEDR is 
well on its way to the release of a GKS 7.2 version. There 
has been the release of a GKS 7.2 version of PGPLOT. 
There has also been considerable progress in the devel-
opment of ADAM in the last year and, in particular, the 
Starlink Data Structure Standard now exists (SGP/38). 
SPECX has been released as an associated item to the 
Starlink Software Collection. Uncertainty remains about 
the package to be used for spectrum extraction for the 
UCLES. However, the package will certainly use the FI-
GARO environment, MIDAS having been discounted as 
a long-term option. In addition to this progress, FI-
GARO is considerably closer to its ultimate conversion to 
the ADAM environment and a lot of attention has been 
given to its administration in this country. The use of 
SPICA has fallen considerably, more users favouring the 
use of FIGARO. SPAN is already running in the ADAM 
environment. The  would like to see FIGARO 
enhanced to cover the functions currently provided by 
SPECX.  the IUESIG recognises that FIGARO 
will have an increasing rôle in IUE data reduction. 

Recent Starlink upgrades have included a database 
MicroVAX (node STADAT) at RAL which is used, 
among other things, for both the IUE Uniform Low Dis-
persion Archive (ULDA) and the IUE database. The 
coming year will see the convergence of spectroscopy (and 
other) software to a common environment and a signif-
icant increase in the amount of processing power avail-
able. Development towards a common Starlink Software 
Environment will mean that less time needs to be spent 
writing user interfaces, data handling and graphics li-
braries, and more time will be available for developing 
high-quality scientific algorithms for spectroscopic data-
reduction. The increase in resources means that compu-
tationally intensive techniques may now be feasible for 
more specialist work. 

Paul Rees, Starlink, UCL 
  

  
A new Special Interest Group in solar astrophysics 

has been formed, and preliminary discussions took place 
at the RAS meeting at Preston on  March. The 

 first objective will be to assess what software is 
at present available on Starlink for the analysis of solar 
data. Major spectroscopic projects include SMM  
XRP, UVSP), HRTS and CHASE. Forthcoming projects 
include  and SOHO. Other major solar research 
projects with software needs include: solar oscillations, 
solar interior (convection), solar atmosphere (magneto-
hydrodynamics), and  relations. The solar 
astrophysics SIG will meet in early June to assess the fa-
cilities for solar-physics research on Starlink and to make 
recommendations for the future direction. 

We shall discuss such issues as software distribu-
tion, data handling and graphics packages   
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networks. If you have any comments, any information 
which would be useful to us, or if you wish to be on a 
mailing list to be kept informed of the activities of this 
solar SIG, please let me know. The Sun has at last re-
ceived true recognition by Starlink as an astrophysical 
object. Long may it and solar physics shine in the UK! 

Helen Mason, Cambridge 
 HEM@UK.AC.CAM.AST-STAR 

Volumetric Imaging SIG 

There are many astronomical instruments which 
produce da ta with 3 (or more!) dimensions. Exam-
ples include the TAURUS Fabry-Perot interferometer, 

 Fabry-Perot interferometers, ASPECT , Fibre-optic 
reformatters, imaging polarimetry,  map-
ping of radio spectral lines, J C M T mapping of molecular 
lines, time-resolved X-ray imaging. Although this list of 
instruments crosses a number of tradit ional boundaries, 
the data-reduction requirements do have a great deal in 
common. For example, the process of extracting the ve-
locity field of a galaxy from a spectral-line datacube is 
much the same whether the da tacube originated from 
TAURUS observations at H a or VLA  observations. 

It has been recognised for a long time tha t the com-
plex needs of this area of da t a reduction have not been 
satisfactorily addressed by any of the existing Special In-
terest Groups. A new Volumetric IMaging Special In-
terest group (VIMSIG) has therefore been set up. The 
purpose of this SIG is to coordinate the efforts of peo-
ple working on da t a reduction software for the various 
instruments listed above. 

One major software project underway at the mo-
ment is a rewrite of the reduction software for the TAU-
RUS imaging Fabry-Perot interferometer. The work is 
being carried out by Nick Fuller and Chris Benn at 
the R G O . The new software will form an extension to 
the F IGARO package, and will use s tandard Starlink 
data-structures and graphics. New common-user versions 
of TAURUS have just been commissioned at both the 

 and Will iam Herschel telescopes, and 
the hope is tha t by providing a user-friendly reduction 
package the full potential of these instruments will be re-
alised. An important by-product of this project will be 
the availability within FIGARO of analysis routines ca-
pable of dealing with any kind of spectral line datacube. 

If you'd like to know more about what we're doing, 
or have any comments, please feel free to contact me. 

Steve Unger, RGO 
RGVADr.SWU, SWU@UK.AC.RGO.STAR 

X-ray SIG 

The efforts of the first X-ray applications program-
mer, J im Peden, resulted in the creation of ASTERIX, a 
fairly comprehensive package of X-ray da t a analysis soft-
ware released by Starlink and used extensively at Birm-
ingham (where it was developed) and occasionally else-
where. However, the existence of comparable, locally 
written, software systems at three other institutes (Le-
icester, MSSL and Cambridge) with strong interests in 
X-ray astronomy has prevented standardisat ion on a sin-
gle system up to now. 

The  AT wide-field camera, due for launch in 
early 1990, requires a common data-analysis system for 
use by the five collaborating institutes involved, as well as 
guest observers. This offers an opportuni ty to pool the 
experience of the community in a shared system. The 
design and initial development of this system has been 
based on ASTERIX, which was designed from the out-
set with instrument-independence as a key consideration. 
However, the new Starlink s tandard da ta structures, re-
cently unveiled in S G P / 3 8 , necessitate substantial mod-
ifications to ASTERIX, which was based on the previ-
ous draft 1983 s tandards . Wi th the arrival in June 1987 
of a new X-ray applications programmer, Richard Sax-
ton, based at Leicester, we have begun the creation of a 
new system called, for the moment, ASTERIX88. Based 
on many of the ideas and features of ASTERIX, it will 
become the new ASTERIX system when the danger of 
confusion is past . 

ASTERIX88 is a multi-instrument system, with a 
distinction between instrument-independent 'core soft-
ware' , and a set of instrument-specific interface routines, 
together with a certain amount of instrument-specific 
analysis software. Unbinned photon da ta are represented 
as a set of parallel arrays (one for each photon property, 
such as t imetag, energy, etc.), in the manner employed 
by ASTERIX, whilst for binned da ta we use the Star-
link NDF structures. The system will make use of the 
facilities of  to provide communication be-
tween applications and minimise the typing required of 
the user. 

Having defined our structures and standards, we 
have now begun to incorporate software from the exist-
ing ASTERIX and Leicester systems with the intention of 
retaining the best features of both . In the longer term, 
particularly valuable software from the Cambridge and 
MSSL analysis suites will also be included. The essen-
tial equivalence between ASTERIX88 and the ROSAT 
science data-analysis system makes a pool of 
dedicated programmers at Birmingham and Leicester 
available for the system's development, in addition to 
the Starlink application programmer. The approach of 
the ROSAT launch date provides a strong incentive to 
get the job done quickly! 

Trevor  Birmingham 
 TJP, TJP@   AM.  STAR 
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Letters to the editor 

Dear Editor, 
While visiting the VLA recently I was issued with 

the  'cookbook', well known to radio astronomers, 
but new to me. Besides being a source of a number of 
delicious recipes for banana dishes, it contains an even 
larger number of straightforward 'recipes' for data reduc-
tion from a well stocked AIPS kitchen. Given that I knew 
nothing about AIPS beforehand and I only had a limited 
amount of time to analyse the data, the 'cookbook' was 
invaluable. This experience led me to reflect on the time 
before the IRAS database was released, when a signifi-
cant amount of effort was expended by IPMAF in gaining 
familiarity with ASPIC due to the absence of a suitable 
ASPIC 'cookbook'. Fortunately, the situation has im-
proved with the re-release of SUNs 23 and 24 last year, 
although I notice that there are no aspic recipes in these 
notes. I suppose that aspic has less appeal than bananas! 
So may I urge those disciples of the nouvelle cuisine, who 
spend their time stocking their ADAM kitchens with var-
ious exotic ingredients, not to neglect their 'cookbooks', 
since not only do they save time and energy but they also 
discourage hungry astronomers from looking elsewhere. 

Yours sincerely, 
Phil Richards, RAL 

RLVADr.PJR, PJR@UK.AC.RL.STAR 

One such ASPIC 'cookbook' has recently been re-
leased. Written by Chris Benn of RGO, this is the first in 
a planned series of Starlink Guides, and unsurprisingly 
is referred to as  Locally written  may 
be available at other sites. If you are aware of any useful 
ones, let the Starlink software librarian know — Ed. 

Dear Editor, 
One of the perennial favourites at SpecSIG meet-

ings is the cry "Where are the line lists?". No, this 
isn't intended as an invitation for ribald comments, but 
(to judge from the frequency with which the topic gets 
aired) reflects a genuine need which Starlink doesn't 
meet. However, two stumbling blocks seem to prevent 
anything ever being done: where does one draw the line 
(if you see what I mean), and who does the work? 

Some data are already available (e.g. the selected 
list that Dipso calls on for interstellar line analysis). 
But should someone type in the Charlotte Moore tables? 
(More Moore lines on-line?) Tables of arc lines? I know 
from bitter experience that one is expected to know intu-
itively where to find wavelengths for the La Palma arcs, 
for example. But then the X-ray or radio astronomer 
would want a whole new set of lines. And what about 
quality control? Everyone has his or her favourite oscil-
lator strength for his or her favourite transition. And the 
Opacity Project will produce so many data that deciding 
the best way to make them available is a whole industry 
unto itself. 

It seems to me that the best we can hope for is to 
know where to look for the data we need, with perhaps 

selected (best-documented, if not best) line lists perma-
nently available — maybe as SCAR tables, although I 
suppose it will mean I'll have to learn SCAR. Then I 
would at least know where to look to find out who has 
what on-line. Any RGO readers prepared to divulge pub-
licly where their arc info is? 

Yours sincerely, 
Ian Howarth, UCL 

ZUVADr.IDH, IDH@UK.AC.UCL.STAR 

A difficult subject — should some attempt be made to 
co-ordinate on-line atomic data? This issue will be raised 
at  SpecSIG meeting in September, planned to take 
place the same week as the joint CCP2/CCP7 meeting 
which will be discussing atomic data — Ed. 

Dear Editor, 
The rôle of the amateur in astronomy has long been 

acknowledged. There are many of them and with their 
binoculars and small, wide-field telescopes they can keep 
a watch for comets, novae and even   novae. They 
have also made considerable contributions to the study 
of large amplitude variable stars, such as Miras, where 
the eye is an adequate detector for changes of several 
magnitudes. We are now entering a new era where in-
creasing use is being made of photoelectric photometry 
and desk-top computers, and it is essential that the im-
portant work that can be done by the amateur is chan-
nelled into the right areas. To this end, a meeting was 
held at UCL on 7th May aimed at bringing the amateur 

 into contact with the variable star enthu-
siasts of the professional community — who often find 
the conventional routes to UK telescope time unsuitable 
for their needs. Many facets of possible interaction were 
discussed but one that is worthy of further debate in this 
particular forum is that of amateur access to Starlink. 

Already some use is made of the BAA account on 
RGVAD to access almanac data, but it is clear that the 
amateurs themselves have produced, and will continue 
to produce large quantities of their own, much being of 
high quality. Professionals will need to communicate with 
these unpaid  to receive this bounty and since most 
professionals are 'wired-in' to Starlink, it behoves us to 
give careful consideration as to how the amateurs can 
gain access without any financial impact on themselves. 
Some, it seems, already use the Telecom GOLD system to 
communicate world-wide and perhaps there are gateways 
from Starlink into this. It would be interesting to hear 
expert views on how these links might be forged. 

Yours sincerely, 
Dave Stickland, RAL 

 :DS,  

One such co-operation was fostered by Starlink and 
the Comet Halley UK co-ordinating committee (CHUKCC) 
during the 1986 apparition of Comet Halley. Starlink 
would welcome correspondence on this controversial topic 
— Ed. 
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Standard data formats 

You may have asked why the promised major ap-
plications packages running under ADAM have yet to 
appear. The main reason has been the difficulty ex-
perienced by a working group of programmers and as-
tronomers in reaching consensus regarding standard data 
structures. "What's so important about data struc-

 I hear you enquire. Without them, different soft-
ware packages would not be able to process each other's 
data. There would be a duplication of effort in both 
writing and — more importantly — supporting of the 
data-formats code. Also, the users would have to know 
about the many formats. Non-standard data formats are 
inflexible and tend to be messy. How to attain flexible 
formats was one of the major topics that exercised the 
working group. A little thought will show that a data 
format must be extensible — you cannot predict all the 
data objects that you will need in the future, let alone 
how they should be processed. 

The main standard data structure is the NDF (ex-
tensible  Data Format). It is analogous to 
the familiar BDF (as used in ASPIC) in the sense that 
it too has an  data array and various de-
scriptors. However, the NDF has a few more defined, 
but optional, items such as axis information, variance, 
and history. There is also an extension structure to store 
specialised ancillary data, for example those associated 
with a software package or a detector. The average pro-
grammer will not need to know how the data are actually 
organised in an NDF. All access to the NDF in applica-
tions will be via data-structure access subroutines, such 
as those to get and map the data array, to get the title, 
to seek the variance. Also, KAPPA applications will be 
available as templates, again in the ASPIC mould. 

Masochists can find the gory details in SGP/38. Go 
armed with a stiff drink, ropes to cross deep ravines, a 
machete to hack through the dense undergrowth, and do 
not forget to notify the rescue organisations. You will 
need at least two passes for things to fit into place. 
Malcolm Currie, Starlink, RAL 

RLVADr.CUR, CUR@UK.AC.RL.STAR 

FIGARO corner 

One advantage of a corner like this is that you feel 
able to admit things that your documentation has actu-
ally tried to gloss over, in its attempt to demonstrate how 
incredibly useful every single function is. For example: 

Q. I have two overlapping spectra, both are 
scrunched, and I have  them. I now 
find that the resulting spectrum is no longer on 
a linear wavelength scale. Have I misunderstood 
just what A D J O I N does? 

A. Depending on just what you did understand AD-
JOIN to do, almost certainly yes. The main problem 
with ADJOIN is that it is a particularly specific func-
tion that has a particularly general name, leading to its 
constant misuse. It is in fact aimed at combining FIGS 
data, prior to scrunching using FSCRUNCH. If you want 

to combine two spectra with different wavelength ranges, 
first scrunch them onto a common range and then  
them. Unfortunately, this does not sort out the problem 
of what happens in the overlap region, but at the moment 
no FIGARO function handles this properly. 

Q. I have SCROSSed two spectra that have 
been logarithmically binned, and it's annoying 
that SCROSS only gives a shift in pixels rather 
than as a velocity.  it be better if it did 
give a velocity? 

A. Yes. Bu t . . . SCROSS works internally in pixels, 
and will work on any structure regardless of its axis infor-
mation. It is true that if your axis is in wavelength units 
and is on a logarithmic scale then the result is really a 
velocity, but whether SCROSS should attempt to work 
that out for itself is a moot point. However, since this 
does keep coming up, here's the required maths: 

If your data are binned on a log scale, then 

A log A = (\og(file.X.DATA[n + 1]) 
- \og(file.X.DATA[n])) 

is constant, and 

Av =  

where Av is the velocity shift corresponding to a shift of 
one pixel. 

By contrast, one routine with a specific name but a 
general function: 

Q. Doesn't FIGARO have a function that will 
just read a text file with lines giving wavelengths 
and data values? 

A. Not exactly. However, the formats handled by 
RDIPSO are relatively simple, and one of them — for-
mat code 2 — is almost exactly what you want. The 
input format is text lines, in free-format, the first two 
records being comments, the third the number of spec-
tral elements, and each subsequent record contains two 
numbers: a wavelength and a data value. 

Finally, two that come under the 'I thought this was 
common knowledge, but I keep being asked  heading: 

Q. Can E X A M give a recursive list of every-
thing in a data structure? 

A. Of course. Just end the structure name with one 
or more dots. For example: 

$ EXAM f i l e . . . 
Q. ROTATE only rotates in one direction. If 

I want to go the other way, I need to do three 
successive ROTATEs and this takes forever. 

A. Blimey! Certainly, it does take forever, and 
wastes a lot of VAX time unnecessarily. Follow your first 
ROTATE with in situ  and  operations un-
til the image is flipped exactly the way you want. These 
are very fast, and you should never need more than one 
ROTATE. 

Keith  Epping, Sydney 
 AAOMAIL@UK.AC.RL.STAR 
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Help stamp out hackers 

One of Starlink Management's most tedious obses-
sions is security. A harmless intruder manages to log-
in somewhere, and astronomers who have used Starlink 
without incident for years (and on real work, not the ir-
relevant trivia practised by the RAL penpushers) are im-
mediately harassed — made to change their passwords 
to something they can't remember, or told not to share 

 with their students or colleagues. Do hackers 
really matter? 

Well, ask the users of one Starlink node, who lost im-
portant files after a hacker perpetrated a practical joke 
which misfired. Or those of another node, where an early 
morning hacker managed to shut the machine down. Or 
elsewhere on the JANET network, where a hacker de-
stroyed the boot file. In all these cases, hours of work 
have to be expended and machine time lost while the in-
cident is investigated and the system swept for Trojan 
horses, viruses and other nasties. 

Another reason to keep hackers off is adverse pub-
licity. It looks bad to those in positions of influence: 
hackers = poor security  we don't know who is using 
our system = Starlink is inefficient and doesn't control its 
resources properly = let's cut its budget. Unfortunately, 
it is no longer enough to keep hackers off Starlink; when-
ever SPAN or some other network is hacked, Computer 
Weekly can be relied upon to announce 'Top-secret Star-
link network  something along those lines. 

But how do hackers get in, and how can they cause 
so much damage when they do? Well, they get in through 
ordinary usernames, as a result of sloppy password secu-
rity. Ordinarily this isn't all that serious, except pos-
sibly for the individual whose account is being used. 
Unfortunately, there have been instances in the past 
where poor security in multiple-processor configurations, 
or even temporary and obscure loopholes in VMS, have 
allowed hackers to gain the privileges needed to cause se-
rious trouble. So the real key to security is preventing 
unauthorised logins, which is why Starlink applies the 
following rules to all users: 

• Each account is for the use of one named individ-
ual only. If you want your students, secretaries, or 
colleagues to share your account, each person must 
have his or her separate username and password even 
though the default directory, mail system, and so on 
are the same. Your username is like a driving licence 
— you mustn't lend it to someone else. 

• Your password must be secret and unguessable, and 
you must change it when required to do so. (If you 
immediately change it back to an earlier one this 
is detectable by your site-manager — be warned!) 
Everyone now knows how gormless it is to use your 
given name, name of spouse, username, favourite ob-
scenity, and other eminently guessable words. What 
is less well-known is that you mustn't pick any 
word which can be found in a dictionary, as hackers 
are now known to be capable of doing exhaustive 
searches once they have succeeded in acquiring an 

illicit copy of the VMS system file which contains 
the usernames and encoded passwords. So either 
pick gibberish (if you are one of the few people who 
can remember such things) or choose an unlikely but 
memorable word (completely unconnected with the 
previous password) and include a few digits, under-
scores or dollar signs in it. 

• If there has been a suspected security problem you 
may find that your account has been temporarily dis-
abled and that you are being asked by your Starlink 
site manager to disclose your current password. You 
must be prepared to comply with such requests, so 
don't pick anything you will be embarrassed to di-
vulge. Apart from this one instance of disclosure, 
you must not give your password to anyone else, or 
even write it down. 

• Whenever you login, the times of the previous inter-
active and non-interactive logins are displayed, and 
any login failures are reported. If these don't corre-
spond to your own activities,  your site manager. 

Patrick Wallace, Starlink, RAL 

RLVADr.PTW,  

A fringe-removal algorithm for the RCA 
CCD 

The RCA thinned CCD detector at La Palma has 
the advantage of increased blue-sensitivity over its  EC 
counterpart, but a major drawback is the existence of 
interference fringes produced at its surface. During the 
summer of 1987, a study was undertaken at QUB to in-
vestigate methods of eliminating this fringing: a digital 
processing algorithm has been devised to achieve this, 
and simultaneously to flat-field the CCD image. The 
test data used for this purpose were obtained in March 
1987 at the JKT, La Palma, using the RCA chip and the 
QUB  spectrograph. 

The technique uses continuum-lamp observations 
taken under similar conditions to the stellar observations. 
The basic approach is to find the correction factor for 
each pixel by direct measurement, with the CCD illu-
minated by continuum light, passed through the same 
high-dispersion system as the starlight. When the con-
tinuum signal is divided into the star signal, the ratio 
should correct for both the fringes and the flat field. 

A prerequisite for this procedure is that both the 
star and continuum images should have had all the 
background counts (i.e. all the counts not produced by 
starlight) subtracted off. This is a non-trivial operation. 
For an  spectrogram, the background may be es-
timated from the counts in the inter-order regions adja-
cent to the  order of  on the image; it fol-
lows that these inter-order regions should be well-defined. 
The most accurate background estimate is obtained by 
interpolating between the two inter-order regions. 

For each stellar image, two continuum images were 
obtained, at approximately the same time (and hence 
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under the same conditions). Initially, the first continuum 
image was reduced using the second, to observe the effect 
of the procedure under ideal conditions; following this, 
the star image was reduced by the first continuum image. 
The effect of one such reduction is shown in Figure 1 
above. The photograph below shows the two continuum 
images (minus background), and their ratio, at the same 
level of contrast. 

The excellent linearity of the CCD makes it possible 
to estimate the shot noise on the final spectrum obtained: 
such calculations show that in the two-continuum case, 
the expected and the measured signal-to-noise on the fi-
nal spectrum agree to within 1%. In the stellar case this 
was less successful (although even our best dataset has 
at least two serious flaws), but the improvement is still 
marked. 

The data reduction was performed using FIGARO 
(see SUN/86). The development of the algorithm also 
formed an introduction to the delights of Callable FI-
GARO. This proved superior to the "normal" approach 
(running from DCL) in several ways. The saving of CPU 
time is  the background-interpolating stage now 

only uses one hour's CPU per image, instead of two.. . 
However, the major gain is in flexibility. The algorithm 
makes extensive use of the FIGARO  gen-
erated, and it is here that the ability to call the FIGARO 
routines from a high-level language came into its own. An 
example would be the shot noise calculation mentioned 
earlier. Clearly, the more the raw data are manipulated, 
the more the fundamental noise must increase, until at 
low-signal levels the reduction is adding more noise than 
it is taking out. In order to get the best from the image, it 
is useful to determine which channels of the image have 
sufficiently high signal to be included in the reduction. 
(Experiment shows that this is not intuitively obvious.) 
What this amounts to in practice is a ranking of the im-
age channels according to their mean continuum counts. 
Each channel must then be reduced separately, provided 
that the predicted noise after reducing it, is less than the 
current predicted value (i.e. that from the channels pre-
viously reduced). This is a hideous iterative nightmare 
— we would not attempt this at all in DCL — but with 
a little Fortran coding it becomes quite straightforward. 

The final result is an effective fringe-removal and 
flat-fielding procedure which requires a bare minimum of 
interactive input (using FIGARO cursor routines), before 
running in batch. Certainly some of the steam went out 
of our endeavours with the arrival of the new GEC coated 
chip, but Callable FIGARO has gained at least one more 
devotee. The writing of FIGARO command procedures 
in DCL now appears as something of an anachronism — 
reminiscent of the Dark Days before the coming of the 
Starlink Node! 

Graeme Warren, Queen's University, Belfast 
QUVADr.GAW, GAW@UK.AC.QUB.STAR 

FIGARO used under  gives an even bet-
ter performance than callable FIGARO — Ed. 
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Starlink VAXclusters 

Over the last year, Starlink has been moving towards 
the use of VAXclusters rather than just single VAXs. Al-
though everyone appreciates that this gives us more CPU 
power, there is still much uncertainty in the community 
as to why we have chosen this route. This article is in-
tended to demystify clusters. The intended audience is 
those who are using the clusters, but who do not quite 
see what clusters are all about. The article deals only 
with the Ethernet-based clustering used within Starlink. 
A more expensive type of clustering based on different 
hardware is not considered here. 

What exactly is a cluster? When you have a 
single computer, you know where you are, i.e. on your 
own one. You can connect these individual computers 
together using a wide area network (such as JANET) or 
a local area network (such as an Ethernet). The separate 
computers can then exchange information such as files 
and mail — the situation within Starlink until now. 

You can also go to the other extreme of having sev-
eral CPUs coupled together in a single box. In this case 
you log onto your single computer and it decides which 
CPU to run your program on, without your being aware 
of this. It may even be able to run your program on 
several CPUs simultaneously. 

The middle ground is a cluster. In a VAXcluster, 
several computers are physically connected together by 
a high speed link — an Ethernet — and share the same 
operating system, discs and some other peripherals such 
as printers. However, they remain separate as far as CPU 
usage is concerned. It is usual to access the computers in 
a VAXcluster via a terminal server which will allow you 
to log on to any of the computers in the cluster. Since 
the computers in a cluster are separate machines, you 
have to log on to a definite computer, but for many pur-
poses you do not care which computer you are using and 
you can let the system choose which computer to con-
nect you to. Whichever computer you log on to will have 
full access to all of the discs, printers, plotters and batch 
queues. However, there are certain peripherals, including 
image displays and tape drives, which require the use of 
a specific machine. While it is possible that DEC will ar-
range for cluster-wide access to tape drives in the future, 
this is not likely to happen for image displays. There are 
also certain items of software that are only available on 
certain machines due to the high cost of providing all of 
the software on every machine. DEC have recently re-
vised their licensing options and this state of affairs may 
change in the future. 

Why clusters? Now you know about clusters and 
a bit about how to use them, but why has Starlink set 
up clusters rather than done something else? If we want 
more computer power, why not just go and buy a big-
ger VAX and be done with it? Several pages could be 
written comparing the costs and benefits of the various 
alternatives, but the simple answer is cost and flexibil-
ity. Clustering allows Starlink to buy  VAXs of var-
ious types, which offer attractive price/performance ra-
tios, and to easily add new machines to existing systems. 
Starlink's investment in replacements and upgrades must 

be spread over several years and over many sites — the 
incremental growth provided by clustering allows us to 
do this. 

Clusters provide access to a single file system from 
many CPUs, thus avoiding wasteful and error-prone file 
duplication. Finally, clusters share a single version of 
VMS and Starlink software, thus minimising the storage 
requirement and effort needed to keep VMS and Starlink 
software up to date. 

What do clusters N O T do? Clusters are just col-
lections of computers that happen to be rather intimately 
connected together. This means that if the machine that 
you are using fails, you are thrown off — there is no auto-
matic restart on another CPU. Fortunately, this is rarely 
a problem. Clusters do not let you run a single program 
with the load shared over several CPUs; this means that 
the fastest response time is given by the fastest CPU, not 
the total power available. 

The bo t tom line is simply this; clusters provide a 
very economical and flexible way of increasing your total 
computing power, surely what we all want. 

Peter Allan, Starlink, Manchester 
 PMA@UK.AC.MAN.AT.STAR 

ADAM latest 

ADAM version 1.2 was released in October 1987. It 
incorporated a large number of improvements including 
changes to the syntax of command lines and parame-
ter values. These changes relaxed the requirement for 
character-string values to have surrounding quotes and 
provided support for  values. The 
concept of a value search-path for the parameter value 
shown in the prompt string was added, along with various 
other enhancements directed towards supporting features 
required by FIGARO. In addition, an improved logging 
facility was provided. 

The new preferred user-interface,  written by 
Jeremy Bailey at AAO, was released in February 1988. 
An update in March added many new command language 
functions and improved some aspects of operation. An 
updated User Guide is now available, as is an ICL ver-
sion of the menu interface SMS; both will be in the next 
ADAM release. Try typing ICL and then HELP, or even 
reading SUN/35. 

ADAM version 1.3 is in preparation and should be 
released in June. Starlink will be organising the new 
release; previously the work was shared with ROE. 

Work started at ROE in February on the new mes-
sage system; this will be released as part of ADAM ver-
sion 2.0 in November. The new implementation replaces 
calls to  and to the event-flag services by calls 
to MSP. Version 2.0 also includes a total rethink of the 
approach  networking. The networking is planned to 
support only DECNET in the first instance. This, how-
ever, will provide an important facility for remote observ-
ing and for Ethernet communications with MicroPower 
Pascal instrumentation systems. 

Alan Chipperfield, Starlink, RAL 
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The Wonder of BACKUP 

All Starlink users, however infrequently they may 
use their local system, have heard of BACKUP. To many 
of you BACKUP may seem a nuisance since your sys-
tem manager probably throws you off the system once or 
twice a month in order to backup both system and user 
files. In this way your manager provides some protection 
against the possible loss of files through hardware failure 
or accidental deletion. 

Backup schedules vary from site to site, but typically 
a manager may do full disc backups once a month and 
incremental backups at more frequent intervals. During 
incremental backups, generally only files which have been 
modified since the last backup are saved. However, the 
average user should not rely on the infallibility of this 
process, however diligent his or her manager may be, for 
a variety of reasons. Firstly, a lost file may have under-
gone considerable modification since the last backup of 
that file was made by your manager. Secondly, incremen-
tal backups can be incomplete. Files which are open for 
writing during the backup are not normally saved (al-
though an option does exist which allows such files to 
be copied anyway). Finally, files on a scratch disc are 
unlikely to be backed up by your system manager. 

These problems and the consequent loss of crucial 
files can be completely avoided if you BACKUP THEM 
YOURSELF. Get in the habit of backing up heavily mod-
ified files after a hard day (or night!) of work. The ma-
jority of the time this will prove to have been an unnec-
essary exercise. However, the few times it turns out to 
have been worthwhile will certainly make up for the ef-

 expended. When it comes to backing up your work, 
a little paranoia is a good thing. I have seen a user lose 
months of work as he never backed up any of his files. 

The purpose of this article is to try to impress 
upon you the usefulness of BACKUP and not to at-
tempt to explain how to use it. That information can 
easily be obtained from VAX/VMS documentation or 
from your friendly system manager. Some users have 
complained that the sophistication of BACKUP, together 
with its many command qualifiers (most of which are 
only needed by system personnel and not your average 
astronomer), can put off the prospective user from em-
ploying this potentially useful facility. Fortunately, as-
tronomer proof guides are available. In particular, I rec-
ommend the following (all  files): MAVAD::LDOCS-
DIR:MANLUN25,  and RL-
 

If you still don't fancy trying your hand at  
after reading these guides, there do exist user-friendly, 
prompt driven command procedures that will allow a 
simple use of BACKUP without you having to read any 
manuals. Ask your system manager if he or she has one. 

BACKUP has several particularly attractive fea-
tures: 

• BACKUP is fast, robust and reliable. Even if parts 
of a tape are unreadable it can often recover files. 
BACKUP can also verify that the copy it had made 
is perfect (/VERIFY). 

• BACKUP can be used selectively to backup certain 
files either by file specification or by the flexible use 
of wildcard characters. Also,  files can be se-
lectively retrieved from a backup save set containing 
many files. I have often used the /SELECT option 
in order to select particular images from a save set 
containing all the data from a given observing run. 
This can be done with a minimum of effort. 

• Backing up many files into a single save set on disc 
is particularly useful if you want to send many small 
files across the network. Use of COPY and wildcard 
characters is slow and antisocial. 

• BACKUP can preserve the structure of a directory 
tree. 

• BACKUP can save files modified before, after or be-
tween certain dates. It can also be made to save files 
modified since the last backup. This option may be 
used by your system manager if he or she makes 
incremental backups and involves the use of the 
/RECORD command qualifier. Users are strongly 
discouraged from using this option when backing up 
files which reside on a disc which is backed up incre-
mentally by your manager since his or her system 
backups will then be incomplete. 

• BACKUP has an option which allows the protection 
of the data stored by it from access by non-privileged 
users even if they have the tape in their hands. Para-
noid astronomers take note. 

• Finally, BACKUP can produce  file (/JOUR-
NAL) on disc which contains a listing of all the files 
in each save set. This is a particularly useful option 
if you have 20 tapes of data and you cannot remem-
ber which one has that fantastic quasar spectrum on 
it. 

A word of warning at this point. Do NOT use 
BACKUP to save files onto a magnetic tape in order to 
send them to another astronomer unless you are 100% 
certain that he or she has a VAX with which to read the 
tape. BACKUP is VAX/VMS specific and tapes writ-
ten using BACKUP are unlikely to be readable on other 
machines. The safe alternative is to use FITS. 

By now I hope that I have at least started to impress 
upon you that BACKUP is not just for use by system 
personnel and users with too much data to keep on disc. 
This powerful tool can help you protect your hard work 
from accidental loss through folly or mishap. 

In summary, the Golden Rules to ensure file security 
are: (1) If in doubt, back it up, and (2) Login messages 
which read 
  fo r p r even t i v e  
should be read as 
'Engineer  Backup your f i l e s  

Chris Clayton, Starlink, Cambridge 
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Programmers ' Progress... 
Starlink currently has five contract applications pro-

grammers, each associated with one (or two) of the vari-
ous SIGs (see page 8). The following five articles describe 
the highlights of the work of the X-ray,  

 (formerly 2-D), IRAS and database SIG program-
mers respectively. (A new programmer for the Radio 
SIG, Chris Flatters, will start work at Jodrell Bank 
shortly.) 

The design of a new analysis package for 
X-ray astronomy — the job so far 

'Just convert our system to run under ADAM will 
you Richard', I was told on my first day. 'Yes sure', I 
replied, thinking this was some sort of initiation wind-up. 
It wasn't. As well as converting the Leicester programs, 
there was an agreement with Birmingham to produce a 
new analysis package for X-ray astronomy based on the 
ADAM environment. This package was given the name 
ASTERIX88 (it may have to be renamed next January). 
The major work so far has been defining a data format 
for  files within the context of the Starlink 
data structures standard (SGP/38). It has taken a lot 
of consultation and compromise between the people at 
Leicester and Birmingham to get agreement on points 
where both sites have been using opposing conventions 
for a number of years. The joining of ideas from the two 
sites has led to two types of datafile being used; firstly 
the conventional binned  file and secondly 
an 'event  which contains lists of raw uncorrected 
events. The latter are very useful when data attributes 
are needed with high precision, e.g. during a maximum 
entropy point-source search. This duality of the data files 
has complicated the system design and a lot of time has 
been spent on ensuring that this is consistent everywhere. 

The design criteria were: 

1. Instrument independence: a series of instrument 
specific interfaces to the raw data will produce stan-
dard datasets. The analysis software can then oper-
ate on these datasets regardless of which instrument 
produced them. This is important, because the new 
Starlink data standards give, for the first time, gen-
uine portability of data files between different soft-
ware packages. 

2. Monoliths: all the routines will be grouped logically 
into ADAM monoliths, with each monolith having 
its own library. 

The directory structures, help and documentation 
have now been set up and software tools developed. From 
a list of routines existing at Leicester, Birmingham and 
some at Cambridge and MSSL, we will select those which 
are required for the new system. These will then be con-
verted to the design philosophy of ASTERIX88. So far, a 
program to sort raw EXOSAT data from the low-energy 
telescope has been produced along with a routine to bin 
event datasets into time series. 

Richard Saxton, Starlink, Leicester 
LTVADr.RDS, RDS@UK.AC.LT.STAR 

IUEDR developments 

Version 1.4 of IUEDR was finally released in January 
of this year. This release included several bug fixes and 
a complete updating of the low-resolution absolute-flux 
calibration data. Work on Version 2.0 of IUEDR is now 
well under way, with the line graphics already converted 
to the GKS 7.2 standard. The conversion of the image-
display and manipulation routines to enable the use of the 
Digisolve Ikon image-display system is now under way. 
There follows a summary of the updates and new features 
likely to be present in the IUEDR 2.0 release (the actual 
content of this version may change slightly because of 
the necessity to make this release available as soon as 
possible): 

• Upgrade of line graphics to  7.2. 
• Upgrade of image display to GKS 7.2   (Image 

Display Interface). 
• Update of dispersion constants. 
• Automated  recognition using data file header. 
• Shortest unambiguous command name for command 

line interpreter. 
• Some command name changes. 
• Initial phase of conversion of the source code from 

ATFOR to FORTRAN 77. 

At the last IUESIG meeting, held at University Col-
lege London in March 1988, a provisional list of priorities 
for the future development of IUEDR after the release of 
Version 2.0 was discussed. This list can be divided into 
two main phases which are summarised as follows: 

Phase 1 ( I U E D R 2.1 release) 
• Final phase of conversion of the source code to FOR-

TRAN 77. 
• Reorganisation of IUEDR documentation. 

• Overhaul of IUEDR Help system. 
• Starlink Data Structure / FIGARO output files. 
• Enhancements to image display and manipulation. 
• Overhaul of SH (Show) command. 

Phase 2 ( I U E D R 3.0 release) 
• Conversion of IUEDR to FIGARO / ADAM envi-

ronment. 

Although possible  were discussed at the 
meeting for the future development of IUEDR, these de-
pend heavily upon manpower and are bound to be unre-
alistic at this stage. However, the integration of IUEDR 
into the Starlink Software Environment (ADAM) was 
seen as essential for the program's long-term develop-
ment. 

Paul Rees, Starlink, UCL 
ZUVAD::PCTR, PCTR@UK.AC.  
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The Aardvark 

This is a preliminary report on the photometry pack-
age I have written for the ADAM environment. The 
package performs aperture photometry only; the task 
of stellar photometry by profile fitting has been left for 
the time being, as the choice of fitting function can be 
a matter of taste (to help fill this gap I hope to make 
DAOPHOT available to Starlink users). 

As a first step I tested the existing ASPIC packages 
against an artificial frame made up from a random dis-
tribution of stars, with known magnitudes. This frame 
became known as Orycteropus because it contained the 
new constellation of 'The Aardvark'. The new constella-
tion is shown in the figure. I agree that to some people 
it may look like a demented kangaroo, but Starlink does 
not offer much in the way of CAD packages. 

The new package will be available shortly; the user 
interface is still being adjusted to make it useful for both a 
'quick look' at the data and for a more careful approach. 
It is intended that the package should retain all of the 
best features of the ASPIC routines. The first consider-
ation had to be to allow for elliptical apertures, which 
are at present only offered by APERASP. The next con-
sideration was to make the interface as efficient as possi-
ble so that the user did not have to continually skip be-
tween trackerball and keyboard for every measurement, 
like some packages I could mention. The package al-
lows the user to make measurements interactively, from 
a graphics device, or  by supplying a 
file of positions. Estimation of the sky level can be made 
interactively from the graphics device, or automatically 
from a concentric sky aperture. Modal filtering in the 
sky aperture is used to reduce the possible influence from 
contaminating stars. 
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The graph above shows the results of the measure-
ment of the Orycteropus frame using the new package. 
The 'true' magnitude is plotted against the measured 
magnitude; a zero-point offset has been added to the 
measured magnitude. Most points lie on a line with 
unit gradient. Those points below the line are affected 
by source crowding in the object aperture; contamina-
tion from other sources has added to the brightness in 
the measured beam. The package has also been tested 
against real data. Janet Sinclair at RGO has kindly 
used the package to repeat measurements she had al-
ready made to compare with the performance of the AS-
PIC routines. The results from the new package compare 
favourably with those from the best ASPIC packages. 

Nick Eaton, Starlink, Durham 
DUVADr.NE, NE@UK.AC.DUR.STAR 
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New  CRDD software 

Until recently the software available for producing 
images from the IRAS Calibrated Raw Detector Data 
(CRDD) has consisted of a set of programs written by 
the IRAS Post Mission Analysis Facility (IPMAF) at 
RAL. These programs extract the data from tape and 
produce two-dimensional images of extended regions in 
the form of Bulk Data Files. These can then be directly 
handled by most ASPIC programs for further analysis. 
While this is usually fine, problems can arise with some 
fields due to the IPMAF software having certain features 
built into it which are not always appropriate. Partic-
ularly, the methods of background subtraction and the 
production of mosaics of adjacent scans are not ideally 
suited for all fields. This inflexibility was done in order to 
make the production of CRDD images more straightfor-
ward for people who may not be over familiar with 'lower 
level' image processing on Starlink, or the idiosyncracies 
of the IRAS data. However, for the more adventurous, 
it was felt that more versatility would be advantageous, 
allowing users to do things like fitting non-linear back-
grounds and doing scan-to-scan normalisation prior to 
forming a mosaic of the scans. 

Using normal ASPIC routines to achieve this versa-
tility is fraught with problems, mainly due to way most 
ASPIC programs ignore image descriptors and blank pix-
els. Obviously, the ideal solution would be to go for 
a complete conversion to ADAM and use KAPPA to 
achieve the versatility. This is still seen as the long term 
solution, but at the moment KAPPA is still in its in-
fancy in terms of the range of applications available and 
its graphics capabilities. So a short-term solution was 
required. 

The solution was to extend EDRS (SUN/24) to en-
able an IRAS user to make the most of the package. The 
EDRS package is a group of general-purpose 2D image-
processing programs, implemented as a DSCL package 
(see SUN/23 section 6) and running under the INTERIM 
environment. The use of EDRS has several advantages 
over other ASPIC programs for IRAS images: 

1. Any descriptors stored with an image which are un-
known to EDRS are copied to a new BDF. 

2. Descriptors BSCALE and BZERO are recognised 
and used, resulting in correct data values being dis-
played, unlike ASPIC programs like STATS which 
produces values which must be scaled before use. 

3. Blank (or bad) pixels are recognised and excluded 
from calculations. 

4. EDRS images are in standard Starlink Bulk Data 
File (BDF) format, but pixel values are stored as 
16-bit signed integers rather than 32-bit reals. This 
results in EDRS images occupying half the disc space 
of other equivalent ASPIC images. The restriction 
on dynamic range implied by the use of 16-bit inte-
ger values is not a problem when dealing with IRAS 
images since the raw data from the IRAS detectors 
was itself sampled as 16-bit integer values. 

5. The EDRS user interface is significantly more friend-
ly than the majority of ASPIC programs. The HELP 
is more informative and is available during program 
execution for help on the meaning of parameters and 
errors. The parameter system is robust. 

However, the major problems with EDRS are that it is 
quite ARGS oriented and it uses GKS 6.2 for its graphics. 
The conversion of EDRS to use GKS 7.2 and support 
image handling on Ikons is high on my list of jobs to do. 

These programs are shortly to be released (see 
SUN/40 for details) and will probably go by the name of 
EDRSX (EDRS extension). It has extensive on-line help 
including a 'Cook-Book' of popular EDRS recipes. The 
EDRSX package provides means of converting images 
into EDRS format and back to standard IRAS format. 
It also provides additional programs, some of which ac-
cess the extra descriptors held with IRAS images. These 
descriptors make  S information available to programs, 
and improve the alignment and display of IRAS images. 
Other new applications include inspection and alteration 
of individual pixels within an image, image statistics, 
Fourier transform, and mosaic generation. 

EDRSX has been successfully tested at Manchester, 
and at Lancashire Polytechnic. For example, Dave 
Hughes and Phil Appleton were able to use the versa-
tile sky-subtraction facilities of EDRS to find an 
red counterpart to the plume extending out of the Leo 
triplet of galaxies. 

Other software — as well as the EDRS extension 
package, work has been continuing in the field of handling 
the IRAS CRDD before it is converted into a 2D image 
format. Two programs have been written: 

C R D D T R A C E This plots (via GKS 7.2) vertically dis-
placed traces of calibrated raw detector data from 
a standard CRDD file. Information on the use of 
CRDDTRACE and what all the parameters and er-
ror messages mean is contained in an on-line help 
library which can be accessed while the program is 
running. 

S I M C R D D This generates simulated CRDD by scan-
ning a user-supplied sky image with a model of the 
IRAS focal-plane system that is based on estimates 
of the detector PSFs. PSFs that were derived by 

 from pointed observations are available, but 
the user can supply his/her own PSFs if he/she so 
wishes. The CRDD file produced by SIMCRDD 
can be displayed using CRDDTRACE and can also 
be put through  to produce an im-
age which can be displayed on the ARGS or Ikon. 
However, such an image will have no meaningful 

 6 information available since SIMCRDD does not 
produce boresight descriptors at the moment. SIM-
CRDD allows the testing of any deconvolution tech-
nique such as a Maximum Entropy deconvolution 
algorithm as introduced by Jim Emerson at QMC. 

Dave Berry, Starlink, Manchester 
MAVADr.DSB, DSB@UK.AC.MAN.AT.STAR 
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SCAR news Starlink programming standard 

Some background information on the use of database 
software was given by Dennis Kelly, the chairman of the 
Database SIG, in the last Starlink Bulletin. The Starlink 
database package is SCAR and is described in SUN/70. 
My position as database applications programmer in-
volves writing new programs which access the catalogues 
via the existing ADC subroutine interface. The IPMAF 
group at RAL support the  SCAR programs. 
The release of new SCAR routines, written at Edinburgh 
by myself and Clive Davenhall, is imminent. 

Although a lot of my time is spent helping users of 
SCAR, I have written over 50 new routines which make 
up three applications as follow: 
SELECT is the basic search database function which 

sequentially searches through a catalogue and can 
produce a catalogue of rejected objects. 

LIST — this command lists specified columns from a 
catalogue. Output may be directed to either the 
screen or a formatted file. 

IMAGEPLOT produces a map or overlay plot of cat-
alogued objects. It was designed with image data 
such as COSMOS data in mind, but is sufficiently 
flexible for other sorts of data. The objects are rep-
resented either as dots or by a symbol which gives 
information on the object, usually image size and 
orientation. It is possible to label points and su-
perimpose plots. The program uses NCAR (with a 
little bit of SGS and GKS), and can be used with 
any device that supports GKS7.2. An example of 
the output is shown in the figure below. 
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Dennis Kelly has implemented a version of SCAR/-
ADC which uses the ADAM environment and has built 
an ADAM monolith containing the standard SCAR ap-
plications. I have written the interface file which greatly 
improves the behaviour of the parameter prompts making 
SCAR a lot easier to use. The ADAM version of SCAR 
will be released after the release of the local applications. 

Sandy Leggett, Starlink, University of Edinburgh 
 SKL@UK.AC.ROE.STAR 

Jon Godwin's article on programming standards in 
the previous issue of the Starlink Bulletin has confused 
some readers, who were fairly sure it was a spoof but 
nonetheless saw what appeared to be small outcrops of 
good advice dotted here and there. Some clarification is 
in order. 

The main reasons this article was accepted were (i) it 
was witty and amusing, (ii) it was the closest approach 
to standard English ever recorded from this author, and 
(iii) it shows what we are up against in trying to per-
suade established practitioners to adopt the Starlink pro-
gramming style. Users who wish to comply with the 
Project's recommendations rather than those presented 
by the Sage of Spiresville are directed instead to the Real 
Thing, viz. SGP/16. Not that all Jon's advice is regarded 
with misgivings by the Project — just most of it. 

The objectives of the Starlink standard are these: 
• maximise readability and comprehensibility 
 encourage uniformity 

• simplify maintenance 
• eliminate ego 
• assist portability 
• promote reliability and fault tolerance 

As SGP/16 points out, programming standards are apt 
to be treated with contempt by many user-program-
mers, especially those whose experience is confined to 
the VAXs and who have never had to support anyone 
else's programs; even experienced professional program-
mers can be reluctant to accept advice, believing that 
their own style is already the optimum. Because of this, 
SGP/16 has been made deliberately liberal, with advice 
and guidelines rather than strict rules wherever personal 
taste can be allowed. Moreover, a lot of effort has gone 
into making the document easily digestible. The various 
rules appear as headlines so they can be seen at a glance; 
only where the reader sees something he/she disagrees 
with or is especially interested in need he/she read the 
fine print. 

Something heard frequently by the Project is  
sorry this program doesn't conform to the standard but it 
would have taken ages to bring it up to scratch and you'd 
rather have the program sooner wouldn't you". This can 
be loosely translated as  much too busy and impor-
tant to read the programming standard, which must be 
incredibly boring, and I don't believe it matters anyway". 
In fact it doesn't take significantly longer to write a good 
program in SGP/16 style than in any other style, and in 
the long run large amounts of time and trouble may be 
saved. 

A relatively painless way to move towards the stan-
dard is to take an existing program and revise it. Just 
take each point from SGP/16 in turn and edit the 
gram as practicable. This is probably easier than trying 
to digest the whole of SGP/16 at one sitting prior to 
implementing some new piece of software. 
Patrick Wallace, Starlink, RAL 

 PTW@UK.AC.RL.STAR 
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IRAS ¡mages destriped 

 

 

The Fourier technique of removing stripe artifacts in IRAS images has been used on four extended low-surface-brightness, high-galactic-
latitude images. The IRAS images were generated from the calibrated raw detector data using Starlink software developed by IPMAF. The 
AIPS package was used at Jodrell Bank in processing the images and the result was a substantial removal of the stripes. The procedure was 
to smooth the image and then subtract the result from the original image. This gives a filtered image containing the stripes and the point 
sources. These are removed by clipping the filtered image at a level just above the stripes. The clipped image is then Fourier transformed 
and subtracted from the Fourier transform of the original image. The inverse Fourier transform of the result is an image free of stripes. A 
full explanation of this method is given in Van  Astron. J. 94, 1092, 1987. The figures above show greyscale plots of the original and 
destriped images of the extended emission at  in an infrared cirrus cloud. The algorithm was repeated four times, using beam sizes of 
12, 18, 15 and 10  square for the smoothing. 

Abdul Malawi, Jodrell     

 

 

 

 

Starlink 
B U 
Rutherford Appletim Laboratory 


