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Dear editor, 

I would like to take this chance 
to thank Starlink for upgrading our 
system by replacing our tired old 
VAX 11/780 with a speedy new 

 VAX 3500. The increase in 
CPU power has made a consider-
able difference to my personal re-
search. 

I would now like to request that 
you upgrade our tired old Starlink 
Site Manager to the latest model to 
keep him in line with the improve-
ments in hardware. The accompa-
nying illustration shows the sort of 
thing that we have in mind. 
Anonymous from Cambridge 
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Editorial 

Around the Starlink network four of the original 
nodes have recently had old VAX 780s replaced by Mi-
croVAX 3500s. The use of these new machines in Local 
Area Vax Clusters and with multi-ported discs has proved 
to be very successful, with users experiencing a many-fold 
increase in CPU-power. (Although as illustrated on the 
front cover, not everyone is satisfied!) 

Of course, VAXs are not the end of the story, and 
over the next few years the Project will be supplement-
ing the  systems with other types of processing 
hardware. Several promising approaches are being pur-
sued by the newly formed Hardware Advisory Group, and 
Starlink will soon be funding contracts at Universities to 
carry out evaluations. 

The third ADAM workshop is due to take place 
during 3rd-7th July. After meetings in Australia and 
Hawaii, on this occasion the venue for the workshop 
is RAL Cosener's House, Abingdon. An extra edge to 
the proceedings is given by the impending creation of 
the ADAM Support Group at RAL. On the wider soft-
ware front, the appointment of Rodney Warren-Smith as 
Starlink's Head of Applications has filled the gap in 
ordinating programming effort. 

Such has been the enthusiasm of contributors to the 
current edition that this Bulletin extends to 28 pages. 
Thanks are extended to all the authors, and readers are 
reminded that each is welcome to contribute. Please send 
any articles or letters for next  Starlink Bul-
letin by  November via electronic mail to the address 
below. 

This Bulletin comprises a collection of articles from 
many different sources. Hence the views expressed do not 
necessarily reflect those of Starlink management. 

Jo Murray, Starlink, RAL 
  

The future of Starlink — the view from afar 

If one writes about the future by making a list of 
predictions, then one is bound to be wrong more times 
than right. This is not a very pleasant prospect, and 
therefore it is not my intent to make such a list. Rather, 
I will try to point out a few paths where the future and 
Starlink can flow. The actual path taken will depend on 
many factors, most of which cannot be controlled. 

Unix 
No discussion concerning the future of computing can be 
complete without mentioning the name Unix. Now that 
I have done so, I am tempted to proceed on to a more 
serious topic. However, given the tremendous amount of 
hot air being generated about Unix, I feel it is necessary 
to add some of my own words. 

There are a lot of incorrect statements being made 
about Unix. Even people whom I respect have told me 
that adopting Unix would increase software portability. 
This is absurd. If you want to write portable code, you 

write it in the internationally accepted FORTRAN 77 
standard and you avoid making assumptions about the 
operating system. Such a program will run on Crays, 
PRIME computers, VAXs, IBM PCs, and, yes, Unix 
systems (PGPLOT runs on all the systems that I've 
listed). Problems occur when you try to access system 
functions, as the FORTRAN 77 standard does not cover 
this area. As a result, different systems, and in particu-
lar different versions of Unix, implement these functions 
in different ways. 

It is obvious that a VMS command file to compile 
and link a program will not run under Unix. What 
you may not realize is that a Unix shell script (that's 
Unix lingo for a command file) to compile and link a 
program under one version of Unix often will not work 
under other versions. This is because the command to 
invoke the FORTRAN compiler can be different. All 
these problems with FORTRAN are due to the fact that 
programming languages are not part of Unix. 

What about the commands that you type? Are 
these standard? Well, not quite. These commands form 
part of what is called a 'shell'. Users are often encour-
aged to use the  interactively, but to write simple 
shell scripts using the Bourne-shell. There are several 
commands that are similar in these two shells, but im-
plemented with different and incompatible syntax. 

Given that FORTRAN is not part of Unix and that 
Unix does not provide users with a single standard set 
of commands, we come to the basic question,  is 
Unix?". This is a very difficult question and one which 
IBM and AT&T are fighting about. Unix supporters 
see this battle as a good thing, as they see Unix being 
reduced to 'only' two versions. To give some idea of 
the scale of this battle, the combined worth of these two 
companies exceeds NASA's annual budget by an order 
of magnitude. If they wanted to, these companies could 
fund Starlink from petty cash. 

To summarize, there is no reason to drop VMS and 
switch to Unix on some mistaken notion of adopting a 
standard. Does this mean that Starlink can ignore Unix? 
No. Operating systems will evolve with time, and there-
fore writing code that will run under both VMS and 
Unix now means that the code will be easier to port 
in the future. I believe that both VMS and Unix are 
outdated and will be replaced with a system that has 
a high-level graphical interface. Alas, I can hear some 
groans. This is due to the fact that in the past a 'user 
friendly' interface would often get in the way of people 
trying to solve some real world problems. Let me point 
out that there is no reason why a high-level interface 
should exclude access to lower levels. In other words, the 
problem was not the 'user friendly' interface but rather 
the fact that only high-level commands were provided. 
The operating system of the future should have a lay-
ered approach with the top layer being graphical and 
easy to use, but with lower layers that provide similar 
functionality to Unix/VMS systems available today. To 
give a few examples of a layered approach, consider the 
directory structure on the VAX, VMS help, Starlink's 
Hierarchical Data System (HDS), and network software. 
In all these examples, the user first sees things from a 
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top layer and then works down as deep as necessary to 
solve the problem. 

Currently the Open Software Foundation (OSF) is 
charged with the task of creating a vendor independent 
system. The OSF works by defining software standards 
that any computer manufacturer can adopt. For exam-
ple, GKS and X windows were selected as standards at 
the starting line. X windows, developed by MIT, pro-
vide a network-based graphical user interface which is 
widely expected to become a de facto standard. For 
packages for which there is no existing standard, each 
manufacturer submits a package and the OSF selects 
the best. The OSF will also publish style guides as part 
of a standard so different applications can have a similar 
'look and feel'. Once the package has been selected, the 
manufacturer must be prepared to supply the package 
to other manufacturers for use on their computers. 

The first OSF release will be Motif, which is a high-
level windowing system. Motif will use DEC's toolkit 
and the X windows interface, both of which will be sup-
plied with VMS 5.1. Given the strong support for X win-
dows, plus the fact that it will be free, means that Star-
link would be foolish to ignore it. 

Program languages 
Much of Starlink code is written in FORTRAN 77 and 
I find this to be acceptable for the future. I do feel that 
more pressure should be applied to programmers to use 
standard FORTRAN, as opposed to VMS FORTRAN. 
To give one example, the VMS FORTRAN END DO 
statement is very nice in that it removes the need for a 
statement label. However, if you port the code to just 
one system that does not support END DO, you com-
pletely lose any advantage gained from using END DO 
in the first place. Of course, there are things that can-
not be done in standard FORTRAN, thus for these, a 
few system dependent routines will be required. Isolat-
ing the system dependent code to a few routines greatly 
increases the portability of the entire package. 

Concerning new languages, some scientists are be-
ing attracted to C. This is partly because C is full of 
tricks and such tricks appeal to technical minds. Since 
it is well known that faster hardware is cheaper than 
tricky software, I'd advise that Starlink avoid putting 
any large effort into writing C programs. 

For the future, I see Ada becoming more impor-
tant. Ada includes all the advanced data structures from 
C (and/or the VMS extensions to FORTRAN). There-
fore, fledgling C programmers (or people unwilling to 
give up VMS FORTRAN extensions) should be steered 
to Ada. Ada solves many of the problems that arise with 
porting FORTRAN code. To give just one example, in 
Ada you specify floating point numbers by the minimum 
number of decimal digits that you feel are needed to do 
the calculation. This solves the FORTRAN problem of 
double and single precision numbers being machine de-
pendent. In addition, Ada does not allow a compiler to 
contain any extensions. This feature can only be fully 
appreciated as you try to remove VMS extensions from 
your FORTRAN program to get it to run on a new sys-
tem. Since Ada is fairly new and the compilers are still 

rather expensive, Starlink should consider providing an 
Ada compiler on STADAT that users can try out. As 
the price drops, or the need arises, other nodes can be 
provided with Ada compilers. 

 s 
I must confess that I have never completely seen the 
need for an astronomical programming environment. To 
me the need for an environment seems to get mixed up 
with the need for certain standards and conventions. 
However, given that four environments (ADAM, MI-
DAS, IRAF, and AIPS) exist in the astronomical com-
munity alone, some discussion is in order. It is un-
likely that the user community will (willingly) support 
all four and therefore some shakedown will eventually 
occur. Therefore, Starlink should consider the unique 
features of ADAM and work to preserve those. In my 
opinion, ADAM has benefited from Starlink's previous 
attempts to develop an environment and therefore can 
compete with the other environments, but, to do so, it 
will be important for Starlink to keep several factors in 
mind. First, the ADAM kernel should be kept small 
and fast. This will encourage people to use ADAM on 
their own systems and not just to extract data. Second, 
ADAM should be kept as portable as possible. Third, 
ADAM should be maintained as independent packages 
as much as possible; things like the file handling, com-
mand parser, and graphics packages should not depend 
critically upon each other. Fourth, careful attention 
should be paid to other environments to avoid potential 
conflicts. To give an extreme example, consider what 
would happen if the IRAF command to display a file 
happened to be the same as the ADAM command to 
delete a file. Such conflicts are often not as obvious, but 
can be quite annoying. Finally, an attempt should be 
made to provide easy ways to share data between envi-
ronments. Writing everything to a FITS tape and then 
reading it back is not always ideal. 

IRAF is implemented around the SPP programming 
language. This language will never be used outside the 
astronomical community and, for that reason alone, I 
believe it should be killed. However, SPP exists to force 
programmers to write standard code, i.e. to prevent peo-
ple from using language extensions. (See what I mean 
about the need for an environment getting mixed up 
with the need for standards.) Thus SPP duplicates what 
is available in Ada. Since Ada has built into it the ability 
to run independent sub-tasks which, of course, is needed 
by all environments, it is better suited for the environ-
ment source code than FORTRAN. The Ada standard 
defines a method by which an Ada program can call rou-
tines written in another language (FORTRAN). In my 
opinion, writing the environment in Ada, and the appli-
cations in standard FORTRAN, will combine the speed 
of FORTRAN with the portability of Ada. 

Figaro 
The current implementation of Figaro strikes me as a 
very good example of independent applications that hap-
pen to work well together. The ability to use either a 
command file or FORTRAN code using the same set of 
core routines, provides the user with the ability to select 



the best method for a given application. It is clear that 
Starlink will need to support Figaro and similar appli-
cations in the future as these form the bread and butter 
of astronomical data processing. My only concern with 
callable Figaro is the number of sharable libraries that 
must exist on a system before you can link an appli-
cation. In other words, the existing structure requires 
that an application be linked with several libraries even 
if these libraries are not directly needed by the applica-
tion. These interdependencies need to be minimized in 
order to make it as easy as possible for people to install 
the software on  machines. The easier it is 
to install, the more people are likely to adopt it. 

H D S 
Growing software complexity is a major problem, and in 
fact many of my comments and suggestions so far have 
dealt with ways to avoid adding unnecessary complexity. 
Of course, software complexity will continue to increase 
due both to increasing data complexity and user expec-
tations. One method of dealing with complexity is to 
try to create (quasi-)independent packages and organize 
these into a hierarchy. This is what HDS provides for 
data. Back when I was a regular Starlink user, I felt 
that HDS was a good idea that was badly implemented. 
Firstly, HDS was very VMS dependent and secondly, 
two Starlink sites could both use HDS to store data on 
disk, and yet be completely unable to share data. Star-
link has worked on both problems by making HDS more 
portable and also creating some HDS standards. There-
fore, HDS has the potential of becoming very important 
in the future; thus I would encourage Starlink to con-
tinue to increase HDS portability and to continue to give 
considerations to HDS standards. 

Networks 

Currently there are two major network protocols in com-
mon use, DECnet and T C P / I P (used by Unix systems). 
The International Standards Organization (ISO) is de-
veloping a network standard to which both DECnet and 
T C P / I P users can migrate. This new standard is called 
the Open System Interconnect  It is likely that 
this migration will cause a few problems but the poten-
tial payoff from having a single network standard will 
be worth the effort. It is planned to migrate SPAN to 
these standards (which in DECland is called DECnet 
Phase  when they become available. Starlink, of 
course, should make similar plans. 

The uniform adoption of the OSI and OSF stan-
dards will greatly simplify the sharing of software be-
tween different systems. I believe that most program-
mers enjoy having other people use their code and hav-
ing a wide user base provides a way of motivating these 
programmers. Therefore, it is important that Starlink 
be willing to develop machine-independent code for as 
wide a distribution as possible. Since it is unlikely that 
anyone will want all Starlink code, it is important that 
Starlink packages be kept as independent as possible. 

 Tennant, NASA Marshall Space Flight Center 
STADAT::SSL::TENNANT 

Sharp practices? 
If your idea of a 'seeing improvement' is giving the 

Ikon screen a quick wipe with a hanky, then read on . . . 
What should come to mind on hearing that phrase 

are notions of adaptive optics, floppy mirrors and per-
haps even clever arrays of 8m telescopes — unfortunately 
all destined to come on-line sometime well into the next 
century (and, possibly, long after it 's all been done by 
the HST). 

Notwithstanding that, there are some people around 
who are attempting to do some high-resolution astron-
omy right now (speckle people excepted, of course, 
who've been at it for years). As you might expect we've 
not exactly gone for the glamorous approach, but in-
stead use much simpler configurations, which still pro-
vide large improvements over anything that has gone 
before. 

So what's the idea? Well, as you all know, the 
degradation of (optical) astronomical images occurs be-
cause the light rays, on passing through the turbulent 
atmosphere, 'wobble' (or technically 'lose phase infor-
mation') on time scales of a few tens of milliseconds. 

The degree of wobbling is known as the 'seeing' 
(generally described in terms of the FWHM of a long ex-
posure point image) and varies from night to night and 
site to site. Now the actual statistics of all this get a lit-
tle more complicated, but in the end it all comes down 
to a number called  This represents the diameter of 
an aperture which would have an Airy disk the same size 
as the apparent seeing disk. Generally speaking, at good 
sites, such as La Palma,  will be in the range 5cm to 
20cm. Thus we see, somewhat to our embarrassment, 
that we often get the same resolution from our 10 X 50 s 
as from our 4m telescope (and the binoculars win hands 
down on portability!). 

So why bother? Well, signal to noise still counts 
for something, and the conditions are sometimes good 
enough to give much better seeing. However it would 
certainly be nice to improve this state of affairs and push 
the resolving power of our large telescopes nearer to their 
theoretical limits. To this end, the powers that be de-
creed that the WHT be fitted with a GHRIL at one of 
the Nasmyth foci. This, to the disappointment of some, 
turned out not to be a device to render their night-snack 
sandwiches edible, but, instead, stood for Ground Based 
High Resolution Imaging Laboratory. Its purpose was to 
enable a variety of experiments in high-resolution imag-
ing to be conducted. 

The basic idea of all the groups involved in this sort 
of image sharpening is simply to follow the image mo-
tion in some way, and remove it. Now there are several 
proposals, which are being investigated on the GHRIL, 
as to how this might best be done. For example, the 
MARTINI group, also resident in Durham, are working 
on an instrument to remove image motion by means of 
rapidly vibrating mirrors. Our own work has been in 
collaboration with Mike Redfern's Galway group. They 
have built a camera around the GHRIL  detector. 

You can imagine the IPD as a glorified cine-camera, 
which can take digital images at rates of around 1000  



 

 

Figure 1:  figure shows 
before and after pictures of the 
triple star system ADS6650 ob-
served with the 0.5m Swedish 
Solar Telescope on La Palma. 
The isolated star (top left) was 
used as the sharpening reference 
and, although some of the orig-
inal blurring is due to instru-
mental motion, a genuine im-
provement of atmospheric see-
ing from  0.7" to  0.35" is 
achieved. The close pair (sepa-
ration  0.6") is resolved, and 
the instrumental blurring dra-
matically reduced. 

The data are gathered by a transputer system. Ulti-
mately they hope to use an array of transputers to ex-
ecute the sharpening in real-time; however, at present, 
everything is simply logged to tape for future analysis. 
(The more astute will realise that these techniques have 
the added benefit of taking out any other sources of im-
age motion, such as tracking glitches, sneezing in the 
GHRIL room etc.) 

Now these systems aren't without their limitations. 
First and foremost is that the short exposure images 
must contain sufficient counts to calculate an offset ad-
equately. If the object itself is intrinsically faint this 
necessitates there be a bright star (say   nearby 
in the field of view to act as a guide star. In addition, the 
entrance  over which the technique can be suc-
cessfully applied is only   limiting us, at present, to 
using only a small proportion of the total collected light. 
In practice, using this setup, one can easily end up with 
several tens of megabytes of data from an hour's run, to 
bring back to crunch on the VAX. Since this is all boiled 
down to a single 250 x 250 pixel image the phrase 'data 
reduction' takes on a whole new degree of aptness. 

One can become quite sophisticated with reduction 
algorithms (at the cost of CPU time) in order to make 
optimum use of the information. In particular, cross-
correlating to get the centroid offsets and digitally fil-
tering the resultant signal should take out anything that 
moves, so to speak. In addition, one can select the in-
stances of particularly good seeing for inclusion in a fi-
nal ultra-sharp image. However, it must be said that 
the first-order process of simply measuring the centroid 
of the bright star and stacking these all on top of each 
other seems to do pretty well. 

By now you're probably wondering just exactly 

what is worth all this hassle to observe? Well image 
sharpening really comes into its own when studying 
densely crowded, very small or extended knotty objects. 
So, since our (Tom Shanks and myself) own interest is 
in the distance scale, our main aim has been to observe 
Virgo Cluster galaxies in an attempt to clearly resolve 
them into stars. This would provide several new handles 
on the distance to that cluster, ranging from photome-
try of the brightest stars and using their standard candle 
properties, to the possibility of getting deep enough to 
register cepheids. 

So far we have only managed to acquire two hours 
of data for this project, and this could not be sufficiently 
sharpened to reach the desired limits. However we take 
heart from the fact that several groups, making con-
trolled observations of multiple star systems, have now 
achieved sub 1/3 images, when the intrinsic seeing was 

 0.8". (For example see the figure above.) This is just 
the level of improvement which we calculate is required 
to make the project feasible. 

We are hoping (PATT permitting) to continue this 
research next semester and thus obtain the first 
logically interesting high-resolution optical images be-
fore the HST. If this sounds a somewhat negative atti-
tude, we should remember that techniques such as these, 
whilst only giving relatively modest improvements, could 
ultimately provide much more 'astronomy for the  
than their space-based alternatives. 

Nial Tanvir, Durham 
DUVADr.NRT, NRT@UK.ACDUR.STAR 

(In collaboration with Tom Shanks, Mike Redfern, Nick 
Devaney and Peter  
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I've got this FITS tape... 

In the first Starlink Bulletin Peter Allan described 
the problems that user-support staff face when asked to 
decipher a user's tape that was written in some strange, 
unknown format from a distant institution. He wrote 
that a certain class of tape posed less of a problem — 
the FITS tape. Even then, alleged FITS tapes proved 
not to be so, because the source's FITS writer did not 
adhere to the standard. 

What is this FITS? Why should it make Peter's 
life easier? The Flexible Image Transport System is a 
mechanism for the interchange of data on tape between 
astronomers using different makes of computer around 
the world, introduced over a decade ago by Don Wells, 
Eric Greisen  Ron Harten. Whilst it was expected that 
not every institution would be able to read every FITS 
tape, because of the flexibility of the design, the empha-
sis was upon readability for both humans and comput-
ers. For several years your average reader application 
(like FITSIN in ASPIC) could serenely interpret almost 
all FITS tapes. Those days are gone. 

Originally, a FITS file comprised a number of 80-
character ASCII records of descriptor information fol-
lowed by an  regularly spaced integer data 
array in binary, all in 2880-byte records. An extension 
for groups of related data arrays was added in  This 
did not prove to be much of an obstacle to the common-
or-garden FITSIN as groups-format tapes tended to be 
circulated only amongst radio astronomers. Recently, 
there have been murmurs in the community about the 
limitations of FITS to transmit new types of data struc-
ture, and the inefficiency of the small block size with 

 bpi drives, which culminated last year in the ap-
pearance of two papers describing enhancements to the 
standard. The first described the rules and keywords 
for creating your very own FITS extension, and how to 
block FITS records. The second introduced the tables 
extension for communicating catalogues. Now you can 
see where this could lead. There could be a variety of ex-
tensions mushrooming with  going out 
of the window. If the extension designers create ornate 
and complex data structures, the principal goal of FITS 
will be undermined. Poor Peter et  could be coding 
more and more FITS readers, each designed to cope with 
one or more extensions. 

Fortunately, there are American and European FITS 
committees who will try to curb the excesses of the de-
signers of extensions for their own good. New extensions 
have to be registered to avoid keyword-name clashes and 
duplication, and to check that they follow the rules. Ex-
tensions are intended for storing new types of data struc-
ture and so they should be few in number. They are, 
and will be, upwardly compatible, and so your FITS 
tape should never become obsolete. So it 's not as bad 
as you first thought. However, if this new freedom is to 
work, the implementors of FITS writers must exercise re-
straint. They should consider the recipient. There is no 
point in writing the tape if it can't be read unambigu-
ously at its destination! So implementors should keep 
their formats simple, and use basic FITS or standard ex-

tensions whenever possible. The FITS committees also 
discuss further proposals, such as floating-point data ar-
rays, and promulgate changes to FITS. I am the Starlink 
representative on the European FITS committee. You 
(UK astronomers) should contact me if you wish to com-
ment on future proposals. Also if you have received an 
alleged FITS tape, which turned out not to follow the 
standard, please mail me, so that the committees can 
'lean' on the author or supplying institution to correct 
their code. This way we can minimise the number of 
rogue tapes. My experience is that authors break the 
rules in error rather than as intentional floutings of the 
standard, and so they are happy to debug their software. 
In the UK, FITS fell unfairly into disrepute during its 
early years because there was FITS and FITS. 

How is Starlink software going to cope with the 
above developments of FITS? How is it going to incor-
porate FITS into the new standard data structure, the 
NDF (SGP/38)? The FITSIN in KAPPA already copes 
with blocked and groups-format tapes to create single or 
multiple NDFs. Our plan is to minimise the amount of 
code and its maintenance. One of the most popular pas-
times amongst programmers, it seems, is making FITS 
readers and writers. Every package must have its own — 
very wasteful of limited programmer time. What we pro-
pose to do instead, is to provide a small standard set of 
readers and writers. The readers will know about FITS 
extensions, and will be able to create a variety of NDFs. 
For example, from a groups-format tape a reader could 
generate multiple NDFs in separate files or lump them 
together in a single file. The FITS header information 
is stored verbatim as an array of 80-character records 
within the MORE structure of the NDF, like this: 

• 
 EXT 

 _CHAR*80 

Output is not limited to the NDF — from a tables ex-
tension a reader could produce SCAR description and 
catalogue files. 

Authors of specialist applications packages should 
not create their own FITS readers and writers — in-
stead they should write an application which searches 
within the FITS structure for descriptor data that their 
package recognises, and copies those data into an instru-
ment or application-package extension, where the mean-
ings of data items are fully defined. (In general this is 
not the case for a FITS descriptor.) It will be up to the 
user to know that this is a reasonable thing to do for a 
given NDF. Authors should also provide an application 
to modify the FITS structure, so that it may reflect the 
processing that has occurred since it was read, and act as 
a repository which a FITSOUT writer can copy to tape. 
To make this easy, Starlink will provide subroutines to 
edit the FITS structure, and to extract data from it. 

Finally, please don't send your problem FITS tapes 
to me or Peter Allan! 
Malcolm Currie, Starlink, RAL 

RLVADr.CUR,  
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Lunatic's corner 

Ever swapped telescope time with someone only to 
find you've scored Full Moon? Or been embarrassed by 
an amateur astronomer pointing out you couldn't have 
discovered that  pulsar on the night you said? Say 
goodbye to all that by memorising this surprisingly little-
known formula, which predicts the Moon's phase given 
the calendar date. 

Divide the year AD by 19 and take the remainder; 
multiply by 11; add the month; add the day; subtract 2; 
divide by 30 and take the remainder. 

The result is the age of the Moon in days (0=New, 
15=Full, etc.), accurate to a day or two. 
In Fortran: 

MA =  

For example, what was the phase of the Moon on 
18th November 1975? Dividing 1975 by 19 we get re-
mainder 18; multiplying by 11 we get 198; adding the 
month  and day (18) we get 227; subtracting 2 gives 
225; dividing by 30 leaves remainder 15, Full Moon. In 
fact, there was a lunar eclipse on that date. 

In accordance with the reasonable objective that 
everything should be most convenient for British as-
tronomers, the formula's target time is a little before 
midnight at the end of the specified day, and astronomers 
in outré places like Hawaii and Australia will naturally 
have to make a small adjustment. Over the period 
1900-2100, the accuracy is as shown in the following 
histogram, comparing the phase as predicted by the for-
mula with the difference in geocentric longitude of the 
Moon and Sun: 
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As you can see, the formula is within  day 86% of 
the time, and within  days 99% of the time. Errors of 
3 days occur in less than 1% of cases. In the 200 year test 
interval there were just two occasions when the formula 
was 4 days out, on 27th and 28th February 2085. 

How does it work? It relies on several coincidences, 
the key one being that 19 years in the Gregorian cal-
endar (each of 365.2425 days) is very close to a whole 
number of Moon synodic periods (interval between suc-
cessive New Moons, about 29.530589 days). The error is 
less than 0.003 months; a better match is not reached un-
til 353 years, a number significantly less suited to mental 
arithmetic than 19. Another factor is that one Grego-
rian year, multiplied by 30 (the synodic period rounded 

to the nearest day), and divided by the synodic period, 
is close to an integer. A final point is that the average 
length of a month less one day is reasonably close to one 
synodic period. 

Patrick Wallace, Starlink, RAL      
  AR 

Software and documentation news 
Once again the last six months have seen a lot of 

software and documentation activity — 28 software re-
 and 32 document issues. David Rawlinson has 

completely cleared the software backlog that developed 
last year and the software distribution service has been 
working well. 

Six new software items have been released: 

E D F I T S : A utility to copy EDFITS tapes (SUN/43). 

 A hard X-ray imaging spectrometer package 
(SUN/76). 

M A N U A L : A UCL  spectrograph observation 
planning program (SUN/53). 

 A utility for ROSAT proposal submission (SUN-
/18) . 

S P A G : A utility to clean up FORTRAN programs 
(SUN/63). 

T R A N S F O R M : A coordinate transformation facility 
(SUN/61). 

Many existing items have enhanced; there have been two 
major new releases of ADAM (SUN/94) which is now at 
level 1.5, and a new facility, NDPROGS (SUN/19,27) 
has been added to Figaro — this performs manipulation 
and display functions on images with up to six dimen-
sions. There has also been a major internal reorgan-
isation of the Starlink software which is described on 
page 16. The most obvious effect on users has been 
the deletion of five items from the Collection — ADC, 

  OPWRIT, and SPECHAR. 
Apart from the documents mentioned above, sig-

nificant new releases have included new versions of the 
introduction to Starlink Software (SUN/1), and the set 
of documents describing the management of Starlink 

 have been brought up to date. The 
paper which gives advice on how to prepare a Starlink 
document  has been brought into the  
age. 

After a long delay, new Starlink Guides are starting 
to appear. These are meant to supplement existing doc-
umentation with tutorial guides to Starlink software to 
help you use it effectively. Two guides are in prepara-
tion and may have appeared by the time this Bulletin is 
published. SG/2 is a guide to the IUEDR data reduction 
package for IUE data, and SG/4 is a guide to the ADAM 
software environment. There has been a great need for 
an up-to-date and comprehensive guide to ADAM for 
the non-specialist, and we hope that SG/4 will provide 
what is needed. 

Mike Lawden, Starlink, RAL 
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SIG news 
Reports on the activities of four of the Starlink Spe-

cial Interest Groups (SIGs) follow. A list of the current 
memberships of all SIGs is maintained on-line in AD-
MINDIR:SIG.LIS on Starlink machines. 

 Processing Environment  SIG 

In the past year or so Nick Eaton, the SIG pro-
grammer, has tested out numerous stellar and aperture 
photometry packages in an attempt to rationalize the 
existing software and avoid innumerable versions in the 
ADAM environment. The outcome of these tests and a 
survey of user opinion which Nick conducted was two-
fold. Firstly, a new simple but flexible aperture 
tometry package PHOTOM was written from scratch. 
This is intended to be an easy-to-use package for aper-
ture photometry of individual stars (or other small im-
ages) which incorporates the best features of previous 
programs and which runs under ADAM using standard 
Starlink data structures. It can be run either interac-
tively or in batch mode and is described in SUN/45. 
Secondly, for more complex problems such as stellar pro-
file fitting and analysis of crowded stellar fields, the SIG 
recommended the adoption of Stetson's well known and 
respected DAOPHOT package. This package has now 
been modified by Nick Eaton and Rodney Warren-Smith 
to use standard Starlink data sets and image displays 
(see SUN/42). 

Recently Nick has been more involved with gen-
eral Starlink matters such as the design and implemen-
tation of an Applications Graphics Interface (AGI) for 
ADAM and work on an Image Display interface  
(see page 26). However, this phase of operations is now 
coming to fruition and it is hoped that the SIG program-
mer will be able to return to more specifically image 
processing problems. 

With this change of emphasis in mind, at its latest 
meeting on 5th May the SIG began initial discussions 
on the next priorities in the image processing area. The 
next requirement is clearly a strategy for galaxy pho-
tometry, and three main areas were identified. These 
are: (1) image detection and  (2) de-
tailed large galaxy photometry and (3) calibration and 
general reduction of pictures to a standard form. It is 
obviously desirable if an overall strategy can be evolved 
which allows each of these to utilise common features, 
although it may be more efficient to have separate pack-
ages for each area. 

At present, the SIG has decided that the (faint) 
image detection and measurement package should have 
the highest priority. There are many available sources of 
such routines, for instance the APM and COSMOS mea-
suring-machine data-reduction packages, Mike Cawson's 
GASP package or Tony Tyson et  's FOCAS, Barry 
Newell's APEX and the MIDAS package Inventory, so 
the first stage of the process will again be for Nick to 
investigate and test available packages. In addition the 
SIG would appreciate comments from users in general, 
and galaxy photometrists in particular, about the best 

way to proceed. All comments will be taken into ac-
count at our next discussions in the autumn, when we 
hope to plan the actual implementation of the  re-
quirements. If you don't  us what you want from an 
image detection and measurement package, don't blame 
us if we don't include it! 

Please can anyone who would like to comment, com-
plain or generally air his or her most valuable views on 
the matter please mail them to Nick (DUVAD::NE) or 
to me (CARDIF::SXP). (See also Nick's letter on the 
letters page.) 

Also, a further plea, can anyone who has any com-
plaints, bug reports etc. on current Starlink applica-
tions in the image processing area please send detailed 
comments to me as chair of the SIG (as well as RL-
STAR::STAR of course!). We will do our best to fix any 
problems as quickly as possible. Please do not be put off 
by any shortcomings in this area in the past, which were 
mainly due to lack of manpower. Again, if you don't  
us what the problems are, don't be surprised if we don't 
fix them! 

Steve Phillipps, Cardiff 
CARDIFr.SXP, SXP@  A   ASTRO.  

Database SIG 

Previous articles relevant to the database SIG can 
be found in Starlink Bulletins 1 (p9),  and  7); 
this item provides a brief update on recent activities. 

The main piece of software of concern to the SIG 
is the SCAR relational database package (SUN/70). 
SCAR has been in use for several years and has been 
used successfully for many projects, mostly, although 
not exclusively, concerned with the analysis of catalogues 
of IRAS objects. Some examples of recent projects 
using SCAR are: the optical  and subse-
quent analysis of IRAS galaxies, the grading of quasar 
candidates automatically detected from objective prism 
Schmidt plates, attempts to discover Brown dwarfs in 
the Pleiades and investigations into the large-scale struc-
ture of the universe. 

The SIG has been without a programmer since 
Sandy Leggett left in mid-1988. As a result there has 
been a considerable delay in the release of the ADAM 
version of SCAR. Fortunately, staff at RAL (Jon Fair-
clough and Dave Giaretta) have been able to put some 
effort into this area and the release is now imminent. 
The ADAM release will be particularly notable for en-
hancements added by Jon in the area of handling fre-
quently updated catalogues by allowing the use of RMS 
ISAM files. In addition, the rules on the naming of 
catalogues have been relaxed, allowing much longer or 
shorter names to be used. 

A VAXnotes conference, moderated by Dave Gia-
retta, now exists for database discussions. Items suitable 
for discussion include the availability of catalogues, use 
of the STADAT  and SCAR. The SIG also has 
an interest in the area of data archives for the telescopes 
on La Palma, Hawaii and at the  



People wishing to influence the future development 
of the  work, particularly with respect to the loom-
ing integration of SCAR into the ADAM system and, for 
example, its relevance to storing the output from soft-
ware analysing images or spectroscopy should feel free 
to contact me (or even volunteer to join the SIG!). 

Dennis Kelly, Royal Observatory, Edinburgh 
REVADr.BDK, BDK@UK.ACROE.STAR 

 SIG 
Images from raw data: — For higher spatial res-

olution and sensitivity than the standard IRAS extended 
emission surface brightness images (SKYFLUX plates), 
the Calibrated Reconstructed Detector Data (CRDD) 
can be used to coadd all the IRAS survey data covering 
a region of sky. However because of the need to remove 
various instrumental effects and imperfectly known cal-
ibration, as well as the  of a  zodi-
acal light background, more effort is required from the 
user. Perfect processing would produce an image with-
out stripes, and much software has been developed to 
help in this process. Articles in Starlink Bulletins 2 and 
3 have already described some of the new IRAS soft-
ware developed for dealing with making images from the 
CRDD. This software runs under the Interim environ-
ment and is described in SUNS/23 and 24. Further soft-
ware in preparation by the IRAS applications program-
mer deals with other methods of destriping, using inter-
secting scans, and convolution of images to the same res-
olution for ratioing to derive colour temperatures. There 
is also a more automated procedure CRDD_COMBINE 
which is soon to be released and will combine in a more 
efficient and accurate manner the tasks currently done 
by  and  The functional-
ity of these programs will soon be available under the 
ADAM environment. 

High resolution: — The IRAS detectors were 
rectangular, but, because of the repetitive scanning of 
the sky by the multiple detectors, the resolution of 
the instrument in the long detector direction should be 
higher than just the detector length would suggest, be-
ing determined by the spacing of the coverage by the 
detectors. To achieve improved spatial resolution over 
the simple binning methods, attempts are being made 
to deconvolve the data. The method involves taking a 
trial sky and simulating what the corresponding CRDD 
for each detector which ever passed over this bit of sky 
(of size 1 or 2 square degrees) would have looked like. 
The difference between the actual CRDD and the simu-
lated CRDD is then used to suggest a new trial sky and 
the process is iterated until a solution is found consis-
tent with the uncertainties using the Maximum Entropy 
Method (MEM). At present the volumes of data lead to 
very long run times although improvement in the routine 
which simulates the CRDD data may lead to an order of 
magnitude increase in efficiency. This program requires 
much further development, but when complete should 
prove a very powerful tool. Ultimately we hope to use 
the much improved (in theoretical basis as well as soft-
ware) MEMSYS3 which has recently been produced (see 

papers by J. Skilling and S.F. Gull in 'Maximum Entropy 
and Bayesian Methods', Kluwer Academic Press, 1989). 

Data products: — The following new IRAS data 
products have been, or are being, produced in the USA 
(see e.g. Benson  Chester  ou. Brit. Interplan.   41 , 
363,1988). Queries about availability should be sent to 
RLVAD::IRASMAIL. 

(a ) IRAS catalogue of galaxies and quasars. New re-
lease using version 2 of the Point Source Catalogue 
 

( b ) Zodiacal Observation History file: Version 3 (De-
cember 1988) includes improved calibration. 

(c) Faint Source Catalogue (FSC) — all the data are 
point-source filtered and coadded, making the FSC 
2-2.5 times more sensitive than the PSC in un-
confused regions. Most of the 120,000 single-band 
sources in the PSC now have FSC estimates in a sec-
ond band. About 170,000 totally new IRAS sources 
are included (| b |> 50) released December 1988. 

(d ) Faint Source Survey plates — co-added point-source 
filtered survey data for high-galactic-latitude sky. 
Pointing improved by using  star detections. 
Uses 639 6250 bpi tapes. Each plate 6.6° x 6.6° — 
the same as optical sky surveys. 

Users are invited to participate in the VAXnotes con-
ference MAVl::IRAS_CONFERENCE, in which much 
IRAS specific information and news is displayed and 
where users communicate their difficulties, successes, 
needs and views. For further information or to volunteer 
your help contact me, or David Berry (MAVAD::DSB). 

Jim Emerson, QMC 
fyMCMVr.JPE, JPE@UK.ACQMC.STAR 

 AstrQphysics SIG 
The formation of the solar astrophysics SIG last 

year has proved a great success, with progress being 
made in making solar analysis software more readily 
available on Starlink. A complete and comprehensive set 
of software and documentation for analysing  
data has been distributed. Work is in hand on software 
for a variety of other solar projects (SMM-XRP, SMM-
UVSP, HRTS). The Interactive Data Language (IDL) 
software, which is used extensively in solar analysis pro-
grams, is now installed and available at all those nodes 
where it has been requested. EXABYTE mass storage 
devices, which are currently being installed, should al-
leviate the problems of accessing large solar datasets. 
Communication via the SPAN network has improved 
significantly. The SIG has an urgent need for a pro-
grammer to deal with the backlog of work involved in 
setting up and documenting solar analysis software. We 
are mindful that by integrating our software into the 
Starlink system we would also provide a service to other 
members of the astrophysical community, who will be 
able to benefit from our expertise. 

Helen Mason. Cambridge 
CAVAb::HEM,  
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HST and Starlink 

With its capacity to image in the UV, its increase in 
aerial resolution of between 100 and 1000 over ground-
based optical telescopes (see back page) and its limiting 
magnitudes of something like 29 in B for point sources, 
it is very likely that HST will make fundamental dis-
coveries. Even with its present suite of six instruments, 
it is a highly versatile and sophisticated flying observa-
tory with multiple modes of operation. These include: 
imaging at focal ratios between F/24 and F/288, optical, 
UV and long-slit spectroscopy, a large variety of filters, 
objective-prisms and polarizers, both photon-counting 
and CCD detectors which cover the range  
coronographic and apodising facilities, excellent possibil-
ities for astrometry and time resolution as well as a novel 
capability for parallel observing in which more than one 
instrument can be used at once in different parts of the 
field of view. 

At the same time, because of its innovative capa-
bilities, the data from it will be hard to calibrate and 
sometimes even harder to interpret. It is likely that ef-
forts to improve the calibration and interpretation of any 
data set will continue long after it has been taken and 
released. For instance in the UV, where the highest pos-
sible resolution will be available, the data will be both 
photon-noise and diffraction limited, a presently unfa-
miliar combination. And although the mirror has not 
been figured to be optically perfect down to the UV limit 
(1200Á), simulations show that with  the 
full resolution should nevertheless be attainable. 

Proposing exciting observing programmes for such 
a revolutionary instrument is not hard. Many of the best 
will be quite obvious. However winning the competition 
to actually carry them out will be very difficult. The 
HST will be heavily oversubscribed and rival teams will 
propose the same programme and the same objects (as 
we know already). The winners are likely to be those 
who can demonstrate most convincingly that they really 
understand the HST, its capabilities and its limitations, 
how to optimize the return from it and how to reduce 
the data in the most effective and imaginative way. 

During the first few months of flight most of the 
HST time will be used by the 60 or so Guaranteed 
Time Observers (GTOs) — those astronomers who were 
members of the Instrument Development Teams  
which designed the instruments. Britain is second to the 
USA in the number of its GTOs with Boksenberg, Dis-
ney and Mackay being first priority GTOs on the Faint 
Object Camera (FOC) and Longair being a GTO as an 
Observatory Scientist. (Each IDT gets about 350 hours 
spread over three years.) As the various modes of the 
HST are switched on, tested out and scientifically vali-
dated, so they will be gradually turned over to General 
Observers (GOs) who must win time in open competi-
tion. Successful proposals for the first GO round (ten 
times oversubscribed) will be announced in June 1989. 
On a pro-rata basis the UK can expect about six suc-
cessful proposals each annual round. 

Most observations will be released into a public 
archive twelve months after they have been taken. ESA 

and ESO have set up a small European HST Coordinat-
ing Facility (the ST-ECF) based at ESO in Munich with 
a staff of fourteen. The tasks of the ECF are to: provide 
expert knowledge on HST for all Europeans, handle and 
disseminate the complete European copy of the archive, 
and to coordinate  European data-analysis 
facilities. The UK must make every effort to exploit the 
ECF, and supplement it where necessary. 

Uncertaint ies 
No one person can hope to become even approx-

imately expert on all aspects of the HST. It would 
be hard even if the spacecraft were to behave exactly 
as predicted. But of course it won't. Major foresee-
able uncertainties include the effects of bake-out on the 
whole structure, shuttle contamination, detector perfor-
mance, 'shuttle glow', focal and optical stability, scatter-
ing by dust particles on the mirror, red-leaks in filters, 
acquisition speed and ground-system efficiency, guide-
star multiplicity, degradation of on-board systems due 
to the particle background and, above all, the relia-
bility of the many instrument calibrations. In many 
cases, particularly in the UV, the proposed calibrations 
depend on many so-far untested assumptions and on 
intercomparisons between different, still untested instru-
ments. For instance, the very faint bright-limit of the 
FOC means that it cannot be calibrated on known UV 
sources without intermediate observations by the High 
Speed Photometer (HSP). Also, due to hysteresis in its 
CCD coatings, one cannot predict whether the Wide 
Field Camera (WFC) will be useful in the UV at all. 

The Archive 
The combination of its low-earth orbit (90 minute 

period) its long acquisition time (around 20 minutes) 
and its complicated ground-system mean that the HST 
will take and return data in a quite unfamiliar sequence. 
To save on slewing and other overheads, many quite 
different programmes will be interlaced together and 
the exposures for a single programme will be mixed up 
among many other data taken over several weeks or even 
months. Returned to ground, the data from each instru-
ment will be immediately passed through standardized 
'pipeline' reduction procedures and deposited in a cen-
tral archive which will accumulate at a rate of one Gi-
gabyte daily. The pipeline processing will perforce be 
fairly basic, particularly in the early days, and the data 
will be stored in the archive in much the same tempo-
rally complex way that they have been taken. A copy 
of the optical discs will be made and immediately sent 
to the ST-ECF in Europe and to the Canadian HST 
Centre. Twelve months after the last exposure of an ob-
serving programme has been made, the complete set will 
be released into the public domain. 

It is widely believed that this archive will become a 
treasure trove of exciting science. It is already clear that 
the GTO teams will only be able to cream off some of 
the 'gee-whiz' discoveries latent in their data. They will 
be too beset by the pressures of time and the difficulties 
of getting their instruments going to do very much more 
in the early days. Of course, a given data-set may well 
become more valuable as time passes because: 
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(a ) an originally 'nominal' calibration can be much im-
proved, 

( b ) better ways to deconvolve the data may be learned, 
and 

(c) the ability to compare the set with other sets in the 
archive taken with the same or other instruments 
may illuminate the whole interpretation. 

For instance, four separate GTOs might obtain a dozen 
frames each of the galaxies underlying QSOs. But the 
first astronomer to understand the  may well 
be the one who first puts all the data side by side using 
the archive. If the UK community can get a head start 
in exploiting the archive, then the scientific return could 
easily exceed all we can expect to get through our GTOs 
or GOs. 

UK astronomers will want to browse through the 
archive catalogue informally on Starlink, obtain re-
quested data-sets with a turnaround time of not much 
more than a week, with a quick turn-round facility (less 
than 24 hours) for small requests. Recalling that the 
archive will only be pipeline processed, astronomers will 
need considerable advice and help on how to make the 
best of it. Generally speaking, the easier the archive is 
to use, the more UK astronomers will exploit it. No one 
should underestimate the effort that will be needed to 
make best use of the raw archive, which may be difficult 
to interpret without further processing on the part of 
the  

In the longer term, a far more useful archive will 
consist of images that have been processed to the point 
where they become of transparent astrophysical signifi-
cance, are organized in a sensible order, and which may 
be compressed so that they can be widely and easily dis-
tributed to the large number of interested astronomers. 
Achieving this 'Archive II ' , should be an important goal 
of astronomers everywhere. The UK should work to 
build up those chapters of Archive II of most interest 
to itself (e.g. QSO spectra,  images, stellar 
population images in nearby galaxies) then use those 
chapters as an exchange for other chapters being built 
elsewhere. Whilst no one has budgeted for Archive II at 
present, it is a facility that is really needed. 

U K H S T concerns 

The HST SIG (see Starlink Bulletins 1, p8 and 3, 
 has discussed many of these matters in relation to 

Starlink resources and plans. The whole UK community 
will want to make the most competitive use of HST over 
the next 15 years, and in particular needs to make a 
good start in the first three. We need: 

( a ) widely and rapidly disseminated news of how the 
whole HST operation is developing, 

( b ) the confidence and knowledge to put in successful 
proposals, 

(c) competitive data-reduction facilities, sometimes of 
a specialised nature, on Starlink, 

( d ) the ability to use the archive as productively as any-
one in the USA or the rest of Europe, 

(e) to exploit the many facilities that will be provided 
by the ST-ECF. 

The ST-ECF has a Newsletter to keep the community 
informed of its activities. At the same time, without in 
any way duplicating the ST-ECF, the UK may wish to 
enhance its competitive status in HST science by provid-
ing a modest amount of national support which ought 
probably to include: 

(a ) some specialized programming support inside Star-
link (remember that neither the STScI nor the ST-
ECF will be running Starlink software, so we'll have 
a fair amount of translation to do), 

( b ) dispersed knowledge of the current HST operation 
and the specialised data reduction techniques in the 
form of a few 'expert' PDRAs around the commu-
nity, and 

(c) an archiving capability to supplement the ST-ECF 
facility, which is likely to become overloaded a year 
or two after launch. 

There is currently a proposal being submitted to 
the APS Board to try and meet these aims. Watch the 
Starlink Bulletin or talk to your local HST expert to find 
out the progress. 

Mike Disney, Cardiff 
CARDIFr.MJD,  

Starlink at a telescope! 

Yes, just to prove Starlink is not totally immersed 
in pen-pushing and bureaucracy, the Starlink Project 
Manager Pat Wallace is shown looking through the 
recently refurbished 12" Northumberland telescope at 
Cambridge. Also in the picture are a selection of other 
Starlink staff, (anticlockwise from the telescope) John 
Barrow, Paul Brown, Brian  Deanna Nichol-
son, John Sherman, Billy Wilson, Mike Lawden, Geoff 
Mellor, Rodney Warren-Smith and Chris Clayton. 

 
  

 
      

  

  

 
 

   

 

 



Transputer power rules, OK! 

Powerful computer resources have been available 
for some time, but have been too costly for most as-
tronomers. The transputer, however, now provides the 
ideal building block for the inexpensive, high power, 
parallel machines which are becoming commonly avail-
able. These transputers are complete computers on chips 
(processor, memory and communications) built by 

 Ltd. Each transputer also has an external memory 
interface which extends the address space into off-chip 
memory, although with slower access. They each have 
four point-to-point communication links to communicate 
with other transputers, so they can be treated just like 
'Lego' bricks and you can build up as large a system as 
you wish (or can afford!). The links are synchronous, 
bi-directional serial links which can sustain a data rate 
of    

The transputers are based on RISC (Reduced In-
struction Set) architecture and come in two 32-bit vari-
eties — the older  chips without the floating point 
unit, and the newer, faster T800 processors. A block 
diagram of a T800 is shown in Figure 1 below. 
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F i g u r e 1. A block diagram of the  transputer ar-
chitecture. 

In order to investigate the effectiveness of these de-
vices for handling problems of interest to us — and hope-
fully other astronomers — we (at Southampton Univer-

sity) obtained support to buy a Meiko  Comput-
ing Surface. This system contains 18 T800 transput-
ers, four with 4 Mbytes of external memory and 12 with 
2 Kbytes. The whole system is controlled locally by a 
T414 which communicates with our  VAX II via a 
standard DR11 interface. The system can be configured 
under software control to match different kinds of prob-
lems e.g. you can arrange your  bricks into straight 
lines, loops or  grids. 

The power of the system stems from the fact that 
each of these transputers is a very fast processor indeed. 
For comparison, a single T800 is capable of sustaining 
10 MIPS (Million Instructions Per Second) whereas our 
faithful  VAX II can only manage 0.9 MIPS. Alter-
natively you can talk in terms of megaFlops — but I 
can't think of any suitably corny jokes to go with them. 
So we set ourselves the problem of how to harness all 
this power without  any of our existing FOR-
TRAN programs into these trendy new languages that 
sound like shaving products. 

To do this, a post-graduate student sponsored by 
Meiko, Martin Gorrod, set about creating a FORTRAN 
farm. This is a software harness written in OCCAM into 
which our users simply insert their trusty old code. As 
long as you merely want your programs to run 10-20 
times faster (!) you simply allow this harness to 'farm 
out' multiple copies of your software onto each trans-
puter and away it goes. The harness handles all the  
and returns all your results to the  VAX for you to 
collect at your leisure. 

A major problem to which we have applied this 
technique has been Monte Carlo modelling of our tele-
scopes. One of our postdocs, Mike Yearworth, wanted 
to create a model of our new gamma-ray telescope, Ze-
bra, in order to work out its response to different energy 
photons. The Monte Carlo technique simulates all the 
photon-particle interactions that might occur in our de-
tectors and works out sensitivity as a function of 
length. The problem is that because this is a statistical 
process, the model must be run for millions of photons 
and this would require many hours of processing on a 
VAX CPU. By implementing the code onto the trans-
puters in the above manner, we have been able to attain 
factors of at least 30 speed-up in CPU time (see Fig-
ure 2), and enormous factors in elapsed time enhance-
ment. Basically we can  run the jobs real-time on 
the transputer system (without having any measurable 
effect on the  VAX) and get answers in 15 minutes 
instead of 3-4 days! 

This, however, is only the simplest form of parallel 
processing. As you get more familiar with the system 
you can start thinking of clever ways to break up your 
program so that parts of it run on different processors. 
One obvious example we have been working on is in the 
field of image processing. Another of our students, Steve 
Duncan, implemented a technique to deconvolve a coded 
image into a true image. He did this by splitting the im-
age up into sub-images and distributing them onto sepa-
rate processors, i.e. processor one had the first ten lines 
of the image, processor two the second ten lines, and so 
on. Each sub-image was then deconvolved and the re-
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Figure 2. The elapsed time taken to simulate 105 to 
107 photons on a transputer array as a function of the 
number of transputers in the array. For comparison the 
CPU time taken to run 106 photons on our micro VAX II 
is shown as a dotted line. 

 returned to the  VAX where it was  
with the other results to produce the final product. 

So what does all this cost? To a first approximation, 
if you already have a host VAX computer, then there is a 
set up cost of about  and then each transputer will 
cost you about  So for about  we have more 
processing power than our new university dinosaur built 
by a big USA company and costing in excess of  
Even HAL would be impressed! 

Malcolm Coe, Southampton 
    

Stellar spectroscopic atlases on Starlink 

for other applications. The digitized atlas contains nor-
malized spectral energy distributions, computed colours, 
and line and continuum indices for 175 selected stars 
covering the complete ranges of spectral type and lumi-
nosity class. The source reference should be consulted 
before using the data for additional information con-
cerning the observations, data reductions, accuracy and 
limitations, computation of the scanner colours, and for 
graphical representation of the scans. 

Jacoby et  (1984) published a library of digital 
spectra for 161 stars of spectral classes  to M and lumi-
nosity classes I, III and V in the wavelength range  
to 7427Â. Although these classifications are on the MK 
system, they are not standard stars for the purpose of 
spectral classification. Other published spectral types, 
where they exist, are given in the source reference. The 
library contains stars of mostly solar metallicity, only 
two stars being chosen for low metallicity. The resolution 
is approximately 4.5Â while the typical photometric un-
certainty of each resolution element is approximately 1% 
and broadband variations are < 3 % . The data were ob-
tained with the Intensified Reticon Scanner on the No. 1 

 telescope at Kitt Peak National Observatory. For 
more detailed descriptions of the instrumentation used 
to secure the spectra, the observing programme, data 
reduction, the combining of three overlapping spectra to 
produce a single effective spectrum, interstellar redden-
ing effects, the library itself and possible applications of 
the data, the source reference should be consulted. 

These atlases are currently being made available on 
the Starlink database  VAX, STADAT, which is ac-
cessed via Starlink DECnet from Starlink computers (see 
SUN/30). The method of access to the atlases will be 
found on logging in to STADAT. Standalone programs 
are provided to list their contents and extract spectra 
into DIPSO SP2 format ASCII files. These can be read 
by DIPSO and Figaro and edited for other purposes. 
Only wavelengths and fluxes with a simple title are ex-
tracted by these programs. Further information on the 
atlases is contained in the information files with them 
where full details of formats are given. 

The atlases were supplied in machine-readable form 
by Dr. Wayne H. Warren Jr. of the National Space Sci-
ence Data Center at Goddard Space Flight Center. 
Dr. Warren has kindly agreed that they may be made 
available to the Starlink user community. Any publica-
tions using these data should acknowledge the source of 
the machine-readable form as well as the original source 
of the data. 

Two digital spectroscopic atlases have recently been 
acquired and are being made generally available within 
Starlink with the support of the Starlink Spectroscopy 
Special Interest Group. These are a spectrophotometric 
atlas by Gunn and Stryker (1983) and a spectroscopic 
atlas by Jacoby, Hunter and Christian (1984). 

Gunn and Stryker (1983) obtained spectrophoto-
metric data in the wavelength range  to 10800Â 
with the Oke multichannel scanner on the Hale 5 m re-
flector. These data were obtained for the purpose of 
synthesizing galaxy spectra, but may be generally useful 

References 
Gunn J.E.  Stryker L.L., 1983. Astrophys. J.  
52, 121.  Spectrophotometric Atlas 3130Á < 
A  

Jacoby G.H., Hunter D.A.  Christian C A . , 1984. 
Astrophys. J. Suppl., 56, 257.  Library of Stellar 
Spectra." 

Phil Hill, St. Andrews 
PWH@UK.ACST-AND.STAR 
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Letters to the editor 

Dear editor, 
One of the advantages of observing at telescopes 

outside the UK ambit is that I have to learn about other 
data acquisition and reduction systems so that I can 
assess the results of a night's observing and see if the 
plan for any subsequent nights needs to be modified. A 
consequence of this is that I now know of features in 
IRAF which I would like to see available in Figaro (such 
as optimal extraction of  data) and, of course, 
there are some features in Figaro which I would like to 
see in IRAF. However, one item which is notable for 
its absence from any general package I have used is the 
handling of errors. It has always seemed to me that 
if you have photon-counting detectors particularly, then 
throwing away the variance (effectively star plus sky) in 
each wavelength bin and retaining only star minus sky, 
having gone to some pains to maximise the S/N in the 
signal, is close to criminal. In the end, one winds up 
measuring features in a spectrum, with particular at-
tention normally to wavelength and equivalent width at 
the lowest level, and it is a simple matter to estimate 
the probable errors in these quantities if one has a vari-
ance array as well as  data array. Other applications, 
such as line-profile fitting, need slightly more sophisti-
cated algorithms, but again the concepts are quite sim-
ple. Complications arise, of course, when the data are 
rebinned to, for example, a linear wavelength scale since 
then neighbouring channels are no longer statistically 
independent, but it is possible to correct for this. 

Some user-specific, and therefore idiosyncratic, sys-
tems have had this capability for some time, including 
one I have developed for analysis of quasar spectra. How-
ever, there has generally been resistance to carrying an 
extra array of numbers, and to having to recode almost 
all applications to provide, keep track of, or use it, but 
I am delighted to see that the infra-red community par-
ticularly is driving things in this direction. A number 
of Figaro applications are now being written with use 
of variances in mind, and I would urge any general user 
who is considering developing routines within Figaro to 
consider analyzing the errors in the data as well. 

Now, if we want to do the job properly, we should 
carry the off-diagonal terms of the covariance matrix, 
and also a comparison lamp extracted and summed using 
the same weights as in the data so we have the best direct 
measure of the instrumental resolution... 

Bob Carswell, Cambridge 
CAVADr.RFC, RFC@UK.ACCAM.AST-STAR 

Rodney Warren-Smith says... Starlink is aware of the 
need to handle error estimates as part of data process-
ing, so you will find that a VARIANCE array has been 
included as part of the standard Starlink NDF data struc-
ture (see SGP/38). People writing new software are en-
couraged to process errors in accordance with the stan-
dard described therein. 

Dear editor, 
Can I use this opportunity to ask the Starlink users 

for their help in assessing object finding routines they 
have used? The recent IPESIG meeting decided that 
the development of such a package for Starlink is the 
next priority. I forsee three stages in the analysis: locat-
ing all significant objects in an image, measuring their 
parameters, and classifying them into stars, galaxies and 
defects. One or more of these steps will be of use to al-
most all users who analyse imaging data. As far as I 
know, the only official package on Starlink at present is 
IAMANAL, which is based on COSMOS software. It 
does not, however, contain deblending software to deal 
with crowded regions. 

If any users have experience of this type of package, 
or have requirements in this field, then could they please 
MAIL me at Durham (see address below). I would par-
ticularly like to hear from users in the radio community, 
as I have no experience of their reduction procedures. 
(See also IPESIG news on page 8.) 

Nick Eaton, Starlink, Durham 
 NE@UK.ACDUR.STAR 

Dear Santa, 
Can I have a workstation for Christmas please? I'm 

getting this in early because some of them may have 
a long delivery time and I don't want you to have to 
rush at the end of the year. I 'm not quite sure what a 
workstation really is, but the computer press is full of 
them nowadays and they're obviously the thing to have, 
although as far as I can see they're really just overgrown 
PCs, but they have really fancy display screens with 
windows all over them and mice and things hanging off 
them and everybody (well, John in the next office) says 
that 's really important because it lets you organise your 
screen like the top of your desk and I 'm just looking at 
the top of his desk and maybe that 's not such a good 
idea but I'm sure if I got one I'd find out why these 
windows were so important. 

But I 'm sure it is a good idea because I remem-
ber when Starlink was just starting out and people were 
talking about image processing workstations then but 
what they meant was a terminal and a graphics termi-
nal and an image display all in the same corner of the 
room for one person to use and the VAX was going to 
to run two of these and not do much else and  I had a 
workstation with windows and things I could do all that 
on one screen with the image in one window and the 
graphics in another and the text in another and that 'd 
be really good because the workstation would do all the 
processing as well and it wouldn't have to be done on 
the VAX which would be even better because right now 
the VAX is having to work too hard supporting people 
like me editing things like this and  them and 
running grammar checkers on them except that I 'm not 
going to do that because I don't like grammar checkers 
because they're rude about how I write and I don't think 
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programs ought to be rude like that because it's not as 
though they could write something like this themselves 
and the VAX has got worse recently because it's been 
clustered and it spends most of its time asking some 
other VAX if it 's OK for it to update the disks and has 
the other machine finished using that file and I know it's 
all very polite and good manners but I'd rather it was 
displaying my images for me instead. 

They're really fast too, these workstations. They 
can do millions and millions and millions of things every 
second. I know the VAX can too, but they can do even 
more millions of things every second than the VAX can. 
And they're cheap too — I heard somebody saying that 
you  a lot more bang for the  with them, and I 
didn't like to ask just what he meant because I thought 
it might be rude, but I think he means they're cheap. 
Which is good, because John in the next office would like 
one too, because they only have one of the fancy screens 
on each one, so if you have lots of people wanting to use 
them, then you have to have a lot of workstations. 

Oh yes, and could you please make all our software 
run on them too? Because they all run Unix instead of 
VMS and that makes a big difference. I like VMS and I 
think Unix is pretty yucky, but they use the windows to 
run fancy interfaces that hide Unix and it doesn't look 
too bad really. I know a lot of our software needs to run 
under VMS but I heard people say that a lot of worksta-
tions have FORTRAN compilers that look almost like 
the VMS compiler except for a long list of things that 
aren't quite the same and you can do a lot of the things 
that you can do using VMS using Unix instead except 
not quite in the same way and not quite everything but 
I'm sure that isn't a real problem really. 

And the really good thing is that workstations are 
quite small too, so they might not fit in a stocking but 
I always use a pillowcase anyway and I'm sure they'd 
fit in there, especially if you leave the monitor on the 
mantelpiece. 

Keith Shortridge, Epping, Sydney 
 AAOMAIL@UK.ACRL.STAR 

Santa says... come and work for Starlink and you can 
have one! 

Dear editor, 
Most computer and PC users have heard of the ex-

istence of viruses and other intruders which alter the 
normal and smooth behaviour of the machines and jeop-
ardise files and programs. Unfortunately, it seems now 
to be a common practice among some nasty people to 
propagate subtle  Horses' through the networks. 
These contain hidden weapons which will eventually 
damage unwarned users. We had for some months an 
item on the Starlink news informing us about the threat 
of one of these enemies. This time the virus was wearing 
turkey feathers but its effects weren't nice at all — whilst 
you expected a nice picture of a turkey on your screen 
after running the virus-program, the actual consequence 
was the deletion of all the files in your directory... 

I have heard about funny and inoffensive viruses. 
They stop PCs running for a while, displaying some sar-
castic comment or picture on the screen but eventually 
return keyboard control to the frightened user. A friend 
suddenly discovered a crab growing from one of the cor-
ners of his monitor and eating the file he was editing; 
after some minutes it disappeared, and the file could be 
recovered. Not a very nice experience, but at least noth-
ing happened afterwards. Other cases are more serious 
since they touch more delicate parts of the memory and 
the cure is not trivial at all. I have also heard satellite 
controllers in the USA express concern because some of 
the computers they use to send commands to the space-
craft aren't completely shielded from the networks. 

I would like to ask you, and I think they are general-
interest questions, firstly, what exactly are these viruses, 
worms etc., and secondly is it possible to discover their 
presence in a system? And can their effects be con-
trolled if action has already started? I believe that for 
PC users, one of the ways to let intruders invade their 
machines is by copying somebody else's software with-
out any copyright labelled on it, but I wonder whether 
viruses etc. can be introduced by copying software from 
one large computer to other, and whether their origin 
can be discovered. 

Benjamin Montesinos, Theoretical Physics, Oxford 
  

Dave Terrett says... a virus is a piece of code that at-
taches itself to another program. When the program is 
run and the virus code is executed, it looks for other 
programs to infect. Favourite hosts for viruses are the 
bootstrap programs on PCs. When the PC is booted from 
an infected disk, the virus infects any other disks that it 
can find. 

A worm is a program that tries to run copies of 
self on any computer it can find, usually via a network. 
(The internet 'virus ' that was widely reported in Novem-
ber last year was actually a worm, not a virus.) 

A Trojan Horse is a program that has some use-
ful or entertaining purpose, but also contains code to do 
something else, which lies in wait, hoping that the pro-
gram will be run. The 'Turkey ' mail message that you 
mention was a Trojan Horse, not a virus. 

Some of these beasts are meant as harmless jokes 
(presumably the author finds them funny at least) but 
to the victim they are an infernal nuisance and may 
cause serious damage because they contain bugs. Others 
are downright malicious — deleting files etc. Whatever 
the original intentions, an infection always causes ma-
jor disruption to a system, because even if it appears to 
be harmless, you can never be sure that it is. The only 
safe thing to do is to re-build the operating system from 
scratch; this could take several days for a large VAX in-
stallation. 

What can users do to protect themselves? Most im-
portant is to copy software only from people you trust, 
plus Starlink. If you have any doubts, insist on having 
the source code, inspect it carefully and build the pro-
grams from source on your own system. 
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Letters to the editor (continued) 

Dear editor, 
Several astronomers have recently received data-

files from the William Herschel Telescope in a format 
which they were unable to read at their home insti-
tutions. These are HDS files produced by a software 
package written for the acquisition and on-line evalua-
tion of data from the Faint Object Spectrograph (FOS), 
archived to tape using VAX/VMS BACKUP. Unfortu-
nately, this package was written before the appearance of 
SGP/38, defining standard Starlink data-formats, and, 
although the package does conform to an early draft 
of the standard, the data-files are not fully compatible 
with other Starlink software. There are several ways 
astronomers can get round this problem: 

1. If the FOS software package contains all the applica-
tions required for analysing the data, then this soft-
ware could be installed at the astronomer's home 
institution. Observers could then simply take home 
a VAX/VMS BACKUP of the non-standard HDS 
files produced at the telescope. The package can be 
obtained from Jeremy  at the Uni-
versity of Durham (DUVAD::JRA). 

2. If the FOS package is not available at the observer's 
home institute, then it is sensible to convert the 
data-files to a more standard format before taking 
them home. There are several methods of convert-
ing FOS data-files to Figaro format, including a 
routine in the FOS package called  (see 
La Palma Local User Note 3). Astronomers can 
then write the Figaro files to tape using VAX/VMS 
BACKUP, or use Figaro to write a FITS tape. 

3. If the astronomer arrives home with data-files in 
the wrong format,  does not have access to the 
FOS package, then it still possible to convert to a 
more standard data format by renaming the vari-
ous structure elements. A procedure to do this is 
described in La Palma Local User Note 3. 

It should be emphasised that the problem described 
above will become much less severe after commissioning 
of the WHT instrument control software this summer. 
All observers will then automatically receive a FITS tape 
containing their raw data. However, data which has been 
processed at the telescope using the FOS package will 
still be non-standard. 

I believe that this discussion highlights (at least) 
two important issues of more general relevance: 

1. The problem arose in the first place because of the 
extremely long delay in defining standard Starlink 
data structures. Unfortunately, in spite of the ap-
pearance of SGP/38, it is still not clear what the 
standard is in practice. Figaro, regarded by many 
optical astronomers as a rie facto standard, has yet 
to support the Starlink standard data formats, al-
though this has been promised, and thus remains 
incompatible with Starlink's Kernel Applications 

Package, KAPPA. Should an applications program-
mer aim at compatibility with KAPPA, or use the 
Figaro DSA routines? I personally would like to see 
Figaro adopted as the Starlink standard, and used 
as the basis for all new applications packages. 

2. The proper solution to the problem would of course 
be to rewrite the FOS package to conform with the 
Starlink standard. However, there is no manpower 
available to do this, illustrating a major weakness 
in the way in which we support  
data-reduction software. The contracts for new in-
struments for the La Palma telescopes are supposed 
to include the provision of adequate data reduction 
software. However, once the instrument is delivered, 
and the contract completed, there is little or no ef-
fort available for the long-term maintenance of this 
software. This is clearly a job that should be taken 
on by the RGO, so that changes in data reduction 
software match changes in instrument hardware. 

Steve Unger, RGO 
RGVADr.SWU,  

Rodney Warren-Smith says... SGP/38 describes the form 
in which data should be stored for compatibility between 
different applications on Starlink. It had been hoped that 
the data-access routines used by Figaro could eventually 
provide a suitable interface to this data standard but, 
regrettably, that is not the way it turned out. Figaro 
is therefore simply one among a number of applications 
packages which have not yet made the change to use this 
standard, although a number of important new packages 
(not just KAPPA) are already using it. 

Developers writing new software should use the 
standard data structures as described in SGP/38. Star-
link is developing a full set of access routines for these 
structures, but HDS routines can be used to access the 
data components until these are ready. Applications 
which use this interim HDS approach should still be able 
to exchange data with any other Starlink software which 
uses the same data standard. 

Software reorganisation 

If everything goes smoothly, users will be unaware 
that the Starlink Software Collection has undergone its 
first major internal reorganisation since 9th December 
1981. The first reorganisation occurred after two years 
of experience had exposed weaknesses in the original 
scheme. Now, after a further seven and a half years, 
another reorganisation has become desirable. In 1981 
the basic idea was to store all the Starlink software in a 
single directory tree called [STARLINK]. Large packages 
were stored as subdirectories of [STARLINK.PACK] and 
a directory called [STARLINK.STAR] was set up to hold 
the anticipated flood of software based on the first Star-
link software environment. 

Since 1981 the size of the Collection has increased 
enormously and it is no longer practicable to try to store 
everything in one directory. As the Collection grew, 
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our first response was to install items of specialist ap-
peal as 'Associated Items' in their own separate direc-
tory trees. Eventually the largest packages from [STAR-
LINK. PACK] were also installed separately. 

Now we have rationalised the situation and the 
[STARLINK] directory tree only stores small items and 
items that are used by other items, together with doc-
umentation and administrative information. The inter-
nal structure of [STARLINK] has been simplified and, 
in particular, items are stored in their own subdirector-
ies so that it is clear which files belong to which items. 
Large items are stored in their own separate directory 
trees. Items are grouped into the following categories: 

Standard : This comprises all the items in the [STAR-
LINK] directory tree, together with ADAM, ADAM-
APP, Figaro, and KAPPA. This provides a kernel of 
Starlink software which should always be installed. 
This is what will be given to people who ask for 'the 
Starlink software'. 

Secure : Items concerned with system management 
rather than astronomy. 

Option : These are the other items in the Collection. 
They will only be distributed on request. 

These changes have been made in order to improve the 
efficiency of the management and distribution of Starlink 
software and should not adversely affect users. More 
details are given in SUN/59. 

Mike Lawden, Starlink, RAL 
  AR 

What's  in VMS 5? 
By the time that you read this, your Starlink site 

should have upgraded to VMS version 5. The purpose of 
this article is to point out some of the changes that have 
occurred since version 4. There are many new features 
although they are not immediately obvious. This is actu-
ally rather useful as you do not suddenly have to change 
your working habits on some arbitrary date. Some of the 
biggest changes only affect system managers, and I do 
not intend to describe those changes here. Neither will 
I attempt to be complete in describing the changes that 
affect users; this is just to whet your appetite enough to 
go and read those new sombre grey manuals. 

Mail: — there are some nice changes to MAIL. 
You can now send 'carbon copies' of a mail message (if 
that is not a contradiction in terms for e-mail). You 
do this either by typing SEND/CC from within MAIL, 
or if you do this frequently, by turning on a permanent 
carbon copy facility by typing SET CC. Whilst reading 
mail, you can select groups of mail messages in vari-
ous ways. For example, DIR/FROM=XYZ will list all 
messages from your collaborator XYZ — a great way 
of finding out how many times she has reminded you 
about that draft of a paper that you promised months 
ago. One of the greatest conveniences is that when you 
receive coloured books mail (i.e. mail from JANET or 
BITNET) the FROM field now makes sense, so you can 
reply directly to it. No more thumbing through the RGO 
e-mail address book! 

C h a n g e s to D C L :   change that might 
have hit you is that commands in command procedures 
MUST now begin with a dollar sign. However, DEC 
has been saying that this would happen for at least four 
years, so you can hardly say that you were not warned. 
(What?  never read any of the manuals? Shame on 
you.) There is now a block structured  
command. This can be very useful in making the flow 
of command procedures more readable, although it can 
have the reverse effect if you get carried away with it. 

There is a new SHOW ENTRY command. This will 
show the entries that you have on the various batch and 
print queues. If you have no entry on a queue, then it 
does not clutter up the listing. If your site has over ten 
batch queues like ours does, this makes it much easier 
to find what you want. 

B A C K U P : — there are two notable changes to 
how BACKUP handles tapes. Firstly, it now mounts 
your tape for you if you have not already done this. Sec-
ondly, it checks that the label on the tape is correct. 
This behaviour is very different from that under ver-
sion 4. You have no doubt already muttered under your 
breath about the stupid computer not letting you write 
your tape just as you used to. The rationale behind the 
change is that it  it more difficult to overwrite a 
tape. I have my doubts about the usefulness of this in 
stopping you from overwriting your own tapes; however, 
I can see that it should be very effective in stopping 
you from overwriting someone else's tape. This has hap-
pened more than once at Manchester. 

EVE: — with version 4 a new editor was released 
— TPU, the Text Processing Utility. The standard in-
terface to this is known as EVE. This has  ad-
vantages over EDT, but had one major drawback: the 
keypad was not the same as the EDT keypad. This was 
very annoying — I find that keypads get hard wired into 
your brain. With version 5 you can use the EDT keypad 
with EVE. 

Efficiency: — one problem that we had with up-
grading from VMS version 3 to version 4 was that it 
made the machines go much slower until we added more 
memory. You will be happy to know that this has not 
been the experience with the current upgrade. DEC 
claim that it is 1-2% slower, although goodness knows 
what they  to be able to claim this accu-
racy. In practice there is of course a wide spread of speed 
changes. Running SORT is supposed to be 50% quicker, 
whereas translating logical names is rather slower. Suf-
fice to say that I doubt you will notice any difference. 

A n d finally... you may think that all of these fea-
tures are quite nice, but are they really necessary? Well 
of course not! Version 4 served us well for many a year. 
However, once you get used to them you will not give 
them up lightly. I recently spent a couple of days at at a 
site that was running VMS 4 after being used to my own 
site running VMS 5, and really missed the new features. 

Peter Allan, Starlink, Manchester 
MAVADr.PMA, PMA@UK.ACMAN.AST.STAR 
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IUEDR corner 

I'd like to use this issue of the Starlink Bulletin to 
answer a few of the most common questions I am asked 
by IUEDR users. These are as follows: 

Q. W h e r e is the I U E D R documentat ion? 
A. Start with SUN/37 for a very general introduc-

tion to IUEDR. This will also  you how to access the 
rest of the IUEDR documentation. You should begin by 
reading the IUEDR User Guide (IUEDR_DOC:GUIDE) 
and the attendant release notes for each release of 
IUEDR. Once you have digested these, there is also an 
IUEDR Reference Manual (SG/3) which provides a de-
scription of all IUEDR commands and parameters and 
the IUEDR User Interface. Soon the IUEDR User Guide 
will be updated and released as SG/2. 

 I 'm confused about Intensity Transfer 
Functions  and absolute flux calibrations 
for low-resolution I U E spec tra . . . 

A. So am I. An  table is used to convert a RAW 
IUE image to a photometrically calibrated (GPHOT or 
PHOT) image. The ITF table is a table of around 12 
data for each of the 768  768 pixels in an IUE image, and 
represents the relationship between raw IUE Data Num-
bers and photometrically useful IUE Flux Numbers. The 
Flux Numbers are on a relative intensity scale. This pho-
tometric calibration is done by the IUE project Spectral 
Image Processing System (IUESIPS), and the resulting 
photometrically calibrated image is the normal starting 
point for IUEDR data reduction. 

The IUE project has a continuing calibration pro-
gramme which results in new, improved ITF tables being 
adopted from time to time. When this happens, a new 
calibration to convert from Flux Numbers per second to 
absolute flux (as a function of wavelength) is also needed 
for the corresponding IUE camera. All the absolute flux 
calibration data available to IUEDR exist in files (ex-
tension  in the directory  IUEDR 
attempts to read the correct one during execution of the 
READIUE command and will inform the user if it has 
been successful or not. 

If you are unsure of the ITF corresponding to the 
data on your IUE tape, then you can find out which ITF 
was used from information given in the tape file header. 
There is a description in SG/3 under the ITF parameter 
which reveals the method. Getting the  absolute 
calibration is pretty important, but getting it wrong is 
not the end of the world — you can use the  
command to put it right. It doesn't help when I put 
the wrong information in the IUEDR HELP system, but 
that has now been corrected! See Imhoff, NASA IUE 
Newsletter, No.37, pl22, 1989, for more information on 
the history of ITFs. 

Q. Is there an absolute flux calibration avail-
able for high-resolution I U E data? 

A. No. The IUE project does now produce a 'flux 
calibrated' high-resolution extracted spectrum. How-
ever, this is still based upon the  absolute 
flux calibration data. Although this is very useful for 
rectifying the camera wavelength sensitivity curve, the 

problem of ripple correction still exists. See Cassatella 
et  (ESA IUE Newsletter, No. 31, p . 7, 1988) for more 
information. It is possible that IUEDR will offer some 
similar facilities in the future. 

Paul Rees, Starlink, UCL 
ZUVADr.PCTR,  

Computer Aided Software Engineering 

Every electrical engineer knows that you don't build 
an electrical circuit by taking a box of components and 
joining them together by trial and error until you obtain 
something which looks as though it works. What you are 
more likely to end up with is a horrible, tangled mass 
of spaghetti. Likewise, a mechanical engineer wouldn't 
try and build a structure, like a suspension bridge, by 
haphazardly joining bits and pieces together. In both 
cases you would start with a written design — either an 
electrical circuit or a set of engineering drawings. Tests 
would be carried out to ensure that the finished product 
will meet the required specification before starting any 
construction. 

The same discipline is required when producing 
software. Sitting at a terminal with a vague idea of what 
you would like and typing in code from scratch will al-
most certainly result in an unmaintainable bug-ridden 
mess! Just as in the three examples given above, soft-
ware needs to be designed on paper before being coded. 

A Computer Aided Software Engineering (or CASE) 
package is being used at the Royal Observatory, Edin-
burgh to help design software in this way. The package 
(the Software Engineering Workbench) was purchased 
from Yourdon International Ltd (15/17, Ridgemount 
Street, London, WC1E 7AH) for around  and 
runs on an IBM PC. It consists of a series of tools which 
enable software packages to be designed graphically. The 
current Yourdon software is rather primitive and slow 
and, running on an IBM PC, only one programmer can 
use it at a time. A multi-user VAX-based CASE sys-
tem would be much more desirable. There are such sys-
tems available (e.g. from Tektronix), but unfortunately 
these tend to be very much more expensive. The Your-
don package nevertheless provides a good introduction 
to CASE techniques. 
The tools available in the Yourdon package are: 

Data flow diagrams. These enable the flow of data 
through a package to be planned in advance. The 
advantage in doing this is that you can predict 
which pieces of information are required at any 
stage. Mistakes in the initial design become glar-
ingly obvious when displayed on a data flow dia-
gram, and may be corrected before coding even be-
gins. Figure 1 shows an example data flow diagram 
for part of a spectroscopy reduction package. 
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Figure 1: A data flow diagram for part of a spec-
troscopy reduction package. 

State transit ion diagrams. These enable the design 
of a system which can switch between a set of well-
defined states. Allowed transitions between the 
different states, the conditions which can cause a 
state transition, and the actions which are carried 
out when changing state can all be designed. Fig-
ure 2 shows an example of a state transition diagram 
for a simple command language. 
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Figure 2: A state transition diagram for a simple 
command language. 

Enti ty relationship diagrams. These enable the re-
lationship between different types of data or things 
to be defined. It is a useful exercise to generate a set 
of these diagrams to get an idea of the relationship 
between the different types of data which a system 
will handle. Figure 3 illustrates how the the parts 

making up a famous publication are related. 

Jo Murray 
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Figure 3 : An entity relationship diagram for a fa-
mous publication. 

Structure charts. These enable programs to be de-
signed in a top-down fashion and broken down into 
a series of modules. 

Once software has been designed and coded, the dia-
grams can be used as part of the documentation, mak-
ing it easier to produce and understand. Of course, you 
do not need a CASE package to use these techniques 
in your own programming. A pencil and paper will do, 
but the Yourdon package enables these diagrams to be 
manipulated easily, just as  enabled me to put to-
gether and edit this article without agonizing over scrib-
bled hand-written versions. 

The Yourdon package was used to design the new 
data acquisition task for the CGS2 infra-red spectro-
meter at UKIRT. It is also being used to design the soft-
ware both for the SuperCOSMOS machine and for the 
planned Sub-millimetre Common User Bolometer Array 
(SCUBA) instrument for the JCMT. 

Anyone interested in learning more about these pro-
gramming techniques should have a look at the books 
referenced at the end of this article. Additionally there 
is a series of articles describing CASE tools in the April 
1989 edition of BYTE magazine (page 206 onwards). I 
would also be happy to demonstrate the Yourdon CASE 
package to anyone visiting the ROE who is interested. 
References 
de Marco, T. 1979.  Analysis and System 
Specification", Prentice-Hall inc. 
Ward, P.T. and Mellor, S.J. 1985. "Structured Develop-
ment for Real-Time  (3 vols), Yourdon Press. 
Yourdon, E. 1975. "Techniques of Program Structure 
and Design", Prentice-Hall inc. 

Steven  Observatory, Edinburgh 
REVADr.SMB,  

(who does not have shares in Yourdon or Prentice-Hall!) 
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Data analysis workshop 

A workshop was held in April at the ST-ECF, 
Garching, with the aim of addressing the problems of 
finding and measuring stars and galaxies in 2-dimensional 
images. This was a fine opportunity to raise awareness 
of the new possibilities the Hubble Space Telescope will 
open up in both those fields; however, although the area 
of crowded-field stellar photometry was well represented, 
that of galaxy studies was less so. David Koo made the 
point that a workshop such as this should at least try 
to lay down some recommendations about how the dif-
ferent galaxy measuring techniques could be put on a 
common scale, but regrettably no one at the workshop 
seemed willing to take up his suggestion. 

For me, the most positive aspect of the meeting was 
the collection, organised by Fionn Murtagh (ST-ECF, 
Garching) of a number of test images of assorted astro-
nomical subjects. It is the intention that these images 
will become the standards for appraisal of new and ex-
isting reduction packages. A database of results from 
analysis of the test images is also being organised by 
Fionn Murtagh. There is at present a lack of simulated 
images to test the absolute accuracy and completeness 
of the packages, but it is hoped that these will become 
available in the future. 

Of interest to Starlink users was the demonstra-
tion of portable MIDAS on Unix workstations. In gen-
eral terms, MIDAS is the ESO equivalent of Starlink's 
ADAM software environment and used to be confined 
to VAX/VMS machines, as ADAM still is. The MIDAS 
staff at ESO have put considerable effort into converting 
their software to run on both Unix and VMS machines 
(presumably at the expense of developing applications -
I did not have the courage to ask the MIDAS users what 
they thought of this!). The workstations on show had 
imaging capabilities so that applications could use win-
dows as image displays. All was not rosy, however, as the 
graphics standard adopted by MIDAS for workstations 
did not allow for hardware zoom, scroll or blink of the 
image displays. The small pixel size of current worksta-
tion displays necessitates a zoom facility and the  
system creates another window containing a zoomed, but 
static, section of the original image. 

Nick Eaton, Starlink, Durham 
DUVADr.NE, NE@UK.ACDUR.STAR 

A comparison of ULDA and IUEDR 
products 

The easy availability of IUE data on magnetic tape 
from the RAL IUE archive (via the IUE captive account 
on STADAT, SUN/58) combined with the powerful ca-
pabilities of IUEDR (SUN/37) have permitted UK as-
tronomers to analyse literally thousands of IUE spectra. 
Now, in its never ending quest to get every astronomer to 
use IUE data, the ever resourceful IUE project has cre-
ated a compact subset of the main archive called the Uni-
form Low Dispersion Archive (ULDA), described fully in 

ESA IUE Newsletter No. 30, July 1988 (see also Star-
link Bulletin 1, pl2). The ULDA contains several tens 
of thousands of fully calibrated low-resolution spectra, 
and is basically complete up to a certain date (currently 
the beginning of 1987). These spectra were  
by taking the extracted spectra direct from the main 
archive and correcting them for non-uniformities in the 
various versions of IUESIPS used over the years. The 
same absolute flux calibration was then applied after 
the exposure times had been carefully checked and dubi-
ous cases noted (generally where non-standard observing 
techniques were used — see below). Thus, the ULDA is 
designed to be a fully usable archive, in the sense that the 
data are of sufficient quality and reliability to be used 
for serious scientific research. It should be noted that 
the ULDA is n o t related to the earlier microfiche plots 
produced and distributed by RAL, which were strictly 
designed for a 'quick-look' to check for data-quality be-
fore ordering images from the main archive. The ULDA 
is available in the UK via your Starlink host node ac-
count on STADAT (SUN/20), so the question arises as to 
when it is still advisable to use IUEDR for low-resolution 
spectra. (It is obviously still necessary to use IUEDR for 
high-resolution spectra.) 

There are a few categories of spectra where use of 
the ULDA is not advisable. For trailed spectra the expo-
sure times were calculated assuming the large aperture 
is 20 arcseconds long. This is slightly inaccurate, as the 
aperture is actually 20.5 and 21.4 arcseconds long for 
the LWLA and SWLA respectively. For multiple ex-
posures in the large aperture only a single spectrum is 
given in the ULDA. Thus, for multiple exposures of a 
variable object, e.g. flare star, you have to use IUEDR. 
(The ULDA extraction assumes an extended or trailed 
spectrum depending on whether the multiple exposures 
were obtained along the axis of the aperture, or along the 

 of the FES. Thus the ULDA spectrum is a sort-of 
merge, with the absolute fluxes calculated using the to-
tal exposure time.) The flux calibration applied to small 
aperture spectra takes no account of variable factors like 
guiding accuracy, although this is a problem whatever 
extraction program is used. For extended sources, for 
which you presumably want to study the spatial struc-
ture of the source, IUEDR should be used to study the 
image or the IUESIPS line-by-line file. Spectra of mul-
tiple unresolved sources in the aperture (e.g.   
or the double quasar) will require more sophisticated 
extraction techniques to deconvolve the various compo-
nents. A further point is that the ULDA spectra were 
not calibrated using the latest absolute flux calibration, 
or corrected for the time-dependent camera sensitivity 
changes. The ULDA spectra were also calibrated as-
suming the same absolute calibration applies to large 
and small aperture and trailed spectra. In fact there are 
small (few percent) wavelength dependent differences. 
However, any required calibration changes can easily be 
made using, for example, a DIPSO user function (see 
SUN/50). 

Apart from the minority of spectra in the above cat-
egories, spectra obtained from the ULDA or extracted 
using the default mode of IUEDR are generally not sig-
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nificantly different. Thus, excluding the possibility of 
individual extraction mistakes, in most cases the ULDA 
provides a spectrum that can be read directly into a 
spectrum handling package like DIPSO for data analy-
sis. An example of a well-exposed spectrum of 3C273 
is shown in Figure 1. The ULDA and IUEDR spectra 
are almost identical. The slightly lower flux at the long-
wavelength end of the IUEDR spectrum is due to the 
updated absolute calibration data used. 

Personally, I would continue to use IUEDR for ex-
tracting spectra which, based on the ULDA spectrum 
or the IUE log, are weak, or where the spectrum is af-
fected by spurious features, such as cosmic-ray hits. For 
these spectra IUEDR is superior as it allows you to vary 
the extraction parameters (e.g. narrow the slit), examine 
and edit the photometric image (e.g. remove cosmic-ray 
hits), measure the actual counts recorded (e.g. correct 
for possible residual spectra) and output a line-by-line 
file suitable for input to another extraction program 
which presumably uses a more sophisticated extraction 
technique (e.g. a gaussian slit). 

An example of a spectrum of QSO 0736+017 is 
shown in Figure 2. The IUEDR spectrum has been 
extracted using a narrower slit. Both the IUEDR and 

ULDA spectra have been smoothed with a Gaussian fil-
ter of  5Â. In the case of the ULDA spectrum, 
the use of a wider slit means that spurious events outside 
the spectrum are injected into it. 

Overall I've found the ULDA to be a quick and 
easy way to get hold of a reliably calibrated IUE low-
resolution spectrum. For weaker spectra I prefer to use 
IUEDR, with which I can display the photometric im-
age and examine each and every pixel, whilst ignoring 
the witty comments from other users waiting to use the 
Ikon image display. However, even where IUEDR is to 
be used, the ULDA provides a useful 'quick-look' facility, 
and provides a valuable check  exposure times. The 
continued use of IUEDR should not be taken as a criti-
cism of the ULDA. No single data-reduction method is 
ever going to be the best for every image, and in the case 
of the IUE archive the sheer volume of spectra requires 
the application of a basically non-interactive procedure. 
The ULDA provides a large archive of ultraviolet spec-
tra covering practically every field of astronomy, so login 
to STADAT and have a go! 

Paul O'Brien, UCL 
ZUVADr.PTO PTO@UK.ACUCL.STAR 
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Solar maximum observed by SMM 

Several enormous flares occurred on the Sun start-
ing on 6th March, 1989, and have been linked to exten-
sive auroral displays on 13th March. The increase in 
sunspot activity in March makes it one of the most ac-
tive periods in recent times. The number of spots is close 
to a maximum in the current eleven-year cycle (no. 21), 
which is much higher than the average for cycles 8-20. 

The activity in  March was due to a large 
sunspot region that rotated over the east limb of the 
Sun on 5th March. A huge flare occurred on 6th March 
whilst the region was still on the east limb. The in-
struments on the NASA spacecraft Solar Maximum 
Mission (SMM), including the two soft X-ray Bragg-
crystal spectrometers making up the X-ray 

 recorded the flare throughout its development. 
Spectra from helium-like iron and calcium from the Bent 
Crystal Spectrometer, and images in spectral lines due 
to helium-like sulphur and iron from the Flat Crystal 
Spectrometer (FCS), were obtained. Figure 1 (above) 
shows an  FCS image in the sulphur line. 
It shows a region of extremely intense, hot plasma high 
above the surface of the Sun, probably the tops of several 

loops that are defined by the magnetic field of the active 
region within which the flare occurred. The white lines 
are contours of visible-light intensity as observed by an 
optical sensor in the X-ray instrument, while the X-ray 
emission itself is the elongated blob just above the white-
light limb. (The white boxes define the white-light and 
X-ray fields of view, which are slightly different.) 

IDL is now available for solar work at all the Star-
link sites which have requested it, a reflection of the re-
cent increase in Starlink support for solar astrophysics 
(see also SIG News, page 9). 

Several flares occurred on the following few days, 
particularly on 9th and 10th March. One of these had 
unprecedented extent as detected by ground-based tele-
scopes at the Sacramento Peak Observatory in New 
Mexico observing in the light of hydrogen spectral lines. 
The X-ray emission was correspondingly very large, al-
though not as large as the limb flare on 6th March. 

Ken Phillips, RAL 
RLVADr.KJHP, KJHP@UK.ACRL.STAR 
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HDS — How Data Sits 
Most of you will have heard of HDS and will know 

that it stands for Hierarchical Data System. But what 
does this really mean? And why do we need it? And 
how are we using it? And will we still use it when we all 
have our own personal super-fast workstations sitting on 
our desks? 

HDS manages hierarchically structured data within 
files, just as operating systems that support directo-
ries and  manage hierarchically structured 
files on disc. HDS structures are self-defining, so appli-
cations can, if they need to, find out which objects are 
present or absent and act accordingly. A complete set 
of facilities is provided for creating objects, deleting ob-
jects, reading, writing and mapping data. 

That should go a little way towards explaining what 
HDS is, but it doesn't really explain why we need it. The 
simple answer is illustrated by the fact that there was 
a previous data system (the so-called Interim or BDF 
system that is used in ASPIC) whose data files corre-
sponded directly to a simple FITS image — a single 
data array and an arbitrary number of associated named 
character strings (for example OBJECT =  Field"). 
This was sufficient for simple applications, and with a lot 
of usually inefficient ingenuity could be used for more 
complex applications, but it rapidly became clear that 
the role of the data file is to start off as raw data and to 
go through a series of calibration and extraction steps, 
all the time picking up extra information in the form of 
wavelength arrays, error information, statistics and pro-
cessing history. To do this you need a structure to which 
you can add things as you go along. Enter HDS! 

A train can only run from one country to an-
other if the two countries agree on track gauges. If 
they have different gauges you're in for a change of 
train or some fancy mechanics at the border. The 
same is true of HDS. It 's no good me putting my 
data array into FILE.Z.DATA when you expect it in 

 (to take an example that will be 
familiar to many). For HDS to be generally useful, it is 
not enough just to use it; you have to agree on a set of 
rules for how it should be used. If you want to know how 
Starlink proposes to use it, read SGP/38, which defines 
the NDF —  Data Format — which will 
eventually be the format exported by UK observatories 
and used by all Starlink data reduction software. 

The major use of HDS is for the storing of astro-
nomical data, but it is sufficiently general for it to be 
used in other areas as well. For example, it provides the 
permanent storage for the ADAM parameter system (so 
that a parameter can retain its value from a previous run 
of a program); it is used for the Applications Graphics 
Interface (AGI) database, and at the AAO it is even used 
for the files that hold pre-defined UCL Echelle Spectro-
graph (UCLES) configurations. The fact that it is a 
system capable of supporting complex and large struc-
tures does not mean that it cannot be used for simple 
and small structures. 

So what of the future? We can be fairly certain that 
HDS is with us to stay, and that it will be with us long af-

ter we have forgotten, if we ever knew, what VAX/VMS 
stood for. This is because of the very general support 
throughout the community for a hierarchical data sys-
tem. Now that we've got it, we are not going to give 
it up lightly. So we will be faced with the prospect of 
a port to other operating systems, initially undoubtedly 
to some flavour of Unix (with the recent announcement 
of the DECstation 3100, most likely to Ultrix). This 
port does not pose major problems and indeed HDS has 
already run under Convex Unix. The best results will 
be obtained on operating systems that permit, as does 
Convex Unix, files to be mapped into virtual address 
space, but HDS can be implemented even on operating 
systems that do not permit this. The catch in the latter 
case, and it isn't really too much of a catch, is that when 
an application requests that a data object be mapped, 
the entire object will have to be read. This won't be 
much of a problem in applications which were going to 
look at all of the data anyway, but will suggest a differ-
ent applications programming style in applications that 
were only going to look at a single pixel! 

William Lupton, Epping, Sydney 
  A OMAIL,  A   

MAILclubs 

Any naughty users illicitly sharing accounts in or-
der to have a common address for incoming MAIL can 
now achieve the same result legally by asking their site 
manager to set up a MAILclub. 

A MAILclub is a special account which provides 
a group of authorised and collaborating Starlink users 
with a shared MAIL service. Each MAILclub  
has a secret password; this is known only to the members 
of the club, any one of whom may login to read and 
distribute (or to send) MAIL messages. 

A MAILclub account is captive, offering a small 
repertoire of special commands: 

• MAIL — access to the MAIL utility itself. 

•  — required periodically to change the 
login password, which is known only to club mem-
bers and stops non-members peeking at the club's 
MAIL traffic. 

• DIRECTORY — lists the names of all the files in 
the account's single directory, with the exception of 

 files. 

• SETPAD - to do with efficient operation when the 
account is being operated remotely through an X.25 
PAD. 

The members of the MAILclub also have normal 
Starlink accounts, which are, of course, completely pri-
vate and must not be shared. 

Patrick Wallace, Starlink, RAL 
RLVADr.PTW, PTW@UK.ACRL.STAR 
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Figaro corner 

Anyone who has looked at the source for the Figaro 
applications released with Figaro 2.4 may have noticed 
that a large number of them have changed markedly. 
Moreover, the Programmer's Guide that comes with 2.4 
is very little help in understanding these new versions. 

In particular: 

• The new versions have very few calls to the DTA 
routines that have always (until now) formed the 
backbone of all Figaro code. 

• Instead, there are a lot of calls to routines called 
 

• The new versions are generally much shorter, at 
least in the outer routines that handle access to the 
data files. Also, they have almost no error-handling 
code. 

• Generally, the inner routines that do the real work 
(the ones that the outer levels call once they've got 
the data from the files) are unchanged. 

It's about time some of this was explained. You may 
add that it's about time some of this was documented; 
I'll come to that at the end. 

What 's happened is that a new set of routines (the 
DSA library) has been written to handle all — well, al-
most all — access to the data structures in the Figaro 
files. Figaro has now been around sufficiently long for 
patterns to emerge in the way it uses DTA calls to ac-
cess the data. This has made it possible to package up 
most of the common operations into single DSA calls. For 
example, a large number of Figaro applications call the 
parameter system to get the name of an input file, open 
the file, put out a brief and not always helpful error mes-
sage if the file wasn't there, then get an output file name 
from the parameter system, see if it 's the same as the 
input file and if it isn't, create such a file making it a 
copy of the input file and then open it. For some ap-
plications, that 's most of the work. And all that is now 
just one call to DSA_INPUT and one call to  

Similarly, the business of getting the size of the 
main data array, formatting a decent error message if 
it doesn't exist and mapping it if it does, is now a single 
call to  Moreover, if the DSA system has 
done all the file opening and data mapping etc., then it 
knows exactly what has been opened and mapped, and 
a single call to  is enough to close down all 
the file handling the application has started — which 
removes most of the code at the end of each application. 

Most importantly, the call to a routine like DSA_ 
 no longer specifies the name of the main data 

array in the file structure; DSA knows that it's going 
to be  And — pay attention, because 
this is the important bit — when Figaro starts to use 
the new data structures defined by Starlink in SGP/38 
(everybody's favourite light reading) a new version of 
DSA will then know that the array is '    
without the application code having to be changed at all. 

In fact, this was the original reason for writing the DSA 
package in the first place. 

Also, it is possible to make a routine such as DSA_ 
 much more intelligent than the low-level DTA 

calls it replaces. It can spot a contracted array (as pro-
duced by CONTRACT) and convert it on the fly; it can pro-
cess an associated data-quality array and flag the corre-
sponding data pixels if that 's how the application wants 
it, and so on. 

Documentation. Urn. DSA is going to be officially re-
leased 'very shortly' (which is a euphemism for 'real soon 
now') and will come with a completely rewritten Figaro 
Programmer's Guide. A 'preliminary and incomplete' 
copy of this (dated February 1989) is already available, 
and if anybody wants this now I can arrange to supply 
a copy of the relevant  files. 

Keith Shortridge,  Sydney 
 

Starlink programming conference 

The Starlink programming conference on VAXnotes 
is used to air views on topics relevant to software de-
velopment on Starlink. It is a private conference, which 
means that it has a restricted membership list. You may 
think that this gives Starlink a mechanism for making 
decisions behind the users' backs, but I can honestly say 
that if such things occur then they do not happen in 
this conference. What follows is a  of the most 
interesting topics on this conference. 

There has been a lengthy discussion on the recom-
mended format for prologues in Starlink software. For 
those who rarely comment their code, prologues are com-
prehensive descriptions of the purpose of the routine, any 
tricks, bugs or limitations in the code, and lists of all the 
arguments passed to the routine, all given before the 
code begins. Examples of such prologues can be seen in 
the KAPPA source, and the definitive ADAM prologue 
will soon be documented. One of the advantages of a 
standardised approach to prologues is that the text can 
be automatically extracted and put into user manuals or 
help libraries. Some expressed the view, however, that 
this results in very turgid documentation that is difficult 
for the general user to follow. 

In a similar vein there has been discussion on the 
standardisation of programming styles. The advent of 
the Language Sensitive Editor (LSE) means that Star-
link approved methods (see SGP/16) can be incorpo-
rated into the editor so that at the touch of a button, 
approved code constructs will appear in the source. Rod-
ney Warren-Smith (RLVAD::RFWS) is altering the LSE 
templates to achieve this, and a test package should be 
available soon for a limited evaluation. 

One topic that is possibly the most useful to the 
general community, and should perhaps have its own 
conference, is on  hints. One contribution defines 
a more attractive underscore character than that given 
by default. Another requests help in achieving variable 
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line widths (horizontal and vertical) inside a tabular en-
vironment. A basic problem which many may have en-
countered is the limit on the main memory size in  
The reply from Starlink headquarters is that any changes 
would make the Starlink version of  incompatible 
with other implementations, and therefore cause prob-
lems when transporting  documents to other sites. 

 After a lively start to the programming conference 
the topics have dried up somewhat. As a test of the 
penetration of the conference I created a topic that re-
quested members to reply as soon as they read the initial 
message. The diagram below shows the response times 
of the members to the message. 
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I have not named names, but I have indicated the 
sites where the responses originated. As can be seen 
RAL were quick off the mark, but this could have been 
due to a tip-off to make the headquarters look on the 
ball. There was an impressively fast response from 
Hawaii, but the bush telegraph is clearly slow to sleepy 
old London. However this is not the worst since some 
members have still not replied, some months after the 
test started. Clearly VAXnotes have not been habit-
forming. 

Nick Eaton, Starlink, Durham 
DUVADr.NE, NE@UK.ACDUR.STAR 

Site manager's soapbox 

In the last eighteen months the Starlink computing 
resources at Cambridge have changed dramatically, and 
users continually comment on the scale of the transfor-
mation that has taken place in such a short space of 
time. Postdocs now sadly leaving our fold reminisce on 
how they used to come in at 5:00 am to get onto the 
11/780 before the machine became too slow to let them 
log in, and  apocryphal tales of how they would try 
to bribe the system manager with bottles of wine in or-
der to get a few more hundred blocks of disc space (this 
must have been before my time since I have never had 
any such offers!). As these people leave, they shed a 
tear, not only for the friends whom they will be leaving, 

but also because they will no longer be able to use the 
facilities that we now offer. 

At Cambridge we have a four node cluster consist-
ing of a  VAX 3500, two  VAX  and a VAX-
station 2000 (the latter was provided with funds from 
the Royal Society). This represents more than a five-fold 
increase in CPU power over the faithful 11/780 (now in 
that great machine room in the sky) and the astronomers 
know it. Suddenly Starlink is worth using again, and all 
those dusty old magnetic tapes are being pulled off the 
shelves. Similarly our on-line disc space has increased 
to over 3 Gbytes. The sheer bulk of data output by the 
Automatic Plate Measuring group (APM) at Cambridge 
requires users to have whole discs to themselves at times 
and already the new space has been put to good astro-
nomical use. Both of the trusty ARGS have been re-
placed by the superior  image displays and we now 
also have two high-speed 6250/1600 bpi half-inch tape 
drives. 

Many of our users who leave these shores write back 
with tales of computing woe. They mournfully relate 
how pitiful the astronomical computing resources are at 
their new institutes in comparison to Starlink. One ex-
user arrived in the USA and was given such a small quota 
of disc space that he  only fit a subset of his per-
sonal data reduction software on disc at any one time, 
let alone put any data on-line on which he could use the 
software! 

In addition to moans about lack of disc space, 
a common complaint from ex-users is that the ma-
chines they have moved to are not running VMS but 
some hideous operating system which they have to fight 
against continually in order to get any research done. 
In these days of Unix popularity, there are many VMS 
knockers around, but astronomers still like VMS be-
cause it is so friendly. We have many foreign visiting 
astronomers here in Cambridge who have never used 

 before; armed with just a copy of SUN/1 
(Starlink Software — An Introduction) the E-mail ad-
dress of their home institute and the advice that typing 
HELP will solve all of their problems (well some of them 
at least) they find themselves happily producing science 
on the Starlink cluster within days. To put VMS in con-
text with other leading operating systems, I will quote 
a big Unix fan I know who proudly states  like Unix. 
It is terse and unforgiving, just like  

However, it should be remembered that there is no 
guarantee that Starlink will simply keep buying VAXs 
because that is what it has done in the past. The 
Project is already considering investing in high perfor-
mance workstations which run Unix, although it may 
turn out that the average user will never see the dif-
ference — users will log onto a Unix machine and go 
straight into ADAM. 

Chris Clayton, Starlink, Cambridge 
CAVADr.CAC,  
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 — an Image Display Interface 

With the  the Ikon image displays, many 
users will have realised that older programs which use 
the ARGS displays will not work with the newer de-
vices. This arises because such programs exploit fea-
tures of the display's hardware in a way that can only 
be understood by an ARGS. Re-writing these programs 
to do exactly the same thing on an Ikon can be very 
hard work indeed — and simply doing so means that the 
whole process has to be repeated whenever a new image 
display is acquired by Starlink. Clearly, it would be nice 
if there were a standard subroutine library for image dis-
play (analogous to GKS for line graphics) which would 
allow interactive image display programs to be written 
in device-independent form. 

Until recently, no such subroutine interface has been 
available, so an international collaboration between as-
tronomical data processing groups (including Starlink) 
has set out to define a suitable standard. The resulting 
Image Display Interface (IDI) has now been published 
(see Astronomy and Astrophysics Supplement Series, 76, 
263, 1988). Programs which use this interface will not 
subsequently have to change to accommodate new image 
displays; instead, a single re-implementation of the IDI 
subroutines will allow all existing programs to use a new 
device, in the same way that GKS accommodates new 
graphics devices. 

As a first stage in adopting this standard, Starlink 
has developed an IDI implementation for Ikon displays 
which, amongst other things, makes  effects 
(such as pan, zoom and blink) available on the new de-
vices. This work is now nearing completion and IDI for 
the Ikon should be released on Starlink shortly after this 
Bulletin appears. 

Rodney Warren-Smith, Starlink, RAL & Nick Eaton, 
Starlink, Durham 

RLSTARr.RFWS,  & 
DUVADr.NE, NE@UK.ACDUR.STAR 

Assess your Starlink appeal. 

Do you feel inadequate and insecure with comput-
ers? Or are you proud of your skill and knowledge? An-
swer these questions honestly and find out what species 
of computer user you really are. 

1. Your ARGS has just been replaced with an Ikon and 
none of your programs will work anymore. What do 
you do? 

A Move to a node that still has an ARGS. 

B Rewrite your code using IDI. 
C Build a hardware add-on to make your Ikon look 

like an ARGS. 

2. You discover a bug in some Starlink software. Do 
you: 

A run the program and use the answer anyway? 

B MAIL RLSTAR::STAR with your bug report? 
C write some software of your own to do the same 

thing? 

3. You want to write a program to run on Starlink. So 
you: 

A use FORTRAN II. That ' s how you learned to 
program. 

B follow the guidelines in SGP/16. 

C write your own programming language. 

4. Your password has just expired. Do you: 

A change it to your new lover's name? 
B use a memorable word or phrase that is not in 

the dictionary? 
C use the VAX password generator and write it in 

your diary as you can't remember it? 

5. You've left your  AT observations on the Coona-
 VAX. What do you do? 

A Copy them over PSS. 
B Ask a kindly Aussie to send them on tape. 
C Analyse the data by logging in remotely to the 

Coona VAX. 

6. Your program is generating lots of page faults. So: 

A what? 
B I'll examine the code to see if the memory-access 

can be improved. 
C the VAX cluster can handle it. 

7. You want to co-ordinate a software project with half 
a dozen programmers all over the country. Do you: 

A use a distribution command file to mail them? 

B set up a conference on VAXnotes? 
C use the VAX phone to have a mini-conference? 

(Yes, up to six people!) 

8. At 11:00pm a Soviet astronomer (due to leave for 
the USSR the following morning) begs you to copy 
his files onto a tape for him to take home. What do 
you do? 

A Use BACKUP to copy his files but don't  him 
that he needs a VAX to read them. 

B Spend all night with him converting his files to 
fixed length ASCII files. 

C Pretend that you are Spanish and that you don't 
understand. 

9. You see a user log in using a username which is not 
her own. Do you: 

A stand there wondering how she knew that the 
password was GALAXY? 

B frog-march her off to the system manager? 
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C show her how to leave a Trojan Horse in the ac-
count? 

10. The tape drive chews your tape. So you: 

A feed it another tape. 

B read the manual to see what you did wrong and 
try again. 

C send abusive mail to the system manager. 

 Starlink wants to replace your favourite package 
with a new one, and it doesn't do just what you 
want. Do you: 

A change it and keep your own private copy? 

B contact the author and suggest some improve-
ments? 

C  your manager not to bother installing it? 

12. You are worried that the scratch purger will delete 
your files overnight. What do you do? 

A Copy them to an account on another machine. 
B Back them up onto tape. 

C Run a batch job to access them all night. 

13. You find an unattended terminal that someone left 
logged in for some hours. Do you: 

A see if there are any interesting files? 
B log out? 

C send embarrassing mail messages from the ac-
count? 

14. The program you're writing needs to do some plot-
ting. Do you: 

A take the code from that old program which uses 
 

B use a package like NCAR or PGPLOT which is 
 (and therefore guaranteed to work 

on future devices)? 

C write your own graphics package? 

15. You are asked to contribute to the Starlink Bulletin. 
What do you do? 

A Send a boring contribution that you know won't 
be included. 

B Send something understandable and interesting 
with a nice picture. 

C Pretend you are out of the country and unreach-
able. 

16. You are system manager and you want to take the 
machine down. Do you: 

A give the users five minutes warning of the shut-
down? 

B ask them when would be a convenient time? 

C halt the machine and pretend it crashed? 

17. You run out of disk quota on your account. What 
do you do? 

A Begin to fill up all the available no-quota scratch 
space. 

B Try PURGE and BACKUP. 
C Go straight to the system manager and demand 

more space immediately. 

18. You have a non-astronomical friend who desperately 
needs access to a computer system. So you: 

A let him use your account. 
B suggest he speaks to the system manager about 

his needs. 
C get him a Starlink application form and  fibs. 

19. The terminal you want to use is faulty. What do 
you do? 

A Go away assuming someone else will deal with 
it. 

B Report the fault to your system manager. 
C Attack it with a screwdriver. 

20. Your favourite package has undergone a radical 
change but  don't know the details. So you: 

A MAIL Starlink to complain. 
B read the relevant documentation. 
C keep a personal copy of the version you under-

stand. 

21. Comments in programs: 

A are a great opportunity for jokes and fun. 
B should be liberally interspersed in the code so 

that you (or someone else) will have no prob-
lems maintaining it. 

C are a waste of disc space. 

22. Starlink's efforts in promoting ADAM are: 

A a nasty plot to make easy things complicated. 
B an attempt to make it easier for astronomers to 

write and share programs. 
C interesting, but I've written my own environ-

ment. 

Results 

Most ly As: We were recently told:  lot of the more 
recent Starlink software seems to be written for peo-
ple with Nobel Prizes in Computer Science; what we 
need is simple rugged software for  Meaning 
you! 

Mostly Bs: Be more truthful next time. 

Mostly Cs : As a wanton waster of human and com-
puter time, you should confess to your site manager 
and surrender your username immediately. 



• 

HST simulation 

The figure above shows two simulations of short exposures of a Globular Cluster in a nearby Dwarf Spheroidal 
galaxy. Both show the same area of sky. The upper exposure shows what is achieved with a ground-based telescope 
in good (0.8 arcsec) seeing, and the lower exposure shows what is expected from the PC camera on the Hubble Space 
Telescope. The pixel sizes are 0.4 arcsecs for the ground-based image and 0.04 arcsecs for the PC. 

The images were made using the Starman package and were produced at the RAL Starlink node. 
Alan Penny, RAL  AJP@UK.ACRL.STAR 

Starlink major nodes & site managers: 
B I R M I N G H A M : School of Physics and Space Research, Uni-
versity of Birmingham, PO Box  BIRMINGHAM,  2TT. 
Tel: 021-414-6447. JANET:  
Bill Wilson. 
C A M B R I D G E : Institute of   Road, CAM-
BRIDGE, CB3  Tel: 0223-337542. 
JANET:  Chris Clayton. 
D U R H A M :   Physics,  Labs, University of Durham, 
South Road. DURHAM,  3LE. Tel: 091-374-2131. 
JANET:  Alan Lotts. 
JODRELL B A N K : Nuffield Radio Astronomy Lab, Jodrell 
Bank, MACCLESFIELD, Cheshire,  9DL. Tel: 0477-71321 
X293. JANET: UK.AC.MAN..TB.STAR. Brian  
LEICESTER: Dept of Physics, University of Leicester, Univer-
sity Rd, LEICESTER,  7RH. Tel: 0533-523507. 
JANET: UK.AC.LE.STAR. Geoffrey  
M A N C H E S T E R : Dept of Astronomy, University of Manchester, 
Oxford Road, MANCHESTER, M13 9PL. Tel: 061-275-4236. 
JANET:  Peter Allan. 
N O R T H E R N I R E L A N D : (1) Dept of Pure and Applied Physics, 
Queen's University of Belfast, BELFAST, BT7  Tel:  
245133 X3552. JANET:  (2) Armagh 
Observatory, College Hill, ARMAGH, BT61 9DG Tel: 0861-
522928. JANET:  Paul Brown. 
RAL: Rutherford Appleton Laboratory, Chilton, DIDCOT, Oxon, 
0X11 0QX. Tel: 0235  JANET: UK.AC.RL.STAR. 
Andrea Roberts. 

R G O : Royal Greenwich Observatory, Herstmonceux Castle, 
SHAM, East Sussex, BN27 1RP. Tel: 0323-833-171 X3346. 
JANET:  Stuart Keir. 
ROE: Royal Observatory Edinburgh, Blackford Hill, EDINBURGH, 
EH9  Tel: 031-668-8377. JANET: UK.AC.ROE.STAR. John 
Barrow. 
UCL: Dept of Physics and Astronomy, University College London, 

 Street, LONDON,  6BT. Tel: 01-380-7147. 
JANET:  Deanna Nicholson. 

Starlink project contacts at RAL: 
Tel: 0235-21900. All usernames on UK.AC.RL.STAR 

Project Manager: Patrick Wallace X5372 (PTW) 
 Scientist: Gordon Bromage X6362 (GEB) 

Network Manager: John Sherman X6367 (JCS) 
Software Librarian: Mike Lawden X5114 (MDL) 
Software Distribution: David Rawlinson  (STAR) 
Head of Applications: Rodney Warren-Smith X6254 (RFWS) 

More information on Starlink staff, users and committees is stored 
on Starlink machines in the ADMINDIR directory; for example: 

WHOSWHO.LIS List of Starlink sites and Starlink staff 
 Details of special interest groups 

  Personal names and usernames of  Starlink 
users 

A useful index of Starlink documents is maintained in the files 
 and  

 
 Appleton Laboratory 
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