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Editorial 

 first Unix machine was installed at RAL 

last October (see front cover). Whilst Starlink will 

main predominantly VAX/VMS-based for as long as this 

satisfies its users, the brave new world of the 1990s will 

bring not only Unix but other major additions to Star-

link. These developments have been reflected in an in-

flux of contributions on  issues to the 

current edition of this Bulletin. An effort has been made 

to represent all the systems of interest to Starlink users, 

and these are featured in "The Great Environment Ques-

tion" in the (suitably) green pages at the centre of this 

edition. Responses to these items are welcome for the 

next Bulletin, but thereafter the debate will be curtailed 

to give room to other matters. 

Thanks are extended to all the authors, and, as al-

ways, contributions are invited from all readers. The 

Starlink Bulletin is now in colour, so items which in-

clude colour pictures of image processing etc. are partic-

ularly welcome. Please send any articles or letters for 

next July's Starlink Bulletin by 11th May via electronic 

mail to the address below. 

Jo Murray, Starlink, RAL 

 JM@UK.AC.RL.STAR 

Readers are reminded that this Bulletin comprises a collec-

tion of articles from many sources. Hence the views expressed 

do not necessarily reflect those of Starlink management. 

The next Fortran 

Those of us who use For t ran are only too aware 

of its deficiencies, many dat ing back to design decisions 

taken in 1954. We often feel forced to use various VAX 

extensions to For t ran jus t to write real programs, even 

though we know they might s top us using these 

fangled workstat ions and PCs . 

The good news is t ha t Fortran has jus t undergone 

a thorough and radical revision. The result, provision-

ally named For t ran 8x, is a draft s tandard jus t issued 

by ANSI ( the American National Standards Inst i tute) 

and ISO (the Internat ional Standards Organisat ion). 

This not only provides jus t about every facility tha t a 

modern language needs but still contains the whole of 

F O R T R A N 77 as a subset, so tha t existing programs 

can continue in use unaltered (at least those tha t con-

form strictly to the current s t andard) . 

The bad news is the sheer size of the language. The 

number of s ta tements , for example, has gone up from 

46 to 79 ( though several are now obsolete) while the 

number of intrinsic functions has risen from 38 to 113. 

One of the s t rengths of For t ran has been the ease with 

which scientists can use it to solve real problems without 

becoming computer experts . Beginners will probably 

prefer For t ran 8x because its rules are simpler and less 

riddled with exceptions, bu t it may take rather longer 

t han before to acquire complete mastery of the language. 

When the previous draft s tandard was issued in 

1987 it a t t rac ted considerable opposition, especially 

from the large manufacturers such as DEC and IBM. 

The latest draft is slightly simpler and IBM have reluc-

tant ly accepted it, a l though D E C are still opposed. On 

the other hand, many smaller companies such as Cray 

are much more enthusiastic and a few have already pro-

duced prototype Fortran 8x compilers. If this draft be-

comes a s tandard, other companies will surely follow. 

My own opinion is tha t F O R T R A N 77 so desper-

ately needs to be modernized tha t the draft ought to be 

accepted  or less as it s tands. If it is not then di-

alects of Fortran are likely to proliferate and users will 

eventually prefer more modern languages like Ada. 

It is impossible here to give more than a brief out-

line of the new facilities but I have tried to identify po-

tential trouble spots where the syntax of VAX Fortran 

extensions differs significantly from tha t of Fortran 8x. 

New source form 

Fortran 8x at last escapes from the confines of the 

80 column card. Symbolic names can be up to 31 char-

acters long and can include underscores (but not dol-

lars). Lower-case and upper-case letters are equivalent, 

and you can use symbols such as > and <= instead of 

constructions like  and  

A free-format for source code is introduced but it 

cannot be mixed with fixed-format code in the same pro-

gram unit; a compiler switch will be required. In free-

format code the lines can be up to 132 characters long 

and up to 39 continuation lines are allowed. Semi-colons 

can separate multiple s ta tements on a line.  

comments are allowed using the exclamation mark. Con-

t inuat ions are marked by an ampersand at the end of the 

preceding line. 

Numerical precision 

Fort ran 8x makes it much easier to design port-

able numerical procedures, always a problem up to now 

because the DOUBLE PRECISION of one machine may 

be much like the REAL of another . All the intrinsic 

types have a KIND parameter which selects the inter-

nal representation. On a VAX, REAL will default to 

REAL(KIND=4) whilst double precision will default to 

REAL(KIND=8) or REAL(8) for short . Although this re-

sembles the VAX notat ion  the impor tant differ-

ence is tha t the kind can be selected (at  

according to the required precision. For example to ob-

tain at least 10 decimal digits and an exponent range of 

at least 50, one will be able to use something like this: 

INTEGER FLT 

 

REAL (FLT) X, Y 

COMPLEX (FLT) Z 

X = 3.1415926535_FLT 

In the last line the name of the kind parameter is ap-

pended to the constant to specify the precision required. 

Kind parameters are optional for other intrinsic types. 

Thus  (KIND=2) might select a representation 

using two bytes per character so tha t a lphabets such as 

 or Arabic could be handled. 
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Character-handling 

The handling of character strings will be assisted 

by a range of new intrinsic functions with nice simple 

names like TRIM and SCAN. The lat ter does the same as 

the VAX routine STR$FIND_FIRST_IN_SET incidentally. 

Those who have used Pascal often feel the lack of a 

variable-length string type in Fortran. This is still not 

provided intrinsically but the facilities for user-defined 

types and operators make it fairly easy to provide this 

as an add-on package. A set type (as in Pascal) could 

be added in the same way. 

User-defined data types 

User-defined types (or da t a structures) are defined 

in much the same way as in VAX Fortran but using a 

TYPE s ta tement (which is used for something quite dif-

ferent in VAX For t ran) . Unfortunately the components 

are separated not by dots (as in Pascal and VAX For-

t ran) but by percent signs which are not as conspicuous 

in text: 

TYPE PERSON 

 NAME 

INTEGER AGE 

REAL SALARY 

END TYPE PERSON 

TYPE (PERSON) ME, HIM 

HIM =  3 3 , 12345 . ) 

ME'/.SALARY = ME'/.SALARY * 1.065 

These structures can be passed to procedures provided 

the same type  is present on both sides of the 

interface, for which purpose the MODULE unit is provided 

(see below). User-defined variables can also be used in 

formatted  s ta tements but an edit descriptor must 

be provided for each component of the structure. 

Modules 

The MODULE is a new type of program unit which al-

lows declarations of d a t a structures or procedures to be 

packaged. It can be thought of as a generalization of the 

BLOCK DATA unit . The definitions in a module can be ac-

cessed in any other program unit with a USE statement; 

this resembles INCLUDE but is much more powerful, al-

lowing, for example, the renaming of identifiers to avoid 

name clashes. 

Arrays 

Dynamic arrays can be created either automat i -

cally on procedure entry or explicitly with ALLOCATE 

and DEALLOCATE s ta tements . This avoids the need to 

call LIB$GET_VM to acquire workspace. 

Array-valued expressions and assignments are now 

permit ted and will replace DO loops in many cases. Par-

allel processors will be able to exploit these facilities to 

great advantage. Most intrinsic functions will also oper-

ate element-wise if given arrays as arguments . In addi-

tion, the WHERE s ta tement allows masked array assign-

ments , e.g. 

REAL, DIMENSI0N(50), SAVE:: X, Y, Z 

X = Y + Z !adds a l l e l e m e n t s 

Z = X * SIN(Y*0.5)  

WHERE (X > 1.0) Z = Z - SCALAR 

Note the new syntax for declarations using a double 

colon which allows all the a t t r ibutes of a set of variables 

to be specified in one place. 

Other control structures 

The END DO s ta tement will, of course, become the 

s tandard terminator for all forms of DO loop (includ-

ing DO WHILE, which has been reinstated by popular de-

mand) . There is no explicit "repeat unt i l" , but the EXIT 

s ta tement allows ins tant escape from any DO loop; simi-

larly a CYCLE s ta tement forces a new iteration. 

The new CASE structure is designed to replace the 

computed GOTO s ta tement and the tangle of labels that 

it required. 

Intrinsic procedures 

Many new intrinsic functions and subroutines are 

provided to support operations which at present are 

often machine-dependent such as DATE_AND_TIME and 

RANDOM. There are new procedures for string-handling, 

da t a kind selection, numerical precision enquiry, and 

quite powerful ar ray operat ions, e.g. SUM,  

RESHAPE. As no agreement could be reached on the intro-

duction of a t rue bit d a t a type, the MIL STD 1753 pro-

cedures are provided:  AND,   BTEST etc. 

Note tha t logical operators such as .  cannot be used 

on integers (unless you define them to do this yourself). 

Procedures 

There are lots of new options for procedures: re-

cursive calls, optional arguments , arguments specified 

by keywords,  functions, and generic proce-

dures. Most of these require the procedure to have an 

explicit interface accessible to the calling unit . The new 

INTERFACE, MODULE and USE s ta tements allow this. It 

is also possible to overload an existing operator (such as 

+ or .  ) for user-defined da t a types or define a new 

operator (such as  These can be made generic. 

The CONTAINS s ta tement allows internal procedures 

to be placed at the end of a program unit - an improve-

ment on the old s ta tement function. 

Input/Output 

Non-advancing  is the most notable addit ion to 

the repertoire; this will allow formatted sequential files 

to be read or wri t ten in uni ts of less than a complete 

record - a sort of s t ream  This will a t last provide a 

s tandard way of writing a terminal prompt allowing the 

reply to be given on the same line. 

NAMELIST  is included (as on most IBM and 

DEC systems) but there is no specific support for in-

dexed sequential (keyed) records as in VAX Fortran. 



The OPEN statement adds several useful speci-

fiers, for example, one can append to an existing file 

with  or prevent write access with 

 VAX Fortran has these options but 

with different keywords. One notable omission is the lack 

of an equivalent to   ' which I of-

ten use when creating text files. Fortran 8x systems will 

still chop off the first character of each record when send-

ing output to a "printer". I find it astonishing that the 

idiosyncrasies of the original Fortran line-printer have 

been inflicted on us for so long. 

Format descriptors B,  and Z for binary, octal, 

and hexadecimal transfers are added, as well as EN to 

output real values in "engineering notation" (the expo-

nent is always a multiple of three). The G descriptor 

is generalised to apply to all intrinsic data types. But 

the VAX notation   > in formats is not sup-

ported. 

Other improvements 

The INCLUDE and IMPLICIT NONE statements are 

provided just as in VAX Fortran. Octal, binary, and 

hexadecimal constants can be used (e.g. Z'89ABF') but 

(for some curious reason) only in DATA statements. 

Pointers are introduced to Fortran, making it easier 

to handle dynamic data structures such as  

the facilities will be familiar to Pascal or C programmers 

but strong typing and other safeguards should prevent 

misuse. Pointers can only point at objects declared to 

have the TARGET attribute so that optimisation is not 

inhibited in variables referenced only by name. 

Obsolescent features 

The draft defines as obsolescent those features likely 

to be deleted in ten years time: arithmetic IF; DO 

loops with real or double precision control variables; two 

or more DO loops terminating on the same statement; 

branching to an END IF statement from outside the IF 

block; alternate RETURN; the PAUSE statement; all uses 

of ASSIGN and assigned GO TO. Those adhering to the 

Starlink standard  should have no problems 

here. 

Further information 

Copies of the draft standard can be obtained from 

the British Computer Society by sending a cheque for 

 (payable to the Society) to Karen McPhilemy, The 

British Computer Society, 13 Mansfield Street, London, 

 OBP. It is fairly dense and nearly 300 pages long so 

it might be better to start off with the book "Fortran 8x 

Explained" by M. Metcalf and J.  Make sure that 

you get the second edition which has  been published 

at £12.50. Comments on the draft standard should be 

sent to the British Standards Institute who will forward 

them to ISO and ANSI. They can be submitted by e-

 to  preferably as 

soon as possible. 

My guess is that the first Fortran 8x compilers will 

appear within a year or so of the new Standard being 

agreed, but we may have to wait rather longer than that 

before the less enthusiastic firms, such as DEC and IBM, 

 in. 

Clive Page, Leicester 

LTVADr.CGP,  

A D A M bargain offer 

How's this for a bargain — you can have a large, 

up-to-date, well written, clear, comprehensive, beauti-

fully printed introductory guide to the ADAM software 

environment free, just by asking for it. 

ADAM documentation has existed for a long time 

- some of it excellent. Nevertheless I suspect I have not 

been alone in finding ADAM difficult to get into. One 

problem was that the documentation was written by peo-

ple who knew what they were talking about. Such people 

have an unconscious tendency to omit things they regard 

as obvious, or to just present facts and assume that their 

comprehension and application are self-evident. How-

ever, a novice doesn't just want facts, but also wants to 

feel confident that the facts have been understood cor-

rectly. I started writing the guide with one enormous 

advantage - I didn't know what I was talking about, so 

I had to learn about ADAM before I could continue. I 

even tried things out just to make sure I'd got it right. 

SG/4 is a view of ADAM from the outside rather 

than from the inside. I have tried to write the document 

I wished someone had given me when I first wanted to 

learn about ADAM. It is meant to make ADAM easy to 

get into. 

I try to give complete explanations of things and 

point out interrelationships and applications. There are 

also plenty of examples which you can try yourself from 

your terminal. I have also spelt out exactly what the 

various ADAM packages do, so you can see if they are 

worth investigating. One caveat - the guide only covers 

data processing; it does not cover the data acquisition 

and telescope control side of ADAM. 

This is a central Starlink reference document, so 

please help me keep it in good shape by reporting any 

mistakes, omissions, or unclear passages to my electronic 

mail address. 

Mike Lawden, Starlink, RAL 

RLVADr.MDL,  
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A D A M workshop 

a   
  

 

Participants in the workshop, seated from left: Bernard McNally  Peter Allan (Starlink, Manchester), Tony 

Farrell  Keith Shortridge  Jeremy Bailey  William Lupton  Malcolm Currie (Starlink, 

RAL), Rodney Warren-Smith (Starlink, RAL), Dennis Kelly (ROE), Bob Vallance (Birmingham) and standing from 

left: Nigel Houghton (La Palma), David Terrett (Starlink, RAL), Lewis Jones (RGO), Jonathan Burch (RGO), Alan 

Chipperfield (Starlink, RAL) and finally, Pat Wallace (RAL, Starlink). 

The 1989 ADAM workshop was held from 3rd-7 th 

July at the  House, Abingdon ( that being the 

only location which could rival Hawaii, the 1987 venue); 

it enabled those actively working on ADAM system soft-

ware to discuss current and future developments. Seven-

teen par t ic ipants gathered from the four corners of the 

Ear th , North (ROE) , South (AAO), East (RGO) and 

West ( JAC, Hawaii) as well as points  between (RAL, 

La Pa lma and the Universities of Birmingham, Leicester 

and Manchester) . 

An Open Meeting was held on the Friday before the 

workshop for users and other interested parties to air 

their views so tha t the the workshop proper could take 

them into account. The workshop itself was divided 

into five broad areas of discussion  Review, ADAM 

Management, Package Management, Programming and 

New Features. 

The Review sessions looked at progress on the 1987 

workshop recommendations and received reports of use, 

special techniques and problems from the sites. The 

agenda was then revised in the light of these reports and 

points raised at the Open Meeting. The final session of 

the first day considered the importance of software relia-

bility, part icularly for realt ime work. The ADAM Man-

agement sessions discussed the arrangements for mak-

ing releases, reporting bugs and disseminating informa-

tion and the Package Management sessions looked at 

suggestions for improvements to the ADAM facilities, 

particularly at the error reporting and parameter sys-

tems. The Programming sessions dealt with tasking 

architectures, preservation of context, Interactive Com-

mand Language  graphics and da t a format con-

ventions. Finally, the New Features sessions looked at 

new software, workstations, telescope and instrument 

interfaces, system portabi l i ty and compute servers. 

The context for the discussions was tha t an ADAM 

Support Group would be formed a t RAL in early  

and tha t , unti l then, there was little guaranteed effort 

available. In spite of the uncertainties, the workshop 

reached impor tan t conclusions and placed a number of 

actions, several of which have already been completed. 

These include several improvements to ICL and the pa-

rameter system, which were released with ADAM Ver-

sion 1.6 in December, and the setting up of a VAXnotes 

conference (RLSTAR: :ADAM_DEVELOPMENT) to fa-

cilitate discussion of ADAM issues. 

More detailed reports of the discussions, and a com-

plete list of the conclusions and actions, can be found 

in "Proceedings of the 1989 ADAM workshop", available 

from your Starlink site manager or myself. 

Alan Chipperfield, Starlink, RAL 

  

5 

mailto:AJC@UK.AC.RL


JCMT observations of protostellar cores FITS ain't what it used to be 

JCMT observations of the compact condensations 

in the star-forming region NGC 2024 (Orion B) show 

CS  J = 7  6) line emission concentrated around each 

of these low-mass protostellar sources. Since the CS 

molecule has a large dipole moment  x 

10~30 coulombs, compared with  debye for CO) and 

its J —7 rotational level is well above the ground state 

at E/k — 66K, the J = 7  6 transition is significantly 

excited only in regions of high density (>  and 

relatively high temperature. It is therefore clear that 

the dense material already known to exist in the indi-

vidual protostellar cores is being energetically heated, 

probably by stellar sources deep within each condensa-

tion. The cores are therefore likely to have evolved be-

yond the state of true protostars which, defined in the 

strictest sense, derive any radiated energy from the po-

tential energy released during gravitational contraction. 

The NGC 2024 sources are certainly very young, how-

ever, and may be in the earliest phase of nuclear fusion 

in which deuterium-burning is the basic process. These 

newly-formed stars are likely to be of approximately so-

lar mass and are therefore expected to evolve slowly into 

T Tauri-type objects whilst outflow activity gradually 

clears away the surrounding molecular cloud material. 

The JCMT molecular line data shown below is a 

map of the integrated CS ( J = 7  6) emission in 

the NGC 2024 dark cloud region. The spectra from 

which the map is constructed were reduced using the 

SPECX package (SUN/17) developed by Rachael Pad-

man at MRAO, Cambridge, for use with JCMT line 

data. 

 

 

For display, the map data were written to an ASCII 

file and then read into the SDF form used by the IRCAM 

data reduction software (SUN/41). The false-colour con-

tour image was produced with display routines within 

the Starlink image analysis package KAPPA (SUN/95). 

The photograph shown was taken directly from the Ikon 

attached to the QMW Starlink  VAX. 

Toby Moore, Queen Mary & Westfield College 
QMCMVr.TJTM, TJTM@UK.AC.QMC.STAR 

In the good old days men were men and FITS was 

FITS.. Sure, some lazy programmers didn't follow the 

rules, but at least you knew what to expect when a 

FITS tape landed on your desk. The format of a FITS 

file had been well advertised long before it was ratified 

by the  in 1982. Oh but these days you don't know 

where you are - FITS is different! Your trusty FITS 

reader doesn't read anymore! To many it appears that 

FITS has been hijacked by an international gang of com-

puter scientists and programmers who want to profit by 

the confusion. Of course, that isn't t rue . . . is it? The 

point of this article is to give a checklist of questions 

that will assist you to read that FITS tape, and at the 

same time explain briefly what changes have been made 

to the standard, and why. 

In theory, you, the astronomer, should be insulated 

from the mundane minutiae of FITS formats. All the 

astronomer wants is to read the data into formats un-

derstood by software at his site. How this is achieved 

is not important. However, in practice you must ask a 

number of questions to ensure that you select the cor-

rect  application, or get the sender of the 

tape to write the files in a format that your reader can 

process. You might also badger your support program-

mer to upgrade your favourite FITS reader, though that 

is often difficult because this person does not exist or is 

too busy. 

Here is the list of questions. 

Q. What is the blocking factor? 

In basic FITS, as formulated a decade ago, the phys-

ical size of the data blocks on the tape was 23040 bits 

(2880 8-bit bytes). This strange number was chosen to 

be evenly divisible by the word and byte lengths of all 

commercial computers at the time, yet not be too long 

for small computers. This small number is inefficient 

on most modern hardware - with 2880-byte blocks, less 

than half of a 6250 bpi FITS tape is actually data - and 

the small block size also means a large number of  op-

erations that degrade performance. Recently (Grosb0l et 

 1988), FITS was changed so that the physical block 

size could be an integer blocking factor — 1-10 times 

23040 bits. For basic FITS the blocking factor has the 

value 1. Unfortunately, you cannot look at the FITS 

headers to  if your tape has large blocks. The sup-

plying institution should  you, or failing that use a 

tape dump utility (such as available in TPU, SUN/68). 

If in doubt ask for a blocking factor of one. The concept 

of checking that the tape density is compatible is famil-

iar (the compactness of a 6250 bpi tape is a fat lot of use 

when your drive cannot read it) and therefore blocking 

should not be too difficult. 

 Is the tape grouped? 

When basic FITS appeared formally in print (Wells, 

Greisen  Harten 1981) it was immediately followed 

by a paper describing an extension to FITS (Greisen 

 Harten 1981). Many programmers chose to ignore 

the extension. So even today in popular data-reduction 

packages (not mentioning any names) there are FITS 
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readers that cannot handle group format files. The ex-

tension is a means of storing a series of related data 

arrays in a single FITS file. These could be a series of 

observations at different positions on the sky, i.e. on a 

non-regular grid. It was originally intended for radio 

visibility data. Again it was introduced for efficiency 

reasons, here for dealing with large numbers of small 

data arrays. If your reader is one of the majority that 

cannot handle such data, you might ask the sender to 

write each data array to separate FITS files, but you 

won't be popular I suspect. To determine whether your 

file is grouped, look for the keyword GROUPS with a 

value of T. 

Q. Wha t extensions to FITS are present? 

FITS now has rules for creating new extensions 

(Grosb0l et  1988); but why should FITS be ex-

tended? The pundits want to increase the flexibility 

of FITS, so that more-complex data structures can be 

stored efficiently and logically. It 's complicated enough 

you may say, and as a poor programmer who has to 

write and maintain a generalised FITS reader I sym-

pathise with that opinion. It is becoming increasingly 

apparent that no single FITS reader will be able to han-

dle all FITS tapes, despite the  property 

of FITS. Many extensions will be local to a few insti-

tutions, I suspect. If you come across one of these, the 

sender ought to include some software for reading it or 

direct you to a FITS reader that can. Extensions have 

the potential of making FITS tapes unreadable at recip-

ient institutions, thus bringing the whole of FITS into 

disrepute. I hope that common sense will prevail, and 

creators of tapes will remember the raison d'être of FITS 

is to communicate astronomical data unambiguously. 

One up-and-coming extension is the 3-D binary table 

 or 'A3DTABLE'). You will 

be hearing more of this anon. If your file has an exten-

sion it will have XTENSION, PCOUNT and GCOUNT 

keywords in the header. 

Q. Is the FITS file a table? 

Originally, FITS only dealt with  data 

arrays, each element having the same type. The second 

approved extension (Harten et al. 1988) enables format-

ted tabular data to be stored in a FITS file. The header 

information acts like a description file in SCAR. Once 

again this is a recent development, so poorly-maintained 

or unsupported software will not know about it. Look 

for  in the header. 

Q. Are the data arrays in floating point? 

Hitherto, FITS has stored real numbers as integers 

in block floating-point format. This has caused ineffi-

ciencies converting to and from real numbers, and loss 

of accuracy and dynamic range. Shortly, FITS will be 

able to store both real and double-precision values di-

rectly in IEEE format, but it may take a while for the 

FITS readers to catch up. Watch out for files that have 

keyword BITPIX equal to - 3 2 or - 6 4 . 

Q. Does the FITS file have hierarchical key-

words? 

One of the problems with FITS being a worldwide 

standard is to be able to define unique keywords. One 

proposal is to have hierarchical keywords to define do-

mains of keywords, analogous to directories grouping 

together sets of files. Indeed some groups have been 

doing that already. For example, the single-dish ra-

dio and millimetre-wave astronomers use the keyword 

SINGLDSH to indicate their specialist auxiliary parame-

ters and their meanings. If your reader uses the keyword 

name to create an object in the output data structure, 

you may come unstuck. The value in either the first or 

last line with that keyword will appear in the data struc-

ture, and all other values will be lost. If you just copy the 

headers as character strings you should have no problem 

accessing all values. To spot hierarchical keywords in 

your file's header, look for a series of lines with the same 

keyword (other than COMMENT or HISTORY). There 

is a proposal before the American and European FITS 

committees to use the keyword HIERARCH to indicate 

structured data. 

Q . Does t h e FITS file use non- l inear 

o r d i n a t e s? 

Although not a standard feature of FITS, some 

institutions have been using the  non-linear 

ordinates and projections in FITS. In many readers the 

keywords that define the co-ordinate system will be read 

like other ancillary parameters, but they will not be in-

terpreted. Whether or not the AIPS scheme is to be 

added officially to FITS is sub judice. 

If you consider things have gone far enough and 

you want to apply the brakes to FITS development, you 

should lobby your local representative on the European 

FITS committee. For the UK that 's me. On Starlink you 

can also air your views in the FITS VAXnotes conference 

(RLSTAR::FITS). Here you will find news of proposals 

and details of rogue FITS writers. Bear in mind three 

points. Firstly, changes to FITS will be upwardly com-

patible, so your FITS files circa 1979 containing data 

you just have not got around to reducing are not obso-

lete (though the tape itself might not be readable). Sec-

ondly, a principal motivation for changes to FITS is that 

hardware development is dynamic. Would you go back 

to the PDP, ICL or IBM of a decade ago? Some of the 

rules imposed by the original standard were rigid so that 

data exchange between the different brands of computer 

and operating system was guaranteed. Manufacturers 

have since realised that it is better to standardise. Fi-

nally, the problems people have been experiencing of late 

with FITS are attributable as much to a lack of software 

maintenance as to FITS development. You might try 

lobbying for more programming effort. 

Grosb0l, P., Harten, R.H., Greisen, E.W  Wells, D.C. 

1988 Astron. Astrophys.  Ser. 73, 359. 

Wells, D . C , Greisen, E.W.  Harten, R.H. 1981, Astron. 

Astrophys. Suppl. Ser. 44, 363. 

Greisen, E.W.  Harten, R.H. 1981, Astron. Astrophys. 

Suppl. Ser. 44, 371. 

Harten, R.H., Grosb0l, P., Greisen, E.W  Wells, D.C. 

1988 Astron. Astrophys. Suppl. Ser. 73, 365. 

Malcolm Currie, Starlink, RAL 
RLVADr.CUR,  
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Bug reporting  Starlink 

A new VAXnotes conference has been set up for the 

purpose of providing an easier and more open method 

of reporting bugs. All users will be able to read RL-

STAR::BUG_REPORTS, although writing to the con-

ference will be restricted as described below. 

A significant number of Starlink software items are 

unsupported, so that any bugs previously reported con-

cerning these items would have waited until someone 

could find the time to look into them. With the confer-

ence, it is hoped that the user community will be able 

to provide fixes or workarounds to augment the finite 

manpower resources of the Project. 
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A user who discovers a bug should report it to RL-

VAD::STAR who will acknowledge this within half a 

working day. Upon receiving a bug report, STAR will 

initiate a topic in the conference with the first entry be-

ing the bug report. If the software item is supported 

(as indicated in the Starlink Software Index) then the 

support programmer will be sent the details. The pro-

grammer will then add replies to the topic giving more 

information about the problem and the progress being 

made towards a fix. 

The conference will only allow contributions from 

the person supporting the software and STAR. Each 

note will be assigned four keywords to allow users to 

search the conference for a particular class of bugs, one 

from each of the following categories: 

1. The name of the software item, 

2. Whether the item is S U P P O R T E D or U N S U P -

P O R T E D , 

3. The status of the bug, 

(a) A C T I V E - under investigation. 

(b) F E A T U R E - not really a bug. May change 

in a forthcoming release. 

(c) F I X E D - fixed, but awaiting release. 

(d) S U S P E N D -  bug. 

(e) D E A D - fixed and released. 

4. The severity of the bug, 

(a) S E V E R E - bug causes severe disruption to 

the software. 

(b) M I N O R - bug is inconvenient to the user. 

(c) A V O I D A B L E - minor bug with workaround. 

The user can search for all topics with an associated 

keyword by using the directory command: 

Notes>  

The command: 

 SHOW KEYWORD/FULL 

is a useful way of showing all the topics and their asso-

ciated keywords. 

Where an entry in the conference has been assigned 

the keyword UNSUPPORTED, users are encouraged to 

send any possible fixes or workarounds to STAR. These 

will be put into the conference for discussion and will 

hopefully lead to a fix. 

The previous method of bug reporting was clearly 

unsatisfactory. It is hoped that this conference will en-

courage users to submit bug reports and allow them to 

monitor the progress being made. 

David Rawlinson, Starlink, RAL 

RLVADr.DJR,  

Software and documentation news 

There have been 26 software releases since the last 

Bulletin. New software items of general interest include: 

CHR: Character handling routines (SUN/40). 

GNS: This translates easy-to-remember names of graph 

ics devices into their  GKS 

equivalents, which are used in most Starlink graph-

ics programs (SUN/57). 

 An implementation of a new international stan-

dard for displaying astronomical data on an image 

display (SUN/65). 

V S H C : This produces hardcopy on a laser printer of 

a specified part of a VAXstation screen display 

(SSN/65). 

C O N V E R T : Converts data into the NDF standard 

used in ADAM. Currently, the input formats ac-

cepted are Figaro and  (SUN/55). 

 Reduction of long-slit and optical fibre 

array spectra (SUN/16). 

 A  and Polarimetry package (SUN/66) 

and see also page 18. 

Many existing software items have been enhanced. In 

particular, a new version of KAPPA (the kernel applica-

tion package running under ADAM) has been released, 

(see back page). 

There have been 45 documentation releases since 

the last Bulletin. Some of these have been noted above. 

Others of particular interest to users are: 

 Describes the new procedure for reporting 

bugs in Starlink software. 

S U N / 5 - A S T R O M : Much improved presentation. 

S U N / 1 4 - IRASLRS: This describes how to obtain 

spectra from the IRAS LRS database. 

S U N / 3 0 - STADAT: Describes the altered manage-

ment and use of the Starlink database computer. 

S U N / 8 5 - S G S : The user and reference manuals have 

been revised and merged into a single document. 

S U N / 9 1 - IRAS: This has been totally revised and 

updated. 

S G / 4 - A D A M guide: This is described in more de-

tail on page 4. 

All of these documents can be obtained from your 

local Starlink Site Manager. 

Mike Lawden, Starlink, RAL 

RLVADr.MDL,  

mailto:DJR@UK.AC.RL
mailto:MDL@UK.AC.RL


Make your VAX programs go faster... 

Why does the program on the right run four times 
faster than the one on the left? 

  

IITEGER  

DATA IMAGE /1000000*0/ 

CALL LIB$IIIT_TIMER 

DO  

DO J=l,1000 

 

 

 

CALL  

 

END 

IITEGER  

IITEGER  

DATA IMAGE  

CALL LIB$IIIT_TIMER 

DO J=l,1000 

DO  

IMAGE(I,J)=I*J 

EIDDO 

EIDDO 

CALL  

 

EID 

Most readers will realise that the left hand program 

makes the mistake of accessing the IMAGE array in a 

manner out of tune with the way it is stored. Fortran 

differs from many other programming languages in this 

respect - the element  1) is followed by  

Each VAX user only has access to a limited fraction 

of the computer's total memory. If a program processes 

an array which is larger than can fit into its memory 

allocation, then the computer will shuffle parts of the 

array between memory and disk automatically in order 

that each bit is available in memory when the program 

wants it. This all takes place invisibly through a process 

called page faulting, which is a powerful feature of VAX 

computers. To use it effectively, however, you need to 

be aware of its limitations. 

Each page fault (during which part of the array is 

transferred between disk and memory) takes a lot of time 

- typically about the same as adding 10,000 numbers to-

gether! To minimise this time, data are transferred from 

disk in large blocks, so that most of the time the array 

element you want will already have been read during a 

previous page fault. If you don't access the array ele-

ments sequentially, however (as in the program on the 

left), then the next array element you access probably 

won't be in any of the blocks that have already been 

read, so you end up with many more expensive page 

faults than you need. Not only will this cripple your 

program, it'll also slow down everyone else on the ma-

chine, so always access arrays in their storage order if at 

all possible. 

This effect can be explored by using the VAX timer 

to compare the execution time of the programs above 

for different array sizes. With a small data array, all the 

data can be accommodated in memory, so there is no 

difference between the two programs. As the array size 

increases, however, the  program on the left 

starts to take dramatically longer than the one on the 

right. (N.B. don't try this experiment while other people 

are trying to work!) 

Two small points should be made about these pro-

grams. 

• In the absence of a data statement, VMS will recog-

nise that the IMAGE array has not been initialised 

and therefore will not try to read it, but will sim-

ply create pages of zeros directly in memory. This 

mechanism is called demand zero sections and it 

avoids actually paging from disk at all. A full ex-

planation of this is beyond the scope of this article; 

 to say that initialising the data will model 

the actual behaviour of a program where the con-

tents of the array have been initialised. 

The WRITE statement is inserted because in its 

absence, the optimiser will recognise that the new 

contents of IMAGE are not actually used in the pro-

gram and accordingly will not execute the loop at 

all. 

Localising access to arrays 

The above example illustrates a general point about 

virtual memory computers (of which the VAX is one); 

your programs will execute more efficiently if you can 

make all access to large arrays as localised as possible. 

For instance, when accessing an array more than once, 

try to do this in such a way that you are always re-

accessing it in the locality of elements which have been 

recently used. This gives you the best chance of avoiding 

a page fault. 

A common situation where this principle of locality 

of access is violated is where two sequential passes are 

made through a large array. In this case you are actually 

accessing the least recently used elements on the second 

pass. If you cannot perform all the processing in a single 

pass, then consider working forwards on the first pass 

and backwards on the second! 

Program activation 

This is a relatively time-consuming business since, 

amongst other things, the contents of a program's  

file must be loaded into memory for execution by the 

mechanism of page faulting. Normally, when a pro-

gram terminates, the version residing in memory is lost, 

so a second run requires the activation process to be re-

peated. With a multi-tasking programming environment 

such as ADAM, however, the program is kept perma-

nently active (by means of a subprocess) so that sub-

sequent runs of the program can occur almost instantly 

without the activation overhead. 

You can also avoid program activation overheads in 

DCL procedures, by replacing lines such as: 

$ PURGE  

$ PURGE  

with 

$ PURGE  

(Each $ PURGE command will cause the PURGE pro-

gram to be activated.) Similar comments apply to other 

DCL commands, such as DELETE. 
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Programming 

The following points are worth keeping in mind for 

use during general Fortran programming... 

Initialisation of data. Despite the example of the pro-

grams discussed above, initialising large arrays with 

data statements is not a very good idea as it can re-

sult in the creation of a very large  file. Since 

you shouldn't assume the value of an uninitialised 

variable, the best approach is to initialise array el-

ements explicitly in a loop (but  if you can com-

bine this with a subsequent processing loop to avoid 

making two passes through the array). 

Minimize data volume. If your dataset is 

 then the last step in your data reduction pro-

cess may be to average the data into bins. By mak-

ing this the first step, you can often make enormous 

reductions in the time required for data processing. 

Similarly, discarding unnecessary parts of an image 

(at the edges, perhaps) before processing it can save 

large amounts of machine time. 

Retain useful information. Decide whether memory, 

disk space or CPU power is at a premium and con-

sider calculating values once and storing them in 

an appropriate form for re-use later, rather than re-

calculating them. 

Use the right algorithm. Program optimisation can 

be totally wasted for lack of an efficient basic al-

gorithm, so take expert advice on computationally 

intensive problems; consult a good book, or use a 

recognised library routine (such as NAG). Don't re-

invent algorithms for standard problems. 

Subroutine calls. Subroutine calls take a minimum of 

 on a  VAX II (equivalent to about 10 

integer addition operations), so replace short sub-

routines which are intensively executed with in-line 

code. Don't call a trivial subroutine for every pixel 

in an image! The following table shows the CPU 

 in microseconds for the basic arithmetic oper-

ations on a MicroVAX II. (These are average mea-

surements from a number of tests.) 

REAL INTEGER 

ADD 6.4 4.5 

MULTIPLY 7.2 8.6 

DIVIDE 8.4 18.6 

SQRT 68 

LOG 90 

EXPONENT 213 60 

Use Fortran. VAXs were designed to run Fortran ef-

ficiently, and therefore do so more efficiently than 

most other languages. Even if you were to write 

programs in VAX MACRO you would still need to 

be very expert to do much better than the Fortran 

optimising compiler. 

VAX Fortran data structures. These should be not 

be used as they are very inefficient (apart from being 

non-standard and therefore non-portable). 

Computed GOTOs. Very long series of IF... THEN... 

ELSE statements should be avoided in favour of 

the computed GOTO, which will be more efficient. 

However it is important to comment such state-

ments so that comprehensibility is not impaired. 

For example: 

GOTO (1000, 2000, 3000, 4000), I 

* GO PAUSE STOP ABORT 

Sorting. Inefficient sorting methods can be a major 

source of wasted CPU time. Simple insertion sorts 

are not suitable for more than around fifty num-

bers, and for large datasets it is worth using a com-

plicated method such as "Quicksort" (which cer-

tainly lives up to its name). See Sorting and Search-

ing, vol. 3 of The Art of Computer Programming 

D. E. Knuth (Reading,  for advice 

on programming this and other sorting algorithms. 

Conditional statements. Try to arrange that the con-

dition most likely to determine the progression of 

the program is evaluated first. For example, in an 

IF..   put the condition 

most likely to be true first. 

Character string manipulation. This is expensive in 

terms of CPU, hence it is important not to de-

clare character strings longer than necessary. It is 

also worthwhile within a program to delimit strings 

within character variables and operate only on the 

relevant substrings where appropriate. 

Of course, it is necessary to target only those areas 

of code where the major proportion of CPU time is 

spent. Such areas can be established with the VAX timer 

or with the Performance Coverage Analyser (PCA), a 

VAXset tool, which will be discussed in a future issue of 

this Bulletin. 

If you want to know more about how VAX Fortran 

compiler optimisation works and how to exploit it to 

make your programs execute even more efficiently, then 

further information can be found in Chapter 11 of the 

VAX Fortran User Manual. 

Performance is not the only issue of importance in 

programming. The Starlink paper  gives advice 

on writing software which is also clear, maintainable, 

portable and reliable. 

Jo Murray & Rodney  Starlink, RAL 

RLVAD::JM,RFWS  
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The EXOSAT database 

EXOSAT was the European Space Agency's X-ray 

observatory mission which operated between May 1983 

and April 1986. During that time, three principal in-

struments were in operation, namely the LE, a 0.05-

2keV imaging device, the ME, a l-50keV non-imaging 

spectrometer of conventional proportional counter en-

ergy resolution, and the GSPC, a l-50keV non-imaging 

spectrometer of higher resolution. In total,  tar-

geted observations were made of a range of objects of 

interest to many types of astronomer, not merely the 

X-ray kind. The EXOSAT database is designed to pro-

vide remote on-line access to a complete set of results 

and data products from all these observations including 

images, spectra and light curves, with the intention of 

offering a complete astronomical service. It resides on a 

VAX cluster at ESTEC in the Netherlands and can be 

reached via SPAN,  or INTERNET connections. 

At the heart of the system is a database manage-

ment program called BROWSE which gives rapid access 

to data which may be selected on any available parame-

ters. Plotting with PGPLOT on a wide variety of graph-

ics terminals, and comprehensive on-line help, are two 

important user-friendly features. Almost all EXOSAT 

data are currently available, namely all  targets de-

tected in the central 6  of the instrument, 75% 

of the ME and 95% of the GSPC targets. As quality con-

trol of the remaining data proceeds, they will be put on 

line. The system is designed to be flexible enough to 

accommodate data from different instruments so that, 

as well as EXOSAT material, data are (or soon will be) 

available from the Einstein Observatory IPC,  SSS 

and MPC instruments, from relevant  ULDA spec-

tra, and from a comprehensive collection of astronomical 

catalogues including the IRAS point-sources. 

A selection of software is available to analyse those 

EXOSAT data for which results already in the database 

might be inadequate in some way, and data may be 

copied back over the network to your own machine. (Im-

ages are available in FITS format.) Energy spectra, in-

cluding IUE spectra, may be modelled using the XSPEC 

program, which, as well as running on the EXOSAT ma-

chine, is also available for installation on your local ma-

chine. The VAX/VMS version is distributed by the EX-

OSAT Observatory and the Sun/Unix version by Keith 

Arnaud of the Goddard Space Flight Center. A versa-

tile plotting and fitting program called QDP, written by 

 Tennant of the Marshall Space Flight Center, is 

also available. To use the system, ask your Starlink Site 

Manager or myself for details. (Your PSI and INTER-

NET addresses need first to be registered with us.) 

It is planned to hold two identical workshops at ES-

TEC on February  and February 22nd-23rd 

for those interested in learning how to use the system or 

finding out about recent changes (or suggesting improve-

ments). With one terminal for every two participants, 

you'll get plenty of time to put the system through its 

paces. 

So, if you want to come to one of the workshops, 

or want to register your PSI or INTERNET address, 

or want an EXOSAT Database User's Guide, send 

MAIL to  on BITNET or to EX-

 ::REQUEST on SPAN or write to: EXOSAT Ob-

servatory, ESTEC/SAE, Postbus 299, 2200 AG Noord-

wijk, The Netherlands. 

Andy Pollock, ESTEC 
SPAN - EXOSA  Y 

1989 Starlink AGM 

The second Starlink Annual General Meeting was 

held on October 17th-19th at the Cosener's House, 

Abingdon. Although the Managers of the major nodes 

meet every four months, the AGM is the only occasion 

when all the Project staff get together. This includes 

the Managers of the minor nodes (who normally attend 

only those Site Managers' meetings which take place in 

their catchment area) and the contract Application Pro-

grammers. 

Topics discussed ranged from the number of buttons 

required on an Ikon mouse to the development of the 

ADAM software environment. 

There are several new faces in the photograph 

(right) some of which are due to the formal funding of 

Site Managers at several more nodes. The Project would 

like to take this opportunity to thank those who have 

been acting Site Managers prior to the recent formal ap-

pointments - Bob Thomson at Cardiff, Ian Butchart at 

Preston,  Sidher at  and Tony Lynas-Gray 

at Oxford. 

The next Site Managers' meeting is on 14th-15th 

February, at Leicester. Users should let their local Site 

Manager know about any issues which could usefully be 

discussed with Starlink staff and other Managers. 

The Starlink Project Staff 

1. Alan Lotts (SSM, Durham) 

2. Pat Wallace (Project Manager, RAL) 

3. Malcolm Currie (Applications, RAL) 

4. Stuart Keir (SSM, RGO) 

5. Nick Eaton (Image Processing AP, Durham) 

6. Monica Kendall (Manager, STADAT) 

7. Geoff Mellor (SSM, Leicester) 

8. Laurence Jones (SSM, Southampton) 

9. Bill Wilson (SSM, Birmingham) 

10. Brian  (SSM, Jodrell Bank) 

11. Rodney Warren-Smith (Head of Applications, RAL) 

12. Paul Brown (SSM, QUB/Armagh) 

13. Andrea Roberts (SSM, RAL) 

14. David Berry (IRAS AP, Manchester) 

15. Tony Lynas-Gray (SSM, Oxford)* 

16. Andy Adamson (SSM, Preston) 

17. Richard Saxton (X-ray AP, Leicester) 

18. James Albinson (SSM,  

19. Kevin Richardson (SSM, QMWC) 

20. Graeme Willoughby (SSM,  

21. John Barrow (SSM, ROE) 
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22. Adrian Fish (SSM, UCL) 

23. Alan Chipperfield (Systems Programmer, 

RAL) 

24. Chris Clayton (SSM, Cambridge) 

25. David Rawlinson (Software Distribution, 

RAL) 

26. Jo Murray (Applications, RAL) 

27. Paul Harrison (Radio AP, Jodrell Bank) 

28. Margaret Shaw (Cardiff)* 

29. Mike Lawden (Software Librarian, RAL) 

30. Peter Allan (SSM, Manchester) 

31. John Sherman (Network Manager, RAL) 

32. Roger Stapleton (SSM, St. Andrews)* 

SSM - Starlink Site Manager, (major or mi-

nor node) 

AP - contract Applications Programmer. 

* not funded by Starlink 

 

 

Missing from the photograph are Gordon Bro-

 (Project Scientist, RAL), Margaret El-

lis (Starlink administrative officer, RAL), Paul 

Rees (Applications, RAL) and David Terrett 

(Systems Programmer, RAL). 
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The last farewell 

 

 

 
  

 

     

A  collection of Starlink staff 

are pictured outside  

Castle last Summer, on the sad oc-

casion of the last Starlink Site Man-

 meeting to be held at the 

Royal Greenwich Observatory be-

fore the transfer to Cambridge. 

The new joint  node at 

Cambridge with over 200 users will 

be by far the largest Starlink node 

and will have two Site Managers. 

SPAN gateway 

Since the last Bulletin there has been considerable 

progress in improving Starl ink's links with the SPAN 

network. As par t of the European Space Information 

System  project, the European Space Agency has 

installed a leased line from its X.25 exchange in London 

to RAL. This  baud link carries a DECnet circuit 

from a DECnet router a t RAL to ESA's  site in 

Italy. The router is connected to the site ethernet at 

RAL and to J A N E T at 64 Kbaud. This provides much 

improved access to European SPAN (traffic used to have 

to go via CERN, Fermilab and Goddard) a l though prob-

lems with the software on the router have meant tha t the 

link has not been as reliable as it should be; new software 

from DE C is expected soon. 

Furthermore, a 64 Kbaud link from RAL to ESTEC 

in the Netherlands has been installed and will soon be 

ready for users. Not all of the bandwidth will be avail-

able for DECnet bu t it should still be substantial ly bet-

ter than the ESRIN link. 

ESA have also installed a  VAX 3400 at RAL 

as par t of the ESIS project and one of its roles is to 

provide a S P A N / J A N E T mail gateway. The machine is 

operated by the RAL Space Science Depar tment . An 

experimental version of the gateway software has been 

installed and you are welcome to try using it. 

From J A N E T send mail to: 

"node:  

where node: : user is the DECnet address of the recipient 

(note the double quotes) . W h a t you have to type into 

your local mail program depends on your system. For 

example, on VAX/VMS you would send to: 

  SPAN-RELAY : :  node : :  

From SPAN, send mail to : 

RLESIS:  :user 

where site is the NRS name of the recipient 's system. 

There are known to be some problems with the cur-

rent version of the software, part icularly when mailing 

from SPAN to J A N E T . For example, if a non-existent 

site name is entered, MAIL hangs instead of returning 

an error message. There also appear to be some prob-

lems with returning an error message if the a t t empt to 

deliver the mail across J A N E T fails. 

The Postmaster  

or RLESIS:  POSTMASTER) will try to answer any queries 

but please bear in mind tha t the gateway is not a pro-

duction system yet. A short guide to using the gateway 

can be found in the Starlink Miscellaneous User Docu-

ment (MUD) series; your site manager will have a copy. 

There are plans to provide a file transfer gateway 

and it is hoped t ha t this will be available early in 1990. 

Dave Terrett, Starlink, RAL 

RLVADr.DLT,  

mailto:DLT@UK.AC.RL


 

The Starlink plate-reduction uti l i ty  (see 

SUN/5) has recently been revised and enhanced, and it 

is worth reminding readers what it is for and how they 

can exploit it fully. 

On the plate you wish to reduce, you identify a 

number of reference stars and prepare a text file con-

taining their celestial coordinates (e.g. from a catalogue) 

together with their [x, y] measures. A ST R OM reads the 

file and works out the transformation between   and 

 enabling unknown positions to be transformed -

from [x,y] t o  or vice versa. 

A convenient way to generate A S T R OM reference 

star  d a t a is through the CHART utility (see 

SUN/32) . This has led to the erroneous belief tha t AS-

T R O M is par t of CHART. It is, in fact, a self-contained 

facility, a dis tant relative of the program of the same 

name developed a t the AAO in the 1970s, but much en-

hanced and now based on the SLALIB library (SUN/67) . 

Compared with typical state-of-the-art astrometry 

programs developed by specialists, A S T R OM tries to 

be accessible, well documented, and easy to use. On the 

other hand, compared with most plate-reduction utilities 

intended for casual use, A S T R O M aims for a high level 

of rigour and precision in its positional astronomy, but 

without forcing the user to be aware of all the nuances. 

It can deliver 1 arcsec results from typical Schmidt plate 

measurements, and bet ter than 0.1 arcsec from care-

fully measured J K T and AAT plates etc., accuracies 

which are, as a rule, dictated by the quali ty of the input 

da ta rather than by A S T R O M itself. Nevertheless, to 

keep the program easy to use, some corners have been 

cut. There are no colour, magni tude or image shape 

terms in the model, reference star paral lax is assumed 

zero, and zonal distortions of the reference catalogues 

are neglected. The major omission from A S T R OM is, 

of course, t ha t it is strictly a single-plate facility - there 

is no provision for an extended area to be modelled via 

overlapping plates, no determinat ion of proper motion 

and paral lax determinat ion from plates taken at differ-

ent epochs, and so on. 

Both the old pre  1976 (known colloquially as 

FK4) system and the new post IAU 1976 (or FK5) sys-

tem are supported; you can mix  and J2000 refer-

ence star da ta , for example, and express your results in 

either system. The fictitious proper motions of distant 

sources in the FK4 system are correctly handled. 

The fitting approach consists of predicting  

the reference s tar positions in the tangent plane, adding 

r 3 pincushion/barrel distortion, and then applying, suc-

cessively, a 4-coefficient solid rota t ion model and a 6-

coefficient linear model. The 4-coefficient model is 

mainly useful for identifying erroneous reference star 

da t a (which the 6-coefficient model does its best to dis-

guise), but can also a t t empt the plate reduction with 

only 2 reference stars to go on. 

A recent enhancement to AS T R OM is tha t the plate 

centre and the amount of cubic distortion can both be 

fitted, as long as enough reference stars are supplied. 

The plate centre needs to be known very accurately when 

the distortion is large, and fitting is recommended in 

such cases (e.g. AAT prime focus with triplet corrector). 

Where the distortion is small (notably in the Schmidt 

case) it is bet ter to rely on the telescope pointing data . 

Another recent change to A S T R O M is tha t the ob-

served places of the reference stars can now be used, if 

observatory position, t ime and meteorological informa-

tion are available. Compared with reduction using mean 

place of da te (the default), the main difference is that at-

mospheric refraction is allowed for. Most of the time this 

has little effect on the results, but it can be important 

to A S T R O M users (i) for wide fields and low elevations, 

(ii) where the effects of colour in the unknown stars need 

to be quantified, and (iii) whe,re an accurate in vacuo fo-

cal length is needed for subsequent predictions, notably 

for fibre feeds. The SLALIB routines used for the trans-

formations also allow for gravitat ional deflection, so any-

one planning to re-reduce the famous 1919 eclipse plates 

using A S T R O M should be warned tha t they will now 

get a null result! 

Patrick Wallace, Starlink, RAL 

RLVAD::PTW,  

• • • Reminder — please acknowledge Starlink  

Whenever you use Starlink resources, that is, Starlink com-

puters and hardware, Starlink software, or Starlink user sup-

port and managers/programmers' effort - please remember 

to acknowledge Starlink in your publications. 

The Starlink Project and SERC requests that, in all 

publications, you: 

• cite Starlink software by name (e.g. Figaro,  

ADAM) at appropriate points in your text, with ref-

erences to the authors or a citation of the appropriate 

Starlink User Note(s). 

• in your acknowledgements add the sentence:  We ac-

knowledge the support [software; data, analysis facil-

ities; etc. as appropriate] provided by the Starlink 

Project which is funded by the UK SERC.  

• include Starlink User Notes in your reference list, using 

the format: 

Astronomer,  and Programmer, P.B., 1989. Star-

link User Note 123, Rutherford Appleton Laboratory. 

Continued support of Starlink hardware and software at the 

various nodes depends on the quality and quantity of research 

produced using Starlink resources at those nodes. I would 

greatly appreciate your cooperation in adding acknowledg-

ments to Starlink in your research publications, following the 

above recommendations and formats. 

Gordon  Starlink, RAL 

 GEB@UK.AC.RL.STAR 
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Letters to the editor 

Dear editor, 

I know that Starlink is a VAX-based organisation, 

at least for the present, but I thought it might be inter-

esting to report on some work I've been doing on a quite 

different machine. 

Some time ago, the AAO bought a Macintosh II. A 

little experimentation - and practice trying to get the 

timing right for that tricky double-click needed to do 

anything on the Mac - soon revealed that all the games 

on it needed more manual dexterity with a mouse than 

I possessed, so I was reduced to trying to find out how 

to program it. We had splashed out a little, having got 

a machine with a colour monitor and an 8-bit display 

card, so I began to wonder what it might be like as an 

image display device. 

As a result, I 'm now typing this into an editing win-

dow on the Mac, having finally overcome an atavistic 

need to climb the nearest chair at the merest sight of a 

 one-tailed, pointing device. In fact, I find I 

now much prefer to work with mouse-based editors like 

those on the Mac. And in another window that I've fin-

ished with but haven't yet bothered to delete is a Figaro 

image recently displayed from the VAX using the normal 

Figaro IMAGE command. 

What I have is an initial version of a program that 

allows the Mac to emulate  8-bit image display 

- like an ARGS or Ikon, the main difference being that 

this display is cheaper and can run  as well! (A 

handy feature is that n and m can be varied - set the 

display to  and images display very quickly; set 

it to  and you get a higher-resolution display 

you need to use the local zoom and pan facilities to make 

the most of; set it to much more and you get an 'out of 

memory' error message.) 

The program makes the Mac II look like a simple 

image display that has 7 op-codes; these were all that 

were needed to write a  back-end for it on the 

VAX.  you get to write both ends of this sort of sys-

tem you can make things easy for yourself in both cases, 

which is a pleasant change from struggling through most 

image display manuals. It has no colour table or zoom 

op-codes; these are all controlled locally through Macin-

tosh menus. The Mac has Apple-supplied built-in rou-

tines that do an impressive job of image resampling -

you can reshape the display window, pan it through the 

image, etc., all with just a few subroutine calls. 

The Mac sits on ethernet and runs DECnet proto-

cols, courtesy of a very nice commercial package called 

CommUnity Mac. This not only gives it a fast line to 

the VAX, it also means that any VAX in the cluster 

can access it, not just the one with a particular display 

controller. 

At the moment, that 's all this program does; it sup-

ports TVPCKG, and hence most of the Figaro imaging 

commands. Enhancements are waiting for me to find the 

time to implement them. I have a line graphics package 

in the program, but haven't yet written a GKS driver for 

it. I've experimented with another program that sends 

raw images over and leaves it up to the Mac itself to 

display them, changing the scale down to 8 bits locally. 

With it I can change the scale by dragging the mouse 

through a window representing the contrast-brightness 

plane, and see a small version of the display change scale 

in real-time, the main display updating once the mouse 

is released. This works very nicely, and seems to me to 

be a good way of displaying images. I intend to incor-

porate this as well. 

I'm not really trying to sell this system, although 

if anybody wants a copy I'll let them have one, bugs 

and lack of features and lack of documentation and all. 

What I did want to do was (a) kill the rumours that 

Figaro has been ported to a Macintosh (an interesting 

idea, but not likely), and (b) point out that relatively 

inexpensive machines can be used in this way, if you 

put the effort into programming them. To be honest, 

it hasn't had much use at AAO yet; we just got Ikons, 

and they're so much more familiar that people have been 

reluctant to delve into something that needs a program 

to be started up on an unfamiliar machine. As people 

get more familiar with Macs, this may change. 

As far as the programming goes, the Mac is not an 

easy machine to program, mainly because a windowing 

program is a complex beast that has to sit in a loop re-

sponding to outside events such as menu and window 

operations. It responds to events rather than trying 

to control them (it's remarkably similar to writing an 

ADAM D-task, actually). However, the Mac does pro-

vide a set of very efficient toolbox routines that encour-

age you to do things the standard Mac way, making it 

relatively straightforward, if sometimes tedious. Inci-

dentally, I still think the much-touted Mac interface is 

most unintuitive; what it is, however, is consistent - once 

you've learnt it, you can use almost any Mac program, 

including mine. 

Keith Shortridge, Epping, Sydney 
 

Dear editor, 

In the last Starlink Bulletin, Nick Eaton wrote an 

article about the ESO/ST-ECF workshop held on the 

17th-19th April, 1989. In this contribution I found a 

number of disturbing mistakes and/or deficiencies which, 

in view of the large audience who read the Bulletin, I 

would like to straighten out in this letter. 

Firstly, the Data Analysis Workshop was NOT or-

ganized by the ST-ECF but by ESO (mainly by Preben 

Grosb0l, head of the Image Processing Group of ESO) 

in collaboration with the ST-ECF. For this reason the 

workshop was called the First ESO/ST-ECF Data Anal-

ysis Workshop and was held at ESO Headquarters, 

Garching. Secondly, preceding the main workshop, a 

meeting about photometry packages was organized by 

Fionn Murtagh (ST-ECF) and myself. The same correc-

tion should be applied where the test images are men-

tioned; these test images have been the result of a col-

laboration between Fionn and myself. 

16 



The paragraph in which the port of MIDAS to Unix 

operating systems is described also needs some correc-

tions and explanation. In this section it is claimed that 

no major development has been done because of the con-

version of MIDAS. Clearly, the adaption of MIDAS to 

the Unix operating system took most of our manpower. 

However, in the process of doing this, major upgrades 

were done in the areas of the table file system, graphics 

and several application programs. In addition, a new 

stellar photometry package, a package for astrometry, 

for infrared spectral analysis, and one for long slit spec-

troscopy were added to MIDAS during the same period. 

I therefore think that, apart from the fact that MIDAS 

runs on all major Unix systems, the users will not com-

plain about the lack of new application software. 

I am afraid that the comments about the display 

software in MIDAS completely missed the point. MI-

DAS display software has been built on the basis of the 

Image Display Interfaces  see elsewhere in the last 

issue of the Bulletin) a software collaboration between 

ESO, Trieste, Starlink, and the ST Science Institute. 

In the case of workstations these (standard) IDI rou-

tines work together with the standard X Window dis-

play routines developed by MIT, and nowadays accepted 

as the standard for window managing software by most 

workstation vendors. However, the question of hard-

ware zooming and/or scrolling has nothing to do with 

the software above but is a device dependent function. 

For example, our DeAnza IP8500 system supports all 

the functions mentioned above and the user naturally 

has access to that via the  

Finally, I would like to come back to the Data Anal-

ysis Workshop mentioned in the first paragraph. The 

ESO/ST-ECF Workshops, the first being organized last 

April, are different from the Data Analysis Workshops 

previously arranged by the ST-ECF. In contrast to the 

latter, the aim of the ESO/ST-ECF workshops is to 

bring together people working in the area of reduction 

and analysis of astronomical data. Hence, the emphasis 

is on the actual reduction of astronomical data rather 

then on describing image processing systems. Each 

workshop will be centred on a specific topic, the last 

one being direct imaging. Request forms for participa-

tion in the next Workshop which will be held from April 

24th-26th, 1990 can be obtained from: Ms. Susan Lively, 

Image Processing Group, European Southern Observa-

tory, Karl Schwarzschild-Straße 2, D 8046 Garching bei 

München, FRG. 

Rein Warmels, ESO Image Processing Group, Garching 

SPAN - ESOMClr.REIN, 

EARN - REIN@DGAES051 

Nick Eaton says ... I accept that I did not correctly 

acknowledge the organisation of the workshop and the 

test packages. The rest of the article was certainly not 

meant as a criticism of MIDAS. 

Dear editor, 

This seems to be the appropriate place to announce 

(semi-)officially the arrival of the new version of SCAR 

(Starlink Catalogue Access and Reporting) version 5.2 

running under ADAM. The  group (IRAS Post 

Mission Analysis Facility) plus Jon Fairclough for a 

while, have updated and improved various routines, 

added some new ones, and fixed bugs (one or two of 

which stretched back to the original SCAR!). In sup-

port of this, SUN/70 has also been updated, improved, 

and a determined effort made to make it 'user-friendly'. 

It's still very long, but hopefully more helpful and more 

readable. (One comment received from a reader of the 

preprint was - "strange, I. think I understand this".) 

Users familiar with SCAR will need to check the new 

version, since many things are done slightly differently 

under ADAM, e.g. input parameters are separated by 

spaces not slashes. 

One difference users will notice is that the  

prompt will no longer appear and the  prompt will 

remain after initialising SCAR. In my opinion this is not 

so 'friendly' for occasional users, and may confuse them. 

Helen Walker, RAL 

RLVADr.HJW,  

Rodney Warren-Smith says... a major feature of the 

ADAM environment is that it allows commands from a 

number of different "packages" to be available simulta-

neously and intermixed during data-processing. If pack-

ages attempted to be autonomous and set the prompt 

themselves, this prompt would not give a good indica-

tion of the commands available when for instance, SCAR 

was used in conjunction with another package such as 

KAPPA. Users may still personalise the prompt with 

the ICL command SET PROMPT. 

Starlink questionnaire 

Many readers will recall the Great Starlink Ques-

tionnaire of April 1986. It ran to 15 fun-packed pages, 

and filling it in demanded a substantial investment of 

time on the part of the victim; despite this, we had a 

very high level of response - approaching 70%. The 

exercise generated interesting and useful results which 

helped direct the subsequent refurbishment programme. 

By mid-1990, the main effects of that programme will 

have been felt, and we intend repeating the question-

naire to see how users' opinions have developed. If you 

have any advice on how to improve the exercise (see 

SGP/35 for details of what was done last time), please 

send your ideas to me by the end of February 1990. 

Patrick Wallace, Starlink, RAL 

RLVAD..PTW,  

mailto:HJW@UK.AC.RL
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Figaro corner 

Two questions, subtly connected. First, the exper-

imental version of Figaro being tested at AAO now in-

cludes a F I G S E T command tha t allows you to set the 

default directory, as in: 

$ FIGSET DEF DISK$ DATA:[KS] 

The question is: wha t ' s the use of tha t ? 

Now the second question: do you want Figaro to run 

faster? 

If you answered 'yes ' to tha t last question, you 

may be interested in the ADAM Figaro Monolith, which 

should be available on Starlink around the t ime you read 

this. Now there 's something new! Something tha t runs 

faster under ADAM. True though. For example, here is 

a procedure tha t extracts and plots the first 10 cross-

sections of an image, one after another, shown both as a 

DCL procedure and as the equivalent ADAM ICL pro-

cedure: 

In DCL: 

$ SHOW TIME 

$ SOFT ARGS2 

$  

$ LOOP: 

$ EXTRACT   ' I ' SCRAP 

$ SPLOT SCRAP RESET \ 

$ DELE  

$  

$ IF  THEN GOTO LOOP 

$ SHOW TIME 

and in ICL: 

PROC TIMEIT 

DCL SHOW TIME 

SOFT ARGS2 

FOR  TO 10 

EXTRACT IMGE ( I ) ( I ) SCRAP 

SPLOT SCRAP RESET \ 

DCL DELE  

END LOOP 

DCL SHOW TIME 

END PROC 

On the AAT 780 the DCL version ran in 3 minutes 

57 seconds, while the ICL version took 1 minute 50 sec-

onds. Sequences of commands which do very little to 

their da t a files, such as EXAM, show the greatest im-

provement over the DCL version (up to a factor of five 

for a sequence of EXAM commands) . The main gain 

comes, of course, from the fact tha t this is a monolithic 

implementat ion of Figaro, and so does not have the im-

age loading overheads of the DCL version. In fact, one 

of the nicest aspects of using it is the minimal delay be-

tween giving a command and getting the first prompt . 

However, another advantage is being able to use ICL to 

program Figaro sequences, rather than the capable but 

awkward DCL. 

There are no free lunches. The first t ime a Figaro 

command is given the whole monoli th has to be loaded, 

and this takes t ime: about 9 seconds on an unloaded 780. 

Also, dedicated fans of the DCL version will find tha t 

there are differences between it and the way the ADAM 

parameter system works; in particular, ADAM does not 

yet support the use of command line abbreviations of 

parameter names - a shortcoming discussed at the latest 

ADAM workshop and which will be fixed. 

Try the ADAM version of Figaro; i t ' s a first release, 

so will have some problems, which m a y be fixed if they 

get reported to me or to the people support ing ADAM. 

And now back to the first question. Because the 

Figaro monoli th runs in a sub-process, it has its own de-

fault directory, not necessarily tha t of ICL or its associ-

ated DCL sub-process. So a way of setting this is needed, 

and tha t ' s what the F I G S E T command is used for, hav-

ing been introduced purely for use with the monolith. 

Keith Shortridge, Epping, Sydney 

  A  @  

TSP - a Time Series/Polarimetry package 

The T S P d a t a reduction package (SUN/66) has re-

cently been released by Starlink. T S P is intended for 

reducing astronomical da t a which involve t ime series ob-

servations or  information. If your da t a in-

volves either or bo th of these two aspects then you may 

find T S P useful. 

The essence of T S P is a general da t a format in 

which t ime series and  d a t a can be repre-

sented. The T S P d a t a format is based on the Starlink 

s tandard N D F format defined in S G P / 3 8 . A polarime-

try extension contains the Polarimetrie information in 

the form of up to three addit ional d a t a arrays which 

contain the Q, U and V Stokes parameters . The I or 

Intensity Stokes parameter is in the main da ta array of 

the NDF. 

The t ime information for t ime series da t a is con-

tained in an axis array which contains the Modified Ju-

lian Date (MJD) of each da t a point represented as a 

double precision number . This representation allows the 

da t a format to handle either evenly or unevenly spaced 

t ime series, allows for t ime series spanning many years, 

and provides an accuracy of bet ter than one microsec-

ond. 

The released version of T S P supports  and 2D 

datasets (but see below).  datasets are used to rep-

resent polarization spectra, and 2D datasets represent 

t ime series polarization spectra (but the first dimension 

can be of size one, allowing simple single channel t ime 

series photometry to be represented). 

T S P can read d a t a produced by a number of differ-

ent ins t ruments . One of its main uses has been to reduce 

da ta produced by the AAT Pockels cell spectropolarime-

ters using either CCD or IPCS detectors. However, it 

can also handle t ime series d a t a produced by the Hatfield 

Polarimeter, the Turku University  Polarimeter, 
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ACROSS 

1. RAL skint? Re-configure the network. (8) 

5. Taurus (and Lat in too!) is shot . (6) 

10. Cax ton ' s s t a t emen t : "No queen to fix in 

the mind" . (7) 

11. One of us is a t home, princess. (7) 

12. Norwegian from Bergen or Setesdal. (5) 

13. 1 outpos t a round archer 's place. (9) 

14. W i t h 13, t e am together . (6) 

15. Wastes leaves. (7) 

18. Between France, Spain a n d / o r God. (7) 

2 1 . Make possible directions to island from 

other end. (6) 

24. Wildly cheering  member twice re-

moved. (9) 

26. Hated messy ending. (5) 

27. Like Shah, I r an one article. (7) 

28. Bloodsuckers are red in the dregs. (7) 

29. Au thor is creator in need of study. (6) 

30. Assessed to be demure as hell. (8) 

DOWN 

1. P u b in heaven shows few signs of eating. 

(6) 

2.  for heights wi th drug. (7) 

3. Jockey's speech for 1 locat ion. (9) 

4. Observed at room tempera tu re ; . . . (7) 

6. . . . might be nuder below? (5) 

7. Hero's bit bit off bit of shrub. (7) 

8. Cross Ben to the east . (8) 

9. Bordered and iced about a met re . (6) 

16. May want dress for 1 place. (2,7) 

17. Girl re-organised band around gorge clean-

ing. (8) 

19. Rigor mort i s sets in early for react ionary? 

(3-4) 

20. French friends surround nor thern French 

city. (6) 

21 . It disperses (one of 28 dispersed the 

French) . (7) 

22. Hide na tu ra l log base in suds. (7) 

23. Hunted the pure-spoken. (6) 

25. Hooter wi thout a sound. (5) 

Solutions to  or to postal address (see front cover) by May 11th. A 

winner chosen from any correct solutions will receive a surprise prize. Solution and winner will 

be published in the next issue. 

the AAO Infrared Photometer Spectrometer  and 

the AAO HSP3 high-speed photometry system. 

A number of plotting commands are available to 

plot data in various forms. The include plots of  9, or 

polarized flux against wavelength, Q — U diagrams, plots 

of magnitude, flux, or polarization information against 

time or phase on some ephemeris. All the graphics uses 

GKS, and so will work on a wide variety of devices. 

For spectropolarimetry reduction TSP is designed 

to be used in conjunction with Figaro. For operations 

such as arc fitting and flux calibration which are just 

the same as for normal spectroscopy reduction, Figaro 

is used. The calibration data obtained using Figaro can 

then be applied to the TSP data files. For this purpose 

TSP contains commands such as XCOPY and SPFLUX 

which have the same names as commands in Figaro. 

The commands do the same as their Figaro coun-

terparts except that they apply the calibration data to 

TSP files rather than Figaro files. 

TSP is currently being extended to support 3D data 

which will represent time series images. Initially this is 

needed to handle data from the time series readout mode 

available with the AAT CCD systems. However, there 

are potentially many applications for this sort of dataset. 

This capability should be included in the next release of 

TSP, and hopefully I will be able to report on it in a 

future Starlink Bulletin. 

Jeremy Bailey, Joint Astrophysics Centre, Hawaii 

JAB@JACH 
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Observations of variability in white dwarfs 

White dwarfs are often consigned to the realm of 

'observationally uninteresting' objects, having relatively 

featureless spectra and showing no signs of activity af-

ter exhausting all their nuclear fuel in the distant past 

before cooling slowly into oblivion. However, improved 

astronomical techniques have, as in several other areas of 

astrophysics, contradicted such a widespread belief. In 

the late 1960s and early 1970s high-speed optical pho-

tometry revealed that a small number of isolated hydro-

gen rich (DA) white dwarfs were low-amplitude multi-

periodic variables. It was soon established that these 

'ZZ Ceti' stars lie in a narrow temperature range at the 

cool end of the DA sequence (T = 10500 - 13500K). 

Subsequently, similar pulsations have been discovered in 

the hotter DB He-rich white dwarfs (T  28000K) and 

the He-rich  objects (T > 100000K). The 

detailed study of pulsations in white dwarfs is analogous 

to the  study of the Earth's structure and 

reveals much about the latter stages of stellar evolution 

and, as a result, the history of star formation in our 

galaxy and the early universe. 

It was not too long before the theoreticians got in 

on the act. Comparison of the observed periods, lying 

in the range  s, with model predictions showed 

that the pulsations can be understood in terms of non-

radial modes with gravity providing the restoring force 

(g modes). The driving mechanism was thought to be 

the partial ionisation of some abundant element within 

the non-degenerate stellar envelope (H for DAs, He for 

DBs and C/O for  Radial pulsations are easily 

visualised as the cyclical inflation and deflation of a star 

but it is not so easy to understand the appearance of a 

stellar surface undergoing non-radial pulsations. At this 

point I shall resist the temptation to insert an equation 

and merely state that the pulsations are illustrated by 

a set of spherical harmonics described by two quantum 

numbers / and m (m =  ..0,../) that are analagous to / 

and m in quantum mechanics. This is best illustrated by 

a diagram and Figure 1 shows how a star might appear to 

an observer (one able to resolve it) if it were undergoing 

 = 1 and / = 2 pulsations. 

 

  

m=0 m=±1 

   
 

 
  
 = 0   

The contrast of the brightness variations is enhanced 

for ease of perception. In a stationary frame of refer-

ence (relative to the star) for any given / mode all the 

m modes have the same pulsation period, i.e. the os-

cillations are degenerate in m. However, if the star is 

rotating the phases of + m and  m modes are shifted 

relative to the observer resulting in an apparent differ-

ence in period. Hence, rotation can lift the degeneracy 

in m (magnetic fields can also do this). 

This all looks very nice but of course in reality ev-

erything is much more complicated. The astronomer is 

measuring the effect of the pulsation averaged over the 

stellar disk. Since the star cannot be resolved, the val-

ues of / present are not known and neither is the stellar 

inclination which determines the observed relative am-

plitudes of each m mode. Finally, in most white dwarfs 

we find many different modes of oscillation which can 

beat together in complicated ways. The result is a mess, 

yielding complex light curves that are extremely difficult 

to interpret with power spectra that can change nightly. 

To isolate properly all the individual Fourier compo-

nents present in the lightcurve of a star and measure the 

frequencies accurately we need uninterrupted observing 

periods much longer  several days) than can be ob-

tained at a single site because of the inevitable intrusion 

of daylight. Recently, a new tool has been used to attack 

this particular problem. Dubbed the Whole Earth Tele-

scope (WET for short, but definitely not related to the 

left wing of the Tory party) by the University of Texas 

group who originated this particular scheme, this slightly 

grandiose title aptly describes the programme. Obser-

vations are coordinated from several sites distributed in 

longitude around the globe. Collaborating astronomers 

from several countries apply for telescope time using the 

normal procedures for the sites to which they have ac-

cess (in our case La Palma). Organising this requires 

care because of the large dispersion in deadlines for any 

particular observing period. Some are more than a year 

before the proposed observing run! Identical 

tation is used on each telescope to ensure homogeneity 

of the data and each observer sends the data directly to 

the coordinating centre in Texas, via electronic mail, at 

the end of each night's run. The accumulated data are 

analysed in real time. Cooperating observers can then 

be switched to another target when the periodicities of 

the current target have been resolved. It is also possi-

ble to respond rapidly to changing seeing conditions at 

a site. 

The WET programme has proved to be very effec-

tive. In March 1989 the very hot He-rich white dwarf 

 was the principal target for the most recent 

run during which we used the INT on La Palma. A total 

F i g u r e 1: A pulsating star 

with modes  —  1 and 2. 
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F i g u r e 2:  A section of the 

light curve of PG1159-035 obtained 

by the WET project in March 1989. 
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F i g u r e 3: (right) Part of the Fourier 

transform of the March  data il-

lustrating the 3-fold rotational split-

ting of the strongest  modes at 

periods centred on 517.3s, 539.4s and 

558.5s 

coverage spanning 12 days was achieved. Da ta from La 

Pa lm a were of the highest quali ty and were particularly 

impor tan t when bad weather intervened at other sites. 

Figure 2 shows a small section of the light curve obtained 

during the run. We were able to resolve all of the known 

principal pulsation modes and split t hem into multiplets 

(see Figure 3). From this degeneracy we unambiguously 

determined the pulsation modes  = 1 and 2) for the 

first t ime. We can now model the pulsations realisti-

cally. Secondly, the frequency spacing (4.5 x  

yields a rota t ion period of 2.57d for the star. 

T ime allocation committees permit t ing, we hope to 

obtain d a t a of similar quali ty for other pulsating white 

dwarfs over the next few years. We can then begin to 

unders tand the detailed structure of these stars and the 

mechanisms tha t drive the pulsations. 

Martin Barstow, Leicester 

  

Lunatic's corner revisited 

John Straede, of the  Observatory, 

has pointed out tha t my explanation of why the moon-

phase formula works (see page 7 of the July 1989 Bul-

letin) is incomplete. 

The second of my three "coincidences" boils down 

to 30 years being approximately a whole number of luna-

tions (like 19 years, but not so close). True, but merely a 

consequence of a more fundamental point , namely tha t 

11/30 is approximately equal to (y mod s)/s, where y 

is the length of the year in days (365.2425) and s is 

the synodic period in days (29.530589). In words: a t a 

given da te in successive years, the phase will move on 
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(y — 12s), about 10.875 days or roughly 0.3683 luna-

tions; using 11 instead of 10.875, but compensating by 

taking modulo 30 instead of 29.53, gives a phase change 

of 0.3667 lunations per year. 

Over the 19-year cycle, the error from this approx-

imation builds up to only 0.03 lunations - less than a 

day. 

Patrick Wallace, Starlink, RAL 

RLVADr.PTW,  
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CCP7 and Starlink 

A frequent question asked of C C P 7 is "What is the 

connection between C C P 7 and Star l ink?" On reflection, 

the short answer is probably "Symbiosis". Assuming 

ignorance to be the default s ta te of my reader, I make 

no apology for introducing the long answer explicitly... 

CCP7 

CCPs , or Collaborative Computa t iona l Projects, 

are a series of (currently)  12 projects sponsored by 

the SERC. They pursue research which requires power-

ful computing techniques, and usually exploit the 'ad-

vanced research computers ' provided at nat ional centres. 

Generally, the research has a wide application in the 

community, and so collaboration is encouraged - either 

by joint investigations or by the sharing of software -

and program duplication is reduced. The projects have 

also served to introduce novel computer architectures 

such as the vector processors of the CRAY series and 

transputer-based parallel-processor machines to scien-

tists from the C C P s ' consti tuent communities . 

Project No. 7 on the "Analysis of Astronomical 

Spectra" began in 1980 with Mike Seaton (UCL) in the 

chair and with Tony Lynas-Gray as research assistant. 

Initially the project concentrated on tools for the anal-

ysis of stellar atmospheres. More recently C C P 7 has 

made major contr ibutions in the areas of planetary neb-

ulae,  shells and interstellar chemistry. The 

current chair is David Flower (Durham) and a working 

group of some fifteen members directs the project, with 

the author as research assistant. 

C C P 7 has made extensive use of CRAY computers, 

with their prodigious appet i te for vectorizable problems, 

and now has an allocation of shares on bo th the CRAY-

X M P / 2 8 a t the University of London Computer Centre 

(ULCC) and the C R A Y - X M P / 4 8 a t RAL. The program 

library has grown to contain many modern astrophysics 

codes, acquired or developed in response to the per-

ceived needs of the community. Concurrently a series 

of scientific meetings has been held to discuss the appli-

cation of these programs and the (considerable) further 

requirements of the astronomical community. 

Detailed reports of C C P 7 activities may be found in 

the Quarter ly Journal of the Royal Astronomical Society 

(Lynas-Gray 1985, Jeffery 1989). News of program de-

velopments and reports of scientific results are published 

more or less regularly in the Project 's own Newsletter. 

..  Starlink 

So where does Starlink come in? For many active 

C C P 7 par t ic ipants the answer is "nowhere". However 

the common computing environment tha t Starlink pro-

vides to most UK astronomers has profoundly influenced 

C C P 7 activities. Before discussing this in detail, the 

reader is reminded of some geography (Figure 1). 
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Figure 1: Facilities used by C C P 7 
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Interpretation - with good graphics, adequate disk 

storage, and convenient access, Starlink provides an 

ideal medium in which to confront theoretical mod-

els (perhaps from the mainframes) with the obser-

vations (from the telescopes). 

   - in CCP7's view, the best program available 

with which to compare (graphically) observed as-

tronomical spectra and theoretical models is  

(Howarth 1984), now supported by Starlink. Many 

CCP7 utilities convert output from theory programs 

to DIPSO format files. Indeed, an LTE spectrum 

analysis package for early-type stars (SPECTRUM 

and  Dufton 1987) presumes the exis-

tence of DIPSO. 

Hardware - a disk upgrade (512 Mbytes) at the St. 

Andrews Starlink minor node is being part-funded 

from the CCP7 grant. As a result, 160 Mbytes 

will be available for the on-line storage, mainte-

nance and distribution of the CCP7 program li-

brary. External access to the library will be pro-

vided to project participants under the usual Star-

link  

VAX implementat ions - both availability and de-

mand have dictated that many CCP7 programs 

have VAX implementations. Where resources per-

mit, convenience, graphics and interactive capabil-

ity lead many UK astronomers to prefer to use 

their local Starlink nodes. However the VAX user 

should note that speed increases of up to 500 can be 

achieved with efficient vectorized code on the CRAY 

XMPs. 

Networks - Starlink provides many astronomers with 

access to JANET, and hence to national computing 

facilities. JANET is essential because it links the 

CCP7 community to the CRAYs at the national 

centres. 

Front ends - the CRAYs at RAL and ULCC now 

have high-capacity VAX/VMS front-ends which are 

very attractive to the Starlink-familiar astronomer. 

With a user-friendly interface between VAX front-

end and CRAY, the business of running  jobs 

can hold no terrors for the timid. 

J T M P - "Red Book" Job Transfer and Manipulation 

Protocol (JTMP) is available throughout Starlink. 

An important CCP7 development, CRAY-JTMP 

(Lynas-Gray 1987), allows Starlink or University 

VAXs running VMS to be used as "virtual front-

ends" to the CRAYs at ULCC and RAL. The usual 

three stage process of transferring data to a CRAY 

front-end, logging in at the front-end, and transfer-

ring the job to the CRAY itself, is effectively re-

duced to one. CCP7 programs can be run with no 

knowledge of the remote systems. 

The future - the next five years will see the use of 

parallel processors become widespread. CCP7 will 

respond as it is able. Starlink's response is impor-

tant, since the types of parallel processor systems 

most widely available to the astronomical commu-

nity will influence future CCP7 developments. 

Where the symbiosis stops 

CCP7 differs fundamentally from Starlink in its ap-

proach to the development and distribution of programs 

and its allocation of resources. CCP7 regrettably has in-

sufficient resources to respond to all of the requirements 

for radiative transfer models created by modern observa-

tions. It is doubtful that an integrated program library 

will ever be distributed since considerable skill (or cau-

tion) is required in the use of most items as interpretive 

tools. 

Rather, with an emphasis on collaboration, CCP7 

aims to take advantage of available computational facil-

ities and techniques for the solution of radiative transfer 

problems. These are made available to the community 

on an individual basis for further development and appli-

cation to the observations. Whilst most of the program 

library has been donated, optimization for CRAYs, pro-

gram enhancement, and user interface development have 

been the main focus of the limited manpower available. 

Documentation is restricted to that which is essential or 

previously available; CPU resources are limited to de-

velopment, 'pump-priming' and low-cost projects. 

However, used with care, the program library repre-

sents a very powerful collection of analytic tools for the 

interpretation of spectra, whether it be for the  

analysis of early-type stellar atmospheres, photoioniza-

tion models for dusty planetary nebulae, the chromo-

spheres of late-type giants, or the chemistry of dense 

interstellar clouds. In the near future, it is hoped that 

radiative line transfer in hot-star winds, cool 

stellar shells and celestial  will be also be treated. 

These and further developments create a substantial im-

petus from CCP7, and other CCPs, for the acquisition 

of 'state-of-the-art' advanced computing facilities. 

CCP7 is very grateful to the many authors who have 

donated their programs, and to Starlink for its many 

contributions. 

Dufton, P.L., 1987. Newslett. Anal. astr. Spectra 11, 3. 

Howarth, I.D., 1984. Starlink User Note 50. 

Jeffery, C S . , 1989. Q.  R. astr.  30, 195. 

Lynas-Gray, A.E., 1985. Q. Jl. R. astr. Soc. 26, 51. 

Lynas-Gray, A.E., 1987. Newslett. Anal. astr. Spectra 

11, 8. 

Simon Jeffery, St. Andrews 

  



The COSMOS crowded field software 
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F i g u r e 1:  image of the cluster of galaxies Abell 3158 scanned on the COSMOS machine in Threshold Mode (TM). 

COSMOS is a photographic plate scanning facil-

ity at the ROE, which provides information on the po-

sitions, sizes, magni tudes , orientations and shapes of 

objects detected on the plates (MacGillivray  Stobie 

1984). The objects are detected by setting a thresh-

old above the sky background and then applying the 

Thanisch, McNally  Robin (1984) algori thm to con-

nect together the thresholded pixels into discrete ob-

jects. This thresholding technique assumes tha t each 

object on the plate is isolated, an assumption which 

is valid for the majori ty of objects on a sparse plate 

taken at high Galactic la t i tude. In the past , COSMOS 

has concentrated mainly in these sparse regions, but in 

recent years the facility has been enhanced by the ad-

dition of crowded field software. In a crowded region, 

the thresholding technique for object detection breaks 

down, and instead of isolating a single object many close 

objects may be thresholded in a clump. The usual ways 

of separating these clumps into discrete objects involve 

fitting a profile to the intensity distr ibution around each 

object and removing the contr ibution from each object 

iteratively. (The D A O P H O T package (SUN/42) is a 

good example of this.) These packages work very well 

on small frames of d a t a (around 1000 x 1000 pixels, con-

taining a few hundred objects), but they are unsuitable 

for COSMOS measurements of  x 17920 pixel areas, 

containing several million objects, because they would 

take far too long. (COSMOS can generate a dataset like 

this every three hours or so!) Fi t t ing a profile in this 

way also means you need to make assumptions about 

the point spread function, so the technique may work 

very well for fields containing stars only but would not 

cope so well with galaxies. 
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Figure  An ellipse plot showing the parameters deter-

mined for the objects in Figure 1 without the aid of the 

deblending algorithm. 

Figure 3: An ellipse plot showing the parameters de-

termined for the objects in Figure 1 with the aid of the 

deblending algorithm. 

A crowded field algorithm was developed for COS-

MOS which could work efficiently on these very large 

data sets and could work automatically for fields con-

taining both stars and galaxies. The algorithm is cruder 

than a full profile fit, but much faster. The deblend-

ing proceeds by rethresholding a blended object up to 

16 times, storing a map of where the object splits in a 

tree structure, and detecting the peaks in the intensity 

distribution. Each peak is assumed to represent a sep-

arate object. The algorithm starts at these peaks and 

works its way downwards through the tree, allocating 

the faint pixels at each branch to one or other of the ob-

jects, until all the pixels have been assigned. (The pro-

cess is described in more detail in Beard, MacGillivray 

 Thanisch 1990.) 

Figure 1 shows a typical blended object: the central 

core of the Abell 3158 cluster of galaxies. Figure 2 is an 

ellipse plot showing the parameters calculated for these 

objects without the aid of the crowded field algorithm, 

and Figure 3 shows the same region processed with the 

crowded field algorithm. The central objects, which are 

blended in Figure 2, are resolved in Figure 3. 

A version of the crowded field software has been 

developed for analysing data frames in the old Starlink 

BDF format. The ASPIC STARSIM program (SUN/24) 

was used to generate some simulated star fields to test 

the software. Various pairs of   and  stars 

were brought closer and closer together to see how well 

the crowded field software could determine the three 

most important parameters - magnitude, position and 

area. Figure 4 shows how the measured magnitude was 

affected in the various tests. The results (shown in de-

tail in Beard, MacGillivray  Thanisch 1990) indicate 

that, in general, residual systematic defects are less than 

 in magnitude, 0.1 in log(area) and 0.3 pixels (5  

in centroid for stellar objects (assuming a pixel size of 

16  corresponding to 1 arcsecond on a UK Schmidt 

telescope plate). In rare cases, where a very bright and 

a very faint object are blended closely together, greater 

systematic defects are possible in the parameters deter-

mined for the fainter object (e.g.  in magnitude), 

but even in these extreme situations the technique at 

least indicates that the parent object is multiple (which, 

for example, helps distinguish between galaxies and mul-

tiple objects). 

The COSMOS deblending software uses a simple, 

but effective algorithm which provides a highly effi-

cient method of resolving objects in moderately crowded 

fields. The object parameters obtained with the algo-

rithm are in most cases almost as good as those obtained 

for single objects. The algorithm has already been used 

for investigations into the distribution of stars in the 

Magellanic clouds, objective detection of star clusters 

in the Large Magellanic Cloud, the detection of faint 

halo star clusters, and investigations into the structure 

of local group dwarf galaxies. Because the algorithm 
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F i g u r e 4: A set of diagrams showing how 

the deblending algorithm affects the measured 

magnitude of a deblended object. Each dia-

gram shows how the discrepancy between the 

measured magnitude and true magnitude for a 

pair of stars varies with their separation. The 

six diagrams show the result for the six possi-

ble pairs of   and  stars. 
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works for bo th stars and galaxies, it can  individ-

ual galaxies at the centres of rich clusters, and has also 

been used in the production of the Ed inbu rgh /Durha m 

galaxy catalogue. At low galactic lat i tudes a means of 

distinguishing between multiple stars, which may con-

tamina te the galaxy sample, and true galaxies is essen-

tial. 

If anyone would like to use the COSMOS deblend-

ing software immediately they can obtain a copy either 

from me or Quentin Parker (REVAD::QAP). The cur-

rent software reads old-format BD F files, so anyone wish-

ing to process HDS files will need to use the STARIN and 

STAROUT functions of K A P P A to convert their da ta . 

Beard, S.M., MacGillivray, H.T. k Thanisch, P .F . 1990. 

 submit ted. 

MacGillivray, H.T. k Stobie, R.S., 1984. Vistas in As-

tronomy, 27 , 433. 

Thanisch, P .F . , McNally, B.V. k Robin, A., 1984. Image 

and Vision Computing, 2, 191. 

Steven Beard, Royal Observatory, Edinburgh 

REVADr.SMB, SMB@UK.AC.ROE.STAR 

Nick Eaton (DUVADr.NE) adds... the Starlink Im-

age Processing and Environment  is currently ex-

amining the COSMOS software along with other object 

Unding techniques and packages (e.g. APM) for possible 

conversion into a fully integrated Starlink package. The 

APM and COSMOS systems both use the threshold-

ing technique to find objects whereas DAOPHOT uses 

a technique of convolving the image data with a point-

spread function to enhance the search for local maxima. 

The DAOPHOT package does, however, lack a full pa-

 isation of the objects. The VAXnotes conference 

IPESIG_NEWS has more information on these topics, 

and anyone with a considered opinion is welcome to con-

tribute to the discussion. 
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VAXset 

The guide to your local Starlink system probably 

mentions some software called VAXset as being avail-

able on one of the machines in the cluster, and you may 

have wondered what this software is. This is the first 

of a series of articles which will describe what it is, why 

Starlink bought it, and what use we intend to make of 

it. 

The  part of the name stands for "Software En-

gineering  and the product actually comprises six 

separate tools; they can each be used on their own but 

have been designed to work together. In this article I 

will describe the two most heavily used - the Language 

Sensitive Editor (LSE) and the Code Management Sys-

tem (CMS). 

LSE is a text editor, similar to EVE, not quite as 

friendly and easy to use, but in some respects more pow-

erful. It also has a number of functions designed specifi-

cally to aid editing programs; for example its paragraph 

fill function recognizes FORTRAN comments and can 

reformat text in blocks of comments correctly and there 

are commands for changing the indentation of blocks of 

code. In fact the editor  the syntax of FORTRAN 

(and many other languages) so that, for example, you 

can type the keyword DO, press the  key and 

a menu of all the possible forms of the DO statement 

appears, pick one, and all that is left to do is fill in the 

variable names and constants. In practice, this isn't ter-

ribly useful for an experienced programmer - most of 

the time it 's quicker just to type in the whole statement 

straight off - but it sometimes saves having to dig out 

the manual; not many of us can remember all the OPEN 

statement keywords! 

The language definition known to the editor can be 

modified to include, for example, a standard set of sub-

routine header comments which can take much of the 

tedium out of producing properly commented code. In 

a future article, Rodney Warren-Smith will describe how 

LSE is being used in this way to assist the production 

of Starlink software. It is also possible to produce tem-

plates for subroutine libraries; templates for all the sys-

tem services and run time library routines are supplied 

by DEC and Starlink is producing definitions for its own 

libraries. 

The feature that programmers invariably appreciate 

the most is the ability to compile code without leaving 

the editor and have any errors messages inserted into 

a editing buffer. The error messages are displayed in 

one editor window and the source code in another; there 

are commands for moving to the next error in the er-

ror buffer and moving to the corresponding point in the 

source code. It then becomes a simple matter to step 

from one error to the next, fixing the problems one by 

one. There is no need to produce lengthy program list-

ings, and the time taken to get to the point where the 

code at least compiles correctly is much reduced. 

LSE has interfaces to several of the other tools and 

can be invoked from within the debugger and so becomes 

the environment from which most of the software devel-

opment process is driven. 

The Code Management System is a system for stor-

ing code (or any text) which is being changed. Rather 

than just storing the latest version of each file the sys-

tem actually stores the first version and all subsequent 

changes. This means that any version of a routine cre-

ated during the development process can be retrieved at 

a later date. This might seem like a rather extravagant 

use of disk space but isn't in  

Consider the example of a program or library that 

has been released for general use but for which further 

development is continuing. The programmer supporting 

the software obviously needs a copy of the latest version 

that he or she is working on, but what happens when a 

user reports a bug? The latest version may not exhibit 

the bug, but that doesn't mean that it has gone away; 

it's more likely that it has just changed its spots and 

is lurking in some other corner waiting to pounce. In 

order to investigate the problem, the programmer has 

to be able to rebuild the system from the code used to 

build the released version. Without CMS, two versions 

of the software have to be stored and these would prob-

ably need far more space than the CMS library which 

contains all versions that ever existed. 

Each time an item is fetched from or returned to the 

library the programmer is prompted for a comment so 

that the reason for each change is also available in the fu-

ture. This is particularly valuable when the responsibil-

ity for an item of software moves from one programmer 

to another. 

CMS is actually far more sophisticated than the 

above description suggests. It also has facilities for al-

lowing several programmers to work on the same soft-

ware system simultaneously while controlling who is al-

lowed to change what. It can also keep track of multiple 

versions and variants of a software system and will facil-

itate formal reviews, when necessary, of all the changes. 

VAXset is currently installed on only a few Star-

link machines for use mainly by Starlink programmers 

and those working on major software projects. How-

ever, some of its facilities are likely to be useful for less 

intensive software development work. If you think that 

VAXset may be useful for your own work, then you are 

encouraged to try it out on one of the machines where 

it currently runs (your site manager will be able to help 

if you are unsure of how to get started). If sufficient 

demand exists, then VAXset can be made available on 

other machines. 

Finally, a word of caution. Because VAXset is not in 

use at every astronomical site, it is not possible to use its 

internal data formats (e.g. CMS libraries) for distribut-

ing Starlink software. Anyone who uses VAXset tools, 

such as CMS, for software development should therefore 

be prepared to extract their source code and produce 

a traditional VMS text/object library pair for the pur-

poses of software distribution. 

Dave Terrett, Starlink, RAL 

RLVAD::DLT, DLT@UK.AC.RL.STAR 
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Image processing with 
KAPPA 

The montage of pictures (left) 
was photographed from an Ikon 
display. It was produced by 
KAPPA applications which ac-
cess a graphics database, AGI. 
LUTABLE and TWEAK were 
used to create the colour lookup 
table. DISPLAY drew the under-
lying image of NGC 1365. DEF-

 created the four windows. 
Top-left is the image after me-
dian filtering - only the bright 
stars and the large-scale features 
of the galaxy remain. Top-right 
is the median image after sub-
traction (via SUB) from the orig-
inal. This shows the stars,  re-
gions that trace the spiral arms, 
and noise. To the bottom-left is a 
slice through the raw image of the 
galaxy drawn on the overlay by 
INSPECT. A cursor interaction 
defined the end points of the slice. 
The magnification and location of 
the image being inspected does 
not matter because the graph-
ics database takes care of the 
ordinate system. Finally, a con-
tour plot of the smoothed image 
is plotted to the bottom-right. 

           

 

   

Malcolm Gurrte, Starlink, RAL 
RLVAD::CUR, 

 

Starlink major nodes & site managers: 

 of Birmingham. PO Box 363, BIRMINGHAM, Bl5  Tel: 
. . . . 

BRIDGE, CB3 QUA. Tel: 0223-66785. 
JANET:  Chris Clayton. 

JANET:  Alan Lotts. 

Bank, MACCLESFIELD,   9DL. Tel: 0477-71321 
X293. JANET:  Brian  

L E I C E S T E R : Dept. of Physics and Astronomy, University of Le-

JANET:  Geoffrey Mellor 

JANET:  Peter Allan. 

N O R T H E R N I R E L A N D : ( 1 ) Dept. of Pure and Applied Physics, 

245133 X3552. JANET:  (2) Armagh 

522928. JANET:  Paul Brown. 

Building.  Road. OXFORD. Tel: 0865-273298. 
JANET:  Ivan Bishop. 

R A L : Space Science Dept., Rutherford Appleton Laboratory, 
Chilton,  Oxon,  OQX. Tel: 0235-821900 X6384. 
JANET:   AR. Andrea Roberts. 

R G O : R..yal Greenwich Observatory, Herstmonceux,  AM, 
East  BN27  Tel: 0323 833  X3346. 
JANET:    

R O E : Royal Observatory Edinburgh, Blackford  EDINBURGH, 
EH9 3HJ. Tel: 031 668-8377. JANET: UK.AC.ROE.STAR. John 
Barrow. 

UCL:  of Physics and Astronomy, University College London, 
 Street, LONDON, WC1E 6BT. Tel: 01 380-7147. 

JANET:  Adrian Fish. 

   

Minor nodes are situated at Cardiff  ), 
perial College, London    
Lancashire Polytechnic at Preston (UK.AC.LANCSP.STAR), Queen 
Mary  Westfield College  St. Andrews  A 

 and  (UK.AC.SOTON.PHASTR). 

Starlink project contacts at RAL: 
Tel:  All  on UK.AC.RL.STAR 

 Scientist: 
Network Manager: 
Software Librarian: 
Software Distribution: 
Head of Applications: 

Patrick Wallace 
Gordon Bromage 
John Sherman 
Mike Lawden 
David Rawlinson 

X5372 (PTW) 
X6362 (GEB) 
X6367 (JCS) 

 (MD1.J 

  AR) 
Rodney Warren-Smith X6254 (RFWS) 

 
B U 

 Appleton Laboratory 

28 

mailto:GUR@UK.AC.RL.STAR

